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  Name

  blkid - locate/print block device attributes

  Synopsis

  blkid -L label | -U uuid

  blkid [-dghlv] [-c file] [-w file] [-o format] [-s tag] [-t NAME=value] [device ...]

  blkid -p [-O offset] [-S size] [-o format] [-s tag] [-n list] [-u list] device ...

  blkid -i [-o format] [-s tag] device ...

  Description

  The blkid program is the command-line interface to working with the libblkid(3) library. It can determine the type of content (e.g. filesystem or swap) that a block device holds, and also attributes (tokens, NAME=value pairs) from the content metadata (e.g. LABEL or UUID fields).

  blkid has two main forms of operation: either searching for a device with a specific NAME=value pair, or displaying NAME=value pairs for one or more specified devices.

  Options

  The size and offset arguments may be followed by binary (2^N) suffixes KiB, MiB, GiB, TiB, PiB and EiB (the "iB" is optional, e.g. "K" has the same meaning as "KiB") or decimal (10^N) suffixes KB, MB, GB, PB and EB.

  
   	-c cachefile

   	Read from cachefile instead of reading from the default cache file /etc/blkid.tab. If you want to start with a clean cache (i.e. don't report devices previously scanned but not necessarily available at this time), specify /dev/null.

   	-d

   	Don't encode non-printing characters. The non-printing characters are encoded by ^ and M- notation by default. Note that -o udev output format uses a diffrent encoding and this encoding cannot be disabled.

   	-g

   	Perform a garbage collection pass on the blkid cache to remove devices which no longer exist.

   	-h

   	Display a usage message and exit.

   	-i

   	Display I/O Limits (aka I/O topology) information. The 'export' output format is automatically enabled. This option can be used together with the -p option.

   	-l

   	Look up only one device that matches the search parameter specified with -t.

   	-k

   	List all known filesystems and RAIDs and exit.

   	-t

   	option. If there are multiple devices that match the specified search parameter, then the device with the highest priority is returned, and/or the first device found at a given priority. Device types in order of decreasing priority are Device Mapper, EVMS, LVM, MD, and finally regular block devices. If this option is not specified, blkid will print all of the devices that match the search parameter.

   	-L label

   	Look up the device that uses this label (equal to: -l -o device -t LABEL=<label>). This lookup method is able to reliably use /dev/disk/by-label udev symlinks (dependent on a setting in /etc/blkid.conf). Avoid using the symlinks directly; it is not reliable to use the symlinks without verification. The -L option works on systems with and without udev.
 

  Unfortunately, the original blkid(8) from e2fsprogs use the -L option as a synonym for the -o list option. For better portability, use -l -o device -t LABEL=<label> and -o list in your scripts rather than the -L option.

  
   	-n list

   	Restrict the probing functions to the specified (comma-separated) list of superblock types (names). The list items may be prefixed with "no" to specify the types which should be ignored. For example:
 

  blkid -p -n vfat,ext3,ext4 /dev/sda1

  probes for vfat, ext3 and ext4 filesystems, and

  blkid -p -n nominix /dev/sda1

  probes for all supported formats except minix filesystems. This option is only useful together with -p.

  
   	-o format

   	Display blkid's output using the specified format. The format parameter may be:

   	full

   	print all tags (the default)
 

  value print the value of the tags

  list print the devices in a user-friendly format; this output format is unsupported for low-level probing (-p or -i)

  device print the device name only; this output format is always enabled for -L and -U options

  udev print key="value" pairs for easy import into the udev environment; the keys are prefixed by ID_FS_ or ID_PART_ prefixes

  The udev output returns the ID_FS_AMBIVALENT tag if more superblocks are detected, and ID_PART_ENTRY_* tags are always returned for all partitions including empty partitions.

  export print key=value pairs for easy import into the environment; this output format is automatically enabled when I/O Limits (-i option) are requested

  
   	-O offset

   	Probe at the given offset (only useful with -p). This option can be used together with the -i option.

   	-p

   	Switch to low-level superblock probing mode (bypass cache).
 

  Note that low-level probing also returns information about partition table type (PTTYPE tag) and partitions (PART_ENTRY_* tags).

  
   	-s tag For

   	each (specified) device, show only the tags that match tag. It is possible to specify multiple -s options. If no tag is specified, then all tokens are shown for all (specified) devices. In order to just refresh the cache without showing any tokens, use -s none with no other options.

   	-S size

   	Overwrite device/file size (only useful with -p).

   	-t NAME=value

   	Search for block devices with tokens named NAME that have the value value, and display any devices which are found. Common values for NAME include TYPE, LABEL, and UUID. If there are no devices specified on the command line, all block devices will be searched; otherwise only the specified devices are searched.

   	-u list

   	Restrict the probing functions to the specified (comma-separated) list of "usage" types. Supported usage types are: filesystem, raid, crypto and other. The list items may be prefixed with "no" to specify the usage types which should be ignored. For example:
 

  blkid -p -u filesystem,other /dev/sda1

  probes for all filesystem and other (e.g. swap) formats, and

  blkid -p -u noraid /dev/sda1

  probes for all supported formats except RAIDs. This option is only useful together with -p.

  
   	-U uuid

   	Look up the device that uses this uuid. For more details see the -L option.

   	-v

   	Display version number and exit.

   	-w writecachefile

   	Write the device cache to writecachefile instead of writing it to the default cache file /etc/blkid.tab. If you don't want to save the cache at all, specify /dev/null. If not specified, it will be the same file as that given with the -c option.
 

  device Display tokens from only the specified device. It is possible to give multiple device options on the command line. If none is given, all devices which appear in /proc/partitions are shown, if they are recognized.

  Return Code

  If the specified token was found, or if any tags were shown from (specified) devices, 0 is returned.

  If the specified token was not found, or no (specified) devices could be identified, an exit code of 2 is returned.

  For usage or other errors, an exit code of 4 is returned.

  If the ambivalent low-level probing result was detected, an exit code of 8 is returned.

  Author

  blkid was written by Andreas Dilger for libblkid and improved by Theodore Ts'o and Karel Zak.

  Availability

  The blkid command is part of the util-linux package and is available from ftp://ftp.kernel.org/pub/linux/utils/util-linux/.

  See Also

  libblkid(3) findfs(8) wipefs(8)
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  Name

  BusyBox - The Swiss Army Knife of Embedded Linux

  Syntax

  busybox <applet> [arguments...] # or

  
   	<applet> [arguments...]

   	# if symlinked
 

  Description

  BusyBox combines tiny versions of many common UNIX utilities into a single small executable. It provides minimalist replacements for most of the utilities you usually find in GNU coreutils, util-linux, etc. The utilities in BusyBox generally have fewer options than their fullfeatured GNU cousins; however, the options that are included provide the expected functionality and behave very much like their GNU counterparts.

  BusyBox has been written with size-optimization and limited resources in mind. It is also extremely modular so you can easily include or exclude commands (or features) at compile time. This makes it easy to customize your embedded systems. To create a working system, just add /dev, /etc, and a Linux kernel. BusyBox provides a fairly complete POSIX environment for any small or embedded system.

  BusyBox is extremely configurable. This allows you to include only the components you need, thereby reducing binary size. Run 'make config' or 'make menuconfig' to select the functionality that you wish to enable. Then run 'make' to compile BusyBox using your configuration.

  After the compile has finished, you should use 'make install' to install BusyBox. This will install the 'bin/busybox' binary, in the target directory specified by CONFIG_PREFIX. CONFIG_PREFIX can be set when configuring BusyBox, or you can specify an alternative location at install time (i.e., with a command line like 'make CONFIG_PREFIX=/tmp/foo install'). If you enabled any applet installation scheme (either as symlinks or hardlinks), these will also be installed in the location pointed to by CONFIG_PREFIX.

  Usage

  BusyBox is a multi-call binary. A multi-call binary is an executable program that performs the same job as more than one utility program. That means there is just a single BusyBox binary, but that single binary acts like a large number of utilities. This allows BusyBox to be smaller since all the built-in utility programs (we call them applets) can share code for many common operations.

  You can also invoke BusyBox by issuing a command as an argument on the command line. For example, entering

  /bin/busybox ls

  will also cause BusyBox to behave as 'ls'.

  Of course, adding '/bin/busybox' into every command would be painful. So most people will invoke BusyBox using links to the BusyBox binary.

  For example, entering

  ln -s /bin/busybox ls
 ./ls

  will cause BusyBox to behave as 'ls' (if the 'ls' command has been compiled into BusyBox). Generally speaking, you should never need to make all these links yourself, as the BusyBox build system will do this for you when you run the 'make install' command.

  If you invoke BusyBox with no arguments, it will provide you with a list of the applets that have been compiled into your BusyBox binary.

  Common Options

  Most BusyBox applets support the --help argument to provide a terse runtime description of their behavior. If the CONFIG_FEATURE_VERBOSE_USAGE option has been enabled, more detailed usage information will also be available.

  Commands

  Currently available applets include:

  [, [[, acpid, addgroup, adduser, adjtimex, ar, arping, ash, awk, basename, blockdev, brctl, bunzip2, bzcat, bzip2, cal, cat, chgrp, chmod, chown, chroot, chvt, clear, cmp, cp, cpio, crond, crontab, cut, date, dc, dd, deallocvt, delgroup, deluser, df, diff, dirname, dmesg, dnsdomainname, dos2unix, dpkg, dpkg-deb, du, dumpkmap, dumpleases, echo, ed, egrep, eject, env, expand, expr, false, fbset, fdflush, fdisk, fgrep, find, fold, free, freeramdisk, fsck.minix, ftpget, ftpput, getopt, getty, grep, gunzip, gzip, head, hexdump, hostid, hostname, httpd, hwclock, id, ifconfig, ifdown, ifup, init, ionice, ip, ipcalc, kill, killall, klogd, last, length, less, linuxrc, ln, loadfont, loadkmap, logger, login, logname, logread, losetup, ls, lzcat, lzma, makedevs, md5sum, mdev, mesg, microcom, mkdir, mkfifo, mkfs.minix, mknod, mkswap, mktemp, more, mount, mt, mv, nameif, nc, netstat, nslookup, od, openvt, passwd, patch, pidof, ping, ping6, pivot_root, printf, ps, pwd, rdate, readlink, realpath, renice, reset, rev, rm, rmdir, route, rpm, rpm2cpio, run-parts, sed, seq, setkeycodes, sh, sha1sum, sha256sum, sha512sum, sleep, sort, start-stop-daemon, static-sh, strings, stty, su, sulogin, swapoff, swapon, switch_root, sync, sysctl, syslogd, tac, tail, tar, tee, telnet, telnetd, test, tftp, time, timeout, top, touch, tr, traceroute, traceroute6, true, tty, tunctl, udhcpc, udhcpd, umount, uname, uncompress, unexpand, uniq, unix2dos, unlzma, unxz, unzip, uptime, usleep, uudecode, uuencode, vconfig, vi, vlock, watch, watchdog, wc, wget, which, who, whoami, xargs, xz, xzcat, yes, zcat

  Command Descriptions

  acpid
 acpid [-d] [-c CONFDIR] [-l LOGFILE] [-a ACTIONFILE] [-M MAPFILE] [-e PROC_EVENT_FILE] [-p PIDFILE]

  Listen to ACPI events and spawn specific helpers on event arrival

  Options:

  
   	-c DIR

   	Config directory [/etc/acpi]

   	-d

   	Don't daemonize, (implies -f) -e FILE /proc event file [/proc/acpi/event]

   	-f

   	Run in foreground -l FILE Log file [/var/log/acpid.log] -p FILE Pid file [/var/run/acpid.pid] -a FILE Action file [/etc/acpid.conf] -M FILE Map file [/etc/acpi.map]
 

  addgroup
 addgroup [-g GID] GROUP

  Add a group

  Options:

  
   	-g GID

   	Group id

   	-S

   	Create a system group
 

  adduser
 adduser [OPTIONS] USER

  Add a user

  Options:

  
   	-h DIR

   	Home directory

   	-g GECOS

   	GECOS field

   	-s SHELL

   	Login shell

   	-G GRP

   	Add user to existing group

   	-S

   	Create a system user

   	-D

   	Don't assign a password

   	-H

   	Don't create home directory

   	-u UID

   	User id
 

  adjtimex
 adjtimex [-q] [-o OFF] [-f FREQ] [-p TCONST] [-t TICK]

  Read and optionally set system timebase parameters. See adjtimex(2)

  Options:

  
   	-q

   	Quiet -o OFF Time offset, microseconds -f FREQ Frequency adjust, integer kernel units (65536 is 1ppm) (positive values make clock run faster) -t TICK Microseconds per tick, usually 10000 -p TCONST
 

  ar ar [-o] [-v] [-p] [-t] [-x] ARCHIVE FILES

  Extract or list FILES from an ar archive

  Options:

  
   	-o

   	Preserve original dates

   	-p

   	Extract to stdout

   	-t

   	List

   	-x

   	Extract

   	-v

   	Verbose
 

  arping
 arping [-fqbDUA] [-c CNT] [-w TIMEOUT] [-I IFACE] [-s SRC_IP] DST_IP

  Send ARP requests/replies

  Options:

  
   	-f

   	Quit on first ARP reply

   	-q

   	Quiet

   	-b

   	Keep broadcasting, don't go unicast

   	-D

   	Duplicated address detection mode

   	-U

   	Unsolicited ARP mode, update your neighbors

   	-A

   	ARP answer mode, update your neighbors

   	-c N

   	Stop after sending N ARP requests

   	-w TIMEOUT

   	Time to wait for ARP reply, seconds

   	-I IFACE

   	Interface to use (default eth0)

   	-s SRC_IP

   	Sender IP address

   	DST_IP

   	Target IP address
 

  awk awk [OPTIONS] [AWK_PROGRAM] [FILE]...

  Options:

  
   	-v VAR=VAL

   	Set variable

   	-F SEP

   	Use SEP as field separator

   	-f FILE

   	Read program from FILE
 

  basename
 basename FILE [SUFFIX]

  Strip directory path and .SUFFIX from FILE

  blockdev
 blockdev OPTION BLOCKDEV

  Options:

  
   	--setro

   	Set ro

   	--setrw

   	Set rw

   	--getro

   	Get ro

   	--getss

   	Get sector size

   	--getbsz

   	Get block size --setbsz BYTES Set block size

   	--getsize

   	Get device size in 512-byte sectors

   	--getsize64

   	Get device size in bytes

   	--flushbufs

   	Flush buffers

   	--rereadpt

   	Reread partition table
 

  brctl
 brctl COMMAND [BRIDGE [INTERFACE]]

  Manage ethernet bridges

  Commands:

  
   	addbr BRIDGE

   	Create BRIDGE

   	delbr BRIDGE

   	Delete BRIDGE

   	addif BRIDGE IFACE

   	Add IFACE to BRIDGE

   	delif BRIDGE IFACE

   	Delete IFACE from BRIDGE
 

  bunzip2
 bunzip2 [-cf] [FILE]...

  Decompress FILEs (or stdin)

  Options:

  
   	-c

   	Write to stdout

   	-f

   	Force
 

  bzcat
 bzcat FILE

  Decompress to stdout

  bzip2
 bzip2 [OPTIONS] [FILE]...

  Compress FILEs (or stdin) with bzip2 algorithm

  Options:

  
   	-1..9

   	Compression level

   	-d

   	Decompress

   	-c

   	Write to stdout

   	-f

   	Force
 

  cal cal [-jy] [[MONTH] YEAR]

  Display a calendar

  Options:

  
   	-j

   	Use julian dates

   	-y

   	Display the entire year
 

  cat cat [FILE]...

  Concatenate FILEs and print them to stdout

  chgrp
 chgrp [-RhLHPcvf]... GROUP FILE...

  Change the group membership of each FILE to GROUP

  Options:

  
   	-R

   	Recurse

   	-h

   	Affect symlinks instead of symlink targets

   	-L

   	Traverse all symlinks to directories

   	-H

   	Traverse symlinks on command line only

   	-P

   	Don't traverse symlinks (default)

   	-c

   	List changed files

   	-v

   	Verbose

   	-f

   	Hide errors
 

  chmod
 chmod [-Rcvf] MODE[,MODE]... FILE...

  Each MODE is one or more of the letters ugoa, one of the symbols +-= and one or more of the letters rwxst

  Options:

  
   	-R

   	Recurse

   	-c

   	List changed files

   	-v

   	List all files

   	-f

   	Hide errors
 

  chown
 chown [-RhLHPcvf]... OWNER[<.|:>[GROUP]] FILE...

  Change the owner and/or group of each FILE to OWNER and/or GROUP

  Options:

  
   	-R

   	Recurse

   	-h

   	Affect symlinks instead of symlink targets

   	-L

   	Traverse all symlinks to directories

   	-H

   	Traverse symlinks on command line only

   	-P

   	Don't traverse symlinks (default)

   	-c

   	List changed files

   	-v

   	List all files

   	-f

   	Hide errors
 

  chroot
 chroot NEWROOT [PROG ARGS]

  Run PROG with root directory set to NEWROOT

  chvt
 chvt N

  Change the foreground virtual terminal to /dev/ttyN

  clear
 clear

  Clear screen

  cmp cmp [-l] [-s] FILE1 [FILE2 [SKIP1 [SKIP2]]]

  Compare FILE1 with FILE2 (or stdin)

  Options:

  
   	-l

   	Write the byte numbers (decimal) and values (octal) for all differing bytes

   	-s

   	Quiet
 

  cp cp [OPTIONS] SOURCE DEST

  Copy SOURCE to DEST, or multiple SOURCE(s) to DIRECTORY

  Options:

  
   	-a

   	Same as -dpR -R,-r Recurse

   	-d,-P

   	Preserve symlinks (default if -R)

   	-L

   	Follow all symlinks

   	-H

   	Follow symlinks on command line

   	-p

   	Preserve file attributes if possible

   	-f

   	Overwrite

   	-i

   	Prompt before overwrite

   	-l,-s

   	Create (sym)links
 

  cpio
 cpio [-dmvu] [-F FILE] [-H newc] [-tio]

  Extract or list files from a cpio archive, or create an archive using file list on stdin

  Main operation mode:

  
   	-t

   	List

   	-i

   	Extract

   	-o

   	Create (requires -H newc) Options:

   	-d

   	Make leading directories

   	-m

   	Preserve mtime

   	-v

   	Verbose

   	-u

   	Overwrite -F FILE Input (-t,-i,-p) or output (-o) file -H newc Archive format
 

  crond
 crond -fbS -l N -L LOGFILE -c DIR

  
   	-f

   	Foreground

   	-b

   	Background (default)

   	-S

   	Log to syslog (default)

   	-l

   	Set log level. 0 is the most verbose, default 8

   	-L

   	Log to file

   	-c

   	Working dir
 

  crontab
 crontab [-c DIR] [-u USER] [-ler]|[FILE]

  
   	-c

   	Crontab directory

   	-u

   	User

   	-l

   	List crontab

   	-e

   	Edit crontab

   	-r

   	Delete crontab

   	FILE

   	Replace crontab by FILE ('-': stdin)
 

  cut cut [OPTIONS] [FILE]...

  Print selected fields from each input FILE to stdout

  Options:

  
   	-b LIST Output only bytes from LIST

   	-c LIST Output only characters from LIST -d CHAR Use CHAR instead of tab as the field delimiter

   	-s

   	Output only the lines containing delimiter

   	-f N

   	Print only these fields

   	-n

   	Ignored
 

  date
 date [OPTIONS] [+FMT] [TIME]

  Display time (using +FMT), or set time

  Options:

  [-s,--set] TIME Set time to TIME

  
   	-u,--utc

   	Work in UTC (don't convert to local time)

   	-R,--rfc-2822

   	Output RFC-2822 compliant date string

   	-I[SPEC]

   	Output ISO-8601 compliant date string SPEC='date' (default) for date only, 'hours', 'minutes', or 'seconds' for date and time to the indicated precision

   	-r,--reference FILE

   	Display last modification time of FILE -d,--date TIME Display TIME, not 'now'

   	-D FMT

   	Use FMT for -d TIME conversion
 

  Recognized TIME formats:

  hh:mm[:ss]
 [YYYY.]MM.DD-hh:mm[:ss]
 YYYY-MM-DD hh:mm[:ss]
 [[[[[YY]YY]MM]DD]hh]mm[.ss]

  dc dc EXPRESSION...

  Tiny RPN calculator. Operations: +, add, -, sub, *, mul, /, div, %, mod, **, exp, and, or, not, eor, p - print top of the stack (without popping), f - print entire stack, o - pop the value and set output radix (must be 10, 16, 8 or 2). Examples: 'dc 2 2 add' -> 4, 'dc 8 8 * 2 2 + /' -> 16

  dd dd [if=FILE] [of=FILE] [ibs=N] [obs=N] [bs=N] [count=N] [skip=N] [seek=N] [conv=notrunc|noerror|sync|fsync]

  Copy a file with converting and formatting

  Options:

  
   	if=FILE

   	Read from FILE instead of stdin

   	of=FILE

   	Write to FILE instead of stdout

   	bs=N

   	Read and write N bytes at a time

   	ibs=N

   	Read N bytes at a time

   	obs=N

   	Write N bytes at a time

   	count=N

   	Copy only N input blocks

   	skip=N

   	Skip N input blocks

   	seek=N

   	Skip N output blocks

   	conv=notrunc

   	Don't truncate output file

   	conv=noerror

   	Continue after read errors

   	conv=sync

   	Pad blocks with zeros

   	conv=fsync

   	Physically write data out before finishing
 

  Numbers may be suffixed by c (x1), w (x2), b (x512), kD (x1000), k (x1024), MD (x1000000), M (x1048576), GD (x1000000000) or G (x1073741824)

  deallocvt
 deallocvt [N]

  Deallocate unused virtual terminal /dev/ttyN

  delgroup
 delgroup GROUP

  Delete group GROUP from the system

  deluser
 deluser USER

  Delete USER from the system

  df df [-Pkmhai] [-B SIZE] [FILESYSTEM]...

  Print filesystem usage statistics

  Options:

  
   	-P

   	POSIX output format

   	-k

   	1024-byte blocks (default)

   	-m

   	1M-byte blocks

   	-h

   	Human readable (e.g. 1K 243M 2G)

   	-a

   	Show all filesystems

   	-i

   	Inodes -B SIZE Blocksize
 

  diff
 diff [-abBdiNqrTstw] [-L LABEL] [-S FILE] [-U LINES] FILE1 FILE2

  Compare files line by line and output the differences between them. This implementation supports unified diffs only.

  Options:

  
   	-a

   	Treat all files as text

   	-b

   	Ignore changes in the amount of whitespace

   	-B

   	Ignore changes whose lines are all blank

   	-d

   	Try hard to find a smaller set of changes

   	-i

   	Ignore case differences

   	-L

   	Use LABEL instead of the filename in the unified header

   	-N

   	Treat absent files as empty

   	-q

   	Output only whether files differ

   	-r

   	Recurse

   	-S

   	Start with FILE when comparing directories

   	-T

   	Make tabs line up by prefixing a tab when necessary

   	-s

   	Report when two files are the same

   	-t

   	Expand tabs to spaces in output

   	-U

   	Output LINES lines of context

   	-w

   	Ignore all whitespace
 

  dirname
 dirname FILENAME

  Strip non-directory suffix from FILENAME

  dmesg
 dmesg [-c] [-n LEVEL] [-s SIZE]

  Print or control the kernel ring buffer

  Options:

  
   	-c

   	Clear ring buffer after printing

   	-n LEVEL

   	Set console logging level

   	-s SIZE

   	Buffer size
 

  dos2unix
 dos2unix [-ud] [FILE]

  Convert FILE in-place from DOS to Unix format. When no file is given, use stdin/stdout.

  Options:

  
   	-u

   	dos2unix

   	-d

   	unix2dos
 

  dpkg
 dpkg [-ilCPru] [-F OPT] PACKAGE

  Install, remove and manage Debian packages

  Options:

  
   	-i,--install

   	Install the package

   	-l,--list

   	List of installed packages

   	--configure

   	Configure an unpackaged package

   	-P,--purge

   	Purge all files of a package

   	-r,--remove

   	Remove all but the configuration files for a package

   	--unpack

   	Unpack a package, but don't configure it --force-depends Ignore dependency problems --force-confnew Overwrite existing config files when installing --force-confold Keep old config files when installing
 

  dpkg-deb
 dpkg-deb [-cefxX] FILE [argument]

  Perform actions on Debian packages (.debs)

  Options:

  
   	-c

   	List contents of filesystem tree

   	-e

   	Extract control files to [argument] directory

   	-f

   	Display control field name starting with [argument]

   	-x

   	Extract packages filesystem tree to directory

   	-X

   	Verbose extract
 

  du du [-aHLdclsxhmk] [FILE]...

  Summarize disk space used for each FILE and/or directory. Disk space is printed in units of 1024 bytes.

  Options:

  
   	-a

   	Show file sizes too

   	-L

   	Follow all symlinks

   	-H

   	Follow symlinks on command line

   	-d N

   	Limit output to directories (and files with -a) of depth < N

   	-c

   	Show grand total

   	-l

   	Count sizes many times if hard linked

   	-s

   	Display only a total for each argument

   	-x

   	Skip directories on different filesystems

   	-h

   	Sizes in human readable format (e.g., 1K 243M 2G )

   	-m

   	Sizes in megabytes

   	-k

   	Sizes in kilobytes (default)
 

  dumpkmap
 dumpkmap > keymap

  Print a binary keyboard translation table to stdout

  dumpleases
 dumpleases [-r|-a] [-f LEASEFILE]

  Display DHCP leases granted by udhcpd

  Options:

  
   	-f,--file=FILE

   	Lease file -r,--remaining Show remaining time

   	-a,--absolute

   	Show expiration time
 

  echo
 echo [-neE] [ARG]...

  Print the specified ARGs to stdout

  Options:

  
   	-n

   	Suppress trailing newline

   	-e

   	Interpret backslash escapes (i.e., \t=tab)

   	-E

   	Don't interpret backslash escapes (default)
 

  ed ed

  eject
 eject [-t] [-T] [DEVICE]

  Eject DEVICE or default /dev/cdrom

  Options:

  
   	-s

   	SCSI device

   	-t

   	Close tray

   	-T

   	Open/close tray (toggle)
 

  env env [-iu] [-] [name=value]... [PROG ARGS]

  Print the current environment or run PROG after setting up the specified environment

  Options:

  
   	-, -i

   	Start with an empty environment

   	-u

   	Remove variable from the environment
 

  expand
 expand [-i] [-t N] [FILE]...

  Convert tabs to spaces, writing to stdout

  Options:

  
   	-i,--initial

   	Don't convert tabs after non blanks

   	-t,--tabs=N

   	Tabstops every N chars
 

  expr
 expr EXPRESSION

  Print the value of EXPRESSION to stdout

  EXPRESSION may be:

  
   	ARG1 | ARG2

   	ARG1 if it is neither null nor 0, otherwise ARG2

   	ARG1 & ARG2

   	ARG1 if neither argument is null or 0, otherwise 0

   	ARG1 < ARG2

   	1 if ARG1 is less than ARG2, else 0. Similarly: ARG1 <= ARG2 ARG1 = ARG2 ARG1 != ARG2 ARG1 >= ARG2 ARG1 > ARG2

   	ARG1 + ARG2

   	Sum of ARG1 and ARG2. Similarly: ARG1 - ARG2 ARG1 * ARG2 ARG1 / ARG2 ARG1 % ARG2

   	STRING : REGEXP

   	Anchored pattern match of REGEXP in STRING

   	match STRING REGEXP

   	Same as STRING : REGEXP substr STRING POS LENGTH Substring of STRING, POS counted from 1

   	index STRING CHARS

   	Index in STRING where any CHARS is found, or 0

   	length STRING

   	Length of STRING

   	quote TOKEN

   	Interpret TOKEN as a string, even if it is a keyword like 'match' or an operator like '/'

   	(EXPRESSION)

   	Value of EXPRESSION
 

  Beware that many operators need to be escaped or quoted for shells. Comparisons are arithmetic if both ARGs are numbers, else lexicographical. Pattern matches return the string matched between \( and \) or null; if \( and \) are not used, they return the number of characters matched or 0.

  false
 false

  Return an exit code of FALSE (1)

  fbset
 fbset [OPTIONS] [MODE]

  Show and modify frame buffer settings

  fdflush
 fdflush DEVICE

  Force floppy disk drive to detect disk change

  fdisk
 fdisk [-ul] [-C CYLINDERS] [-H HEADS] [-S SECTORS] [-b SSZ] DISK

  Change partition table

  Options:

  
   	-u

   	Start and End are in sectors (instead of cylinders)

   	-l

   	Show partition table for each DISK, then exit

   	-b 2048

   	(for certain MO disks) use 2048-byte sectors

   	-C CYLINDERS

   	Set number of cylinders/heads/sectors -H HEADS -S SECTORS
 

  find
 find [PATH]... [EXPRESSION]

  Search for files. The default PATH is the current directory, default EXPRESSION is '-print'

  EXPRESSION may consist of:

  
   	-follow

   	Follow symlinks

   	-xdev

   	Don't descend directories on other filesystems

   	-maxdepth N

   	Descend at most N levels. -maxdepth 0 applies tests/actions to command line arguments only

   	-mindepth N

   	Don't act on first N levels

   	-name PATTERN

   	File name (w/o directory name) matches PATTERN -iname PATTERN Case insensitive -name

   	-path PATTERN

   	Path matches PATTERN -regex PATTERN Path matches regex PATTERN

   	-type X

   	File type is X (X is one of: f,d,l,b,c,...)

   	-perm NNN

   	Permissions match any of (+NNN), all of (-NNN), or exactly NNN

   	-mtime DAYS

   	Modified time is greater than (+N), less than (-N), or exactly N days

   	-mmin MINS

   	Modified time is greater than (+N), less than (-N), or exactly N minutes

   	-newer FILE

   	Modified time is more recent than FILE's

   	-inum N

   	File has inode number N

   	-user NAME

   	File is owned by user NAME (numeric user ID allowed)

   	-group NAME

   	File belongs to group NAME (numeric group ID allowed)

   	-depth

   	Process directory name after traversing it

   	-size N[bck]

   	File size is N (c:bytes,k:kbytes,b:512 bytes(def.)) +/-N: file size is bigger/smaller than N

   	-links N

   	Number of links is greater than (+N), less than (-N), or exactly N

   	-print

   	Print (default and assumed)

   	-print0

   	Delimit output with null characters rather than newlines -exec CMD ARG ; Run CMD with all instances of {} replaced by the matching files

   	-prune

   	Stop traversing current subtree

   	(EXPR)

   	Group an expression
 

  fold
 fold [-bs] [-w WIDTH] [FILE]...

  Wrap input lines in each FILE (or stdin), writing to stdout

  Options:

  
   	-b

   	Count bytes rather than columns

   	-s

   	Break at spaces

   	-w

   	Use WIDTH columns instead of 80
 

  free
 free [-b/k/m/g]

  Display the amount of free and used system memory

  freeramdisk
 freeramdisk DEVICE

  Free all memory used by the specified ramdisk

  fsck.minix
 fsck.minix [-larvsmf] BLOCKDEV

  Check MINIX filesystem

  Options:

  
   	-l

   	List all filenames

   	-r

   	Perform interactive repairs

   	-a

   	Perform automatic repairs

   	-v

   	Verbose

   	-s

   	Output superblock information

   	-m

   	Show "mode not cleared" warnings

   	-f

   	Force file system check
 

  ftpget
 ftpget [OPTIONS] HOST [LOCAL_FILE] REMOTE_FILE

  Retrieve a remote file via FTP

  Options:

  
   	-c,--continue

   	Continue previous transfer

   	-v,--verbose

   	Verbose -u,--username Username -p,--password Password

   	-P,--port

   	Port number
 

  ftpput
 ftpput [OPTIONS] HOST [REMOTE_FILE] LOCAL_FILE

  Store a local file on a remote machine via FTP

  Options:

  
   	-v,--verbose

   	Verbose -u,--username Username -p,--password Password

   	-P,--port

   	Port number
 

  getopt
 getopt [OPTIONS]

  Options:

  
   	-a,--alternative

   	Allow long options starting with single -l,--longoptions=longopts Long options to be recognized

   	-n,--name=progname

   	The name under which errors are reported

   	-o,--options=optstring

   	Short options to be recognized

   	-q,--quiet

   	Disable error reporting by getopt(3)

   	-Q,--quiet-output

   	No normal output

   	-s,--shell=shell

   	Set shell quoting conventions

   	-T,--test

   	Test for getopt(1) version

   	-u,--unquoted

   	Don't quote the output
 

  getty
 getty [OPTIONS] BAUD_RATE TTY [TERMTYPE]

  Open a tty, prompt for a login name, then invoke /bin/login

  Options:

  
   	-h

   	Enable hardware (RTS/CTS) flow control

   	-i

   	Don't display /etc/issue before running login

   	-L

   	Local line, don't do carrier detect

   	-m

   	Get baud rate from modem's CONNECT status message

   	-w

   	Wait for a CR or LF before sending /etc/issue

   	-n

   	Don't prompt the user for a login name

   	-f ISSUE_FILE

   	Display ISSUE_FILE instead of /etc/issue

   	-l LOGIN

   	Invoke LOGIN instead of /bin/login

   	-t SEC

   	Terminate after SEC if no username is read

   	-I INITSTR

   	Send INITSTR before anything else

   	-H HOST

   	Log HOST into the utmp file as the hostname
 

  grep
 grep [-HhnlLoqvsriwFEz] [-m N] [-A/B/C N] PATTERN/-e PATTERN.../-f FILE [FILE]...

  Search for PATTERN in FILEs (or stdin)

  Options:

  
   	-H

   	Add 'filename:' prefix

   	-h

   	Do not add 'filename:' prefix

   	-n

   	Add 'line_no:' prefix

   	-l

   	Show only names of files that match

   	-L

   	Show only names of files that don't match

   	-c

   	Show only count of matching lines

   	-o

   	Show only the matching part of line

   	-q

   	Quiet. Return 0 if PATTERN is found, 1 otherwise

   	-v

   	Select non-matching lines

   	-s

   	Suppress open and read errors

   	-r

   	Recurse

   	-i

   	Ignore case

   	-w

   	Match whole words only

   	-F

   	PATTERN is a literal (not regexp)

   	-E

   	PATTERN is an extended regexp

   	-z

   	Input is NUL terminated

   	-m N

   	Match up to N times per file

   	-A N

   	Print N lines of trailing context

   	-B N

   	Print N lines of leading context

   	-C N

   	Same as '-A N -B N' -e PTRN Pattern to match -f FILE Read pattern from file
 

  gunzip
 gunzip [-cft] [FILE]...

  Decompress FILEs (or stdin)

  Options:

  
   	-c

   	Write to stdout

   	-f

   	Force

   	-t

   	Test file integrity
 

  gzip
 gzip [-cfd] [FILE]...

  Compress FILEs (or stdin)

  Options:

  
   	-d

   	Decompress

   	-c

   	Write to stdout

   	-f

   	Force
 

  head
 head [OPTIONS] [FILE]...

  Print first 10 lines of each FILE (or stdin) to stdout. With more than one FILE, precede each with a filename header.

  Options:

  
   	-n N[kbm]

   	Print first N lines

   	-c N[kbm]

   	Print first N bytes

   	-q

   	Never print headers

   	-v

   	Always print headers
 

  N may be suffixed by k (x1024), b (x512), or m (x1024^2).

  hexdump
 hexdump [-bcCdefnosvx] [FILE]...

  Display FILEs (or stdin) in a user specified format

  Options:

  
   	-b

   	One-byte octal display

   	-c

   	One-byte character display

   	-C

   	Canonical hex+ASCII, 16 bytes per line

   	-d

   	Two-byte decimal display -e FORMAT STRING -f FORMAT FILE

   	-n LENGTH

   	Interpret only LENGTH bytes of input

   	-o

   	Two-byte octal display

   	-s OFFSET

   	Skip OFFSET bytes

   	-v

   	Display all input data

   	-x

   	Two-byte hexadecimal display
 

  hostid
 hostid

  Print out a unique 32-bit identifier for the machine

  hostname
 hostname [OPTIONS] [HOSTNAME | -F FILE]

  Get or set hostname or DNS domain name

  Options:

  
   	-s

   	Short

   	-i

   	Addresses for the hostname

   	-d

   	DNS domain name

   	-f

   	Fully qualified domain name -F FILE Use FILE's content as hostname
 

  httpd
 httpd [-ifv[v]] [-c CONFFILE] [-p [IP:]PORT] [-r REALM] [-h HOME] or httpd -d/-e STRING

  Listen for incoming HTTP requests

  Options:

  
   	-i

   	Inetd mode

   	-f

   	Don't daemonize

   	-v[v]

   	Verbose

   	-p [IP:]PORT

   	Bind to IP:PORT (default *:80)

   	-r REALM

   	Authentication Realm for Basic Authentication

   	-h HOME

   	Home directory (default .)

   	-c FILE

   	Configuration file (default {/etc,HOME}/httpd.conf)

   	-e STRING

   	HTML encode STRING

   	-d STRING

   	URL decode STRING
 

  hwclock
 hwclock [-r|--show] [-s|--hctosys] [-w|--systohc] [-l|--localtime] [-u|--utc] [-f FILE]

  Query and set hardware clock (RTC)

  Options:

  
   	-r

   	Show hardware clock time

   	-s

   	Set system time from hardware clock

   	-w

   	Set hardware clock to system time

   	-u

   	Hardware clock is in UTC

   	-l

   	Hardware clock is in local time -f FILE Use specified device (e.g. /dev/rtc2)
 

  id id [OPTIONS] [USER]

  Print information about USER or the current user

  Options:

  
   	-u

   	User ID

   	-g

   	Group ID

   	-G

   	Supplementary group IDs

   	-n

   	Print names instead of numbers

   	-r

   	Print real ID instead of effective ID
 

  ifconfig
 ifconfig [-a] interface [address]

  Configure a network interface

  Options:

  [add ADDRESS[/PREFIXLEN]]
 [del ADDRESS[/PREFIXLEN]]
 [[-]broadcast [ADDRESS]] [[-]pointopoint [ADDRESS]] [netmask ADDRESS] [dstaddr ADDRESS] [outfill NN] [keepalive NN]
 [hw ether|infiniband ADDRESS] [metric NN] [mtu NN] [[-]trailers] [[-]arp] [[-]allmulti] [multicast] [[-]promisc] [txqueuelen NN] [[-]dynamic] [mem_start NN] [io_addr NN] [irq NN] [up|down] ...

  ifdown
 ifdown [-anmvf] [-i FILE] IFACE...

  Options:

  
   	-a

   	De/configure all interfaces automatically -i FILE Use FILE for interface definitions

   	-n

   	Print out what would happen, but don't do it (note: doesn't disable mappings)

   	-m

   	Don't run any mappings

   	-v

   	Print out what would happen before doing it

   	-f

   	Force de/configuration
 

  ifup
 ifup [-anmvf] [-i FILE] IFACE...

  Options:

  
   	-a

   	De/configure all interfaces automatically -i FILE Use FILE for interface definitions

   	-n

   	Print out what would happen, but don't do it (note: doesn't disable mappings)

   	-m

   	Don't run any mappings

   	-v

   	Print out what would happen before doing it

   	-f

   	Force de/configuration
 

  init
 init

  Init is the parent of all processes

  ionice
 ionice [-c 1-3] [-n 0-7] [-p PID] [PROG]

  Change I/O priority and class

  Options:

  
   	-c

   	Class. 1:realtime 2:best-effort 3:idle

   	-n

   	Priority
 

  ip ip [OPTIONS] {address | route | link | tunnel | rule} {COMMAND}

  ip [OPTIONS] OBJECT {COMMAND} where OBJECT := {address | route link | tunnel | rule} OPTIONS := { -f[amily] { inet | inet6 | link } | -o[neline] }

  ipcalc
 ipcalc [OPTIONS] ADDRESS[[/]NETMASK] [NETMASK]

  Calculate IP network settings from a IP address

  Options:

  
   	-b,--broadcast

   	Display calculated broadcast address

   	-n,--network

   	Display calculated network address

   	-m,--netmask

   	Display default netmask for IP

   	-p,--prefix

   	Display the prefix for IP/NETMASK

   	-h,--hostname

   	Display first resolved host name

   	-s,--silent

   	Don't ever display error messages
 

  kill
 kill [-l] [-SIG] PID...

  Send a signal (default: TERM) to given PIDs

  Options:

  
   	-l

   	List all signal names and numbers
 

  killall
 killall [-l] [-q] [-SIG] PROCESS_NAME...

  Send a signal (default: TERM) to given processes

  Options:

  
   	-l

   	List all signal names and numbers

   	-q

   	Don't complain if no processes were killed
 

  klogd
 klogd [-c N] [-n]

  Kernel logger

  Options:

  
   	-c N

   	Only messages with level < N are printed to console

   	-n

   	Run in foreground
 

  last
 last

  Show listing of the last users that logged into the system

  length
 length STRING

  Print STRING's length

  less
 less [-EMNmh~I?] [FILE]...

  View FILE (or stdin) one screenful at a time

  Options:

  
   	-E

   	Quit once the end of a file is reached

   	-M,-m

   	Display status line with line numbers and percentage through the file

   	-N

   	Prefix line number to each line

   	-I

   	Ignore case in all searches

   	-~

   	Suppress ~s displayed past the end of the file
 

  ln ln [OPTIONS] TARGET... LINK|DIR

  Create a link LINK or DIR/TARGET to the specified TARGET(s)

  Options:

  
   	-s

   	Make symlinks instead of hardlinks

   	-f

   	Remove existing destinations

   	-n

   	Don't dereference symlinks - treat like normal file

   	-b

   	Make a backup of the target (if exists) before link operation -S suf Use suffix instead of ~ when making backup files
 

  loadfont
 loadfont < font

  Load a console font from stdin

  loadkmap
 loadkmap < keymap

  Load a binary keyboard translation table from stdin

  logger
 logger [OPTIONS] [MESSAGE]

  Write MESSAGE (or stdin) to syslog

  Options:

  
   	-s

   	Log to stderr as well as the system log -t TAG Log using the specified tag (defaults to user name) -p PRIO Priority (numeric or facility.level pair)
 

  login
 login [-p] [-h HOST] [[-f] USER]

  Begin a new session on the system

  Options:

  
   	-f

   	Don't authenticate (user already authenticated)

   	-h

   	Name of the remote host

   	-p

   	Preserve environment
 

  logname
 logname

  Print the name of the current user

  logread
 logread [-f]

  Show messages in syslogd's circular buffer

  Options:

  
   	-f

   	Output data as log grows
 

  losetup

  

  
   	losetup [-o OFS] LOOPDEV FILE - associate loop devices

   	losetup

   	-d LOOPDEV - disassociate

   	losetup [-f] - show
 

  Options:

  
   	-o OFS

   	Start OFS bytes into FILE

   	-f

   	Show first free loop device
 

  ls ls [-1AacCdeFilnpLRrSsTtuvwxXhk] [FILE]...

  List directory contents

  Options:

  
   	-1

   	List in a single column

   	-A

   	Don't list . and ..

   	-a

   	Don't hide entries starting with .

   	-C

   	List by columns

   	-c

   	With -l: sort by ctime

   	--color[={always,never,auto}]

   	Control coloring

   	-d

   	List directory entries instead of contents

   	-e

   	List full date and time

   	-F

   	Append indicator (one of */=@|) to entries

   	-i

   	List inode numbers

   	-l

   	Long listing format

   	-n

   	List numeric UIDs and GIDs instead of names

   	-p

   	Append indicator (one of /=@|) to entries

   	-L

   	List entries pointed to by symlinks

   	-R

   	Recurse

   	-r

   	Sort in reverse order

   	-S

   	Sort by file size

   	-s

   	List the size of each file, in blocks

   	-T N

   	Assume tabstop every N columns

   	-t

   	With -l: sort by modification time

   	-u

   	With -l: sort by access time

   	-v

   	Sort by version

   	-w N

   	Assume the terminal is N columns wide

   	-x

   	List by lines

   	-X

   	Sort by extension

   	-h

   	List sizes in human readable format (1K 243M 2G)
 

  lzcat
 lzcat FILE

  Decompress to stdout

  lzma
 lzma -d [-cf] [FILE]...

  Decompress FILE (or stdin)

  Options:

  
   	-d

   	Decompress

   	-c

   	Write to stdout

   	-f

   	Force
 

  makedevs
 makedevs [-d device_table] rootdir

  Create a range of special files as specified in a device table. Device table entries take the form of:

  <type> <mode> <uid> <gid> <major> <minor> <start> <inc> <count>

  
   	Where name is the file name, type can be one of:

   	f Regular file d Directory c Character device b Block

   	device

   	p Fifo (named pipe) uid is the user id for the target file, gid is the group id for the target file. The rest of the entries (major, minor, etc) apply to to device special files. A '-' may be used for blank entries.
 

  md5sum
 md5sum [FILE]...
 or: md5sum -c [-sw] [FILE]

  Print or check MD5 checksums

  Options:

  
   	-c

   	Check sums against given list

   	-s

   	Don't output anything, status code shows success

   	-w

   	Warn about improperly formatted checksum lines
 

  mdev
 mdev [-s]

  
   	-s

   	Scan /sys and populate /dev during system boot
 

  It can be run by kernel as a hotplug helper. To activate it: echo /sbin/mdev > /proc/sys/kernel/hotplug

  mesg
 mesg [y|n]

  
   	Control write access to your terminal

   	y Allow write access

   	to your terminal

   	n Disallow write access to your terminal
 

  microcom
 microcom [-d DELAY] [-t TIMEOUT] [-s SPEED] [-X] TTY

  Copy bytes for stdin to TTY and from TTY to stdout

  Options:

  
   	-d

   	Wait up to DELAY ms for TTY output before sending every next byte to it

   	-t

   	Exit if both stdin and TTY are silent for TIMEOUT ms

   	-s

   	Set serial line to SPEED

   	-X

   	Disable special meaning of NUL and Ctrl-X from stdin
 

  mkdir
 mkdir [OPTIONS] DIRECTORY...

  Create DIRECTORY

  Options:

  
   	-m MODE Mode

   	-p

   	No error if exists; make parent directories as needed
 

  mkfifo
 mkfifo [-m MODE] NAME

  Create named pipe

  Options:

  
   	-m MODE Mode (default a=rw)
 

  mkfs.minix
 mkfs.minix [-c | -l FILE] [-nXX] [-iXX] BLOCKDEV [KBYTES]

  Make a MINIX filesystem

  Options:

  
   	-c

   	Check device for bad blocks

   	-n [14|30]

   	Maximum length of filenames

   	-i INODES

   	Number of inodes for the filesystem

   	-l FILE

   	Read bad blocks list from FILE

   	-v

   	Make version 2 filesystem
 

  mknod
 mknod [-m MODE] NAME TYPE MAJOR MINOR

  Create a special file (block, character, or pipe)

  Options:

  
   	-m MODE Creation mode (default a=rw)

   	TYPE:

   	b

   	Block device c or u Character device

   	p

   	Named pipe (MAJOR and MINOR are ignored)
 

  mkswap
 mkswap [-L LBL] BLOCKDEV [KBYTES]

  Prepare BLOCKDEV to be used as swap partition

  Options:

  
   	-L LBL

   	Label
 

  mktemp
 mktemp [-dt] [-p DIR] [TEMPLATE]

  Create a temporary file with name based on TEMPLATE and print its name. TEMPLATE must end with XXXXXX (e.g. [/dir/]nameXXXXXX).

  Options:

  
   	-d

   	Make a directory instead of a file

   	-t

   	Generate a path rooted in temporary directory -p DIR Use DIR as a temporary directory (implies -t)
 

  For -t or -p, directory is chosen as follows: $TMPDIR if set, else -p DIR, else /tmp

  more
 more [FILE]...

  View FILE (or stdin) one screenful at a time

  mount
 mount [OPTIONS] [-o OPTS] DEVICE NODE

  Mount a filesystem. Filesystem autodetection requires /proc.

  Options:

  
   	-a

   	Mount all filesystems in fstab

   	-f

   	Dry run

   	-i

   	Don't run mount helper

   	-r

   	Read-only mount

   	-w

   	Read-write mount (default)

   	-t FSTYPE

   	Filesystem type

   	-O OPT

   	Mount only filesystems with option OPT (-a only) -o OPT:

   	loop

   	Ignored (loop devices are autodetected)

   	[a]sync

   	Writes are [a]synchronous

   	[no]atime

   	Disable/enable updates to inode access times

   	[no]diratime

   	Disable/enable atime updates to directories

   	[no]relatime

   	Disable/enable atime updates relative to modification time

   	[no]dev

   	(Dis)allow use of special device files

   	[no]exec

   	(Dis)allow use of executable files

   	[no]suid

   	(Dis)allow set-user-id-root programs

   	[r]shared

   	Convert [recursively] to a shared subtree

   	[r]slave

   	Convert [recursively] to a slave subtree

   	[r]private

   	Convert [recursively] to a private subtree

   	[un]bindable

   	Make mount point [un]able to be bind mounted

   	bind

   	Bind a file or directory to another location

   	move

   	Relocate an existing mount point

   	remount

   	Remount a mounted filesystem, changing flags

   	ro/rw

   	Same as -r/-w
 

  There are filesystem-specific -o flags.

  mt mt [-f device] opcode value

  Control magnetic tape drive operation

  Available Opcodes:

  bsf bsfm bsr bss datacompression drvbuffer eof eom erase fsf fsfm fsr fss load lock mkpart nop offline ras1 ras2 ras3 reset retension rewind rewoffline seek setblk setdensity setpart tell unload unlock weof wset

  mv mv [-fin] SOURCE DEST or: mv [-fin] SOURCE... DIRECTORY

  Rename SOURCE to DEST, or move SOURCE(s) to DIRECTORY

  Options:

  
   	-f

   	Don't prompt before overwriting

   	-i

   	Interactive, prompt before overwrite

   	-n

   	Don't overwrite an existing file
 

  nameif
 nameif [-s] [-c FILE] [{IFNAME MACADDR}]

  Rename network interface while it in the down state

  Options:

  
   	-c FILE

   	Use configuration file (default: /etc/mactab)

   	-s

   	Use syslog (LOCAL0 facility) IFNAME MACADDR new_interface_name interface_mac_address
 

  nc nc [-iN] [-wN] [-l] [-p PORT] [-f FILE|IPADDR PORT] [-e PROG]

  Open a pipe to IP:PORT or FILE

  Options:

  
   	-e PROG Run PROG after connect

   	-l

   	Listen mode, for inbound connects (use -l twice with -e for persistent server) -p PORT Local port -w SEC Timeout for connect -i SEC Delay interval for lines sent -f FILE Use file (ala /dev/ttyS0) instead of network
 

  netstat
 netstat [-ral] [-tuwx] [-en]

  Display networking information

  Options:

  
   	-r

   	Routing table

   	-a

   	All sockets

   	-l

   	Listening sockets Else: connected sockets

   	-t

   	TCP sockets

   	-u

   	UDP sockets

   	-w

   	Raw sockets

   	-x

   	Unix sockets Else: all socket types

   	-e

   	Other/more information

   	-n

   	Don't resolve names
 

  nslookup
 nslookup [HOST] [SERVER]

  Query the nameserver for the IP address of the given HOST optionally using a specified DNS server

  od od [-aBbcDdeFfHhIiLlOovXx] [-t TYPE] [FILE]

  Write an unambiguous representation, octal bytes by default, of FILE (or stdin) to stdout

  openvt
 openvt [-c N] [-sw] [PROG ARGS]

  Start PROG on a new virtual terminal

  Options:

  
   	-c N

   	Use specified VT

   	-s

   	Switch to the VT

   	-w

   	Wait for PROG to exit
 

  passwd
 passwd [OPTIONS] [USER]

  Change USER's password. If no USER is specified, changes the password for the current user.

  Options:

  
   	-a ALG

   	Algorithm to use for password (des, md5)

   	-d

   	Delete password for the account

   	-l

   	Lock (disable) account

   	-u

   	Unlock (re-enable) account
 

  patch
 patch [OPTIONS] [ORIGFILE [PATCHFILE]]

  
   	-p,--strip N

   	Strip N leading components from file names

   	-i,--input DIFF

   	Read DIFF instead of stdin

   	-R,--reverse

   	Reverse patch

   	-N,--forward

   	Ignore already applied patches

   	--dry-run

   	Don't actually change files -E,--remove-empty-files Remove output files if they become empty
 

  pidof
 pidof [NAME]...

  List PIDs of all processes with names that match NAMEs

  ping
 ping [OPTIONS] HOST

  Send ICMP ECHO_REQUEST packets to network hosts

  Options:

  
   	-4,-6

   	Force IP or IPv6 name resolution

   	-c CNT

   	Send only CNT pings

   	-s SIZE

   	Send SIZE data bytes in packets (default:56)

   	-I IFACE/IP

   	Use interface or IP address as source

   	-W SEC

   	Seconds to wait for the first response (default:10) (after all -c CNT packets are sent)

   	-w SEC

   	Seconds until ping exits (default:infinite) (can exit earlier with -c CNT)

   	-q

   	Quiet, only displays output at start and when finished
 

  ping6
 ping6 [OPTIONS] HOST

  Send ICMP ECHO_REQUEST packets to network hosts

  Options:

  
   	-c CNT

   	Send only CNT pings

   	-s SIZE

   	Send SIZE data bytes in packets (default:56)

   	-I IFACE/IP

   	Use interface or IP address as source

   	-q

   	Quiet, only displays output at start and when finished
 

  pivot_root
 pivot_root NEW_ROOT PUT_OLD

  Move the current root file system to PUT_OLD and make NEW_ROOT the new root file system

  printf
 printf FORMAT [ARGUMENT]...

  Format and print ARGUMENT(s) according to FORMAT, where FORMAT controls the output exactly as in C printf

  ps ps [-o COL1,COL2=HEADER] [-T]

  Show list of processes

  Options:

  
   	-o COL1,COL2=HEADER

   	Select columns for display

   	-T

   	Show threads
 

  pwd pwd

  Print the full filename of the current working directory

  rdate
 rdate [-sp] HOST

  Get and possibly set the system date and time from a remote HOST

  Options:

  
   	-s

   	Set the system date and time (default)

   	-p

   	Print the date and time
 

  readlink
 readlink [-fnv] FILE

  Display the value of a symlink

  Options:

  
   	-f

   	Canonicalize by following all symlinks

   	-n

   	Don't add newline

   	-v

   	Verbose
 

  realpath
 realpath FILE...

  Return the absolute pathnames of given FILE

  renice
 renice {{-n INCREMENT} | PRIORITY} [[-p | -g | -u] ID...]

  Change scheduling priority for a running process

  Options:

  
   	-n

   	Adjust current nice value (smaller is faster)

   	-p

   	Process id(s) (default)

   	-g

   	Process group id(s)

   	-u

   	Process user name(s) and/or id(s)
 

  reset
 reset

  Reset the screen

  rev rev [FILE]...

  Reverse lines of FILE

  rm rm [-irf] FILE...

  Remove (unlink) FILEs

  Options:

  
   	-i

   	Always prompt before removing

   	-f

   	Never prompt -R,-r Recurse
 

  rmdir
 rmdir [OPTIONS] DIRECTORY...

  Remove DIRECTORY if it is empty

  Options:

  
   	-p|--parents

   	Include parents --ignore-fail-on-non-empty
 

  route
 route [{add|del|delete}]

  Edit kernel routing tables

  Options:

  
   	-n

   	Don't resolve names

   	-e

   	Display other/more information

   	-A inet{6}

   	Select address family
 

  rpm rpm -i PACKAGE.rpm; rpm -qp[ildc] PACKAGE.rpm

  Manipulate RPM packages

  Commands:

  
   	-i

   	Install package

   	-qp

   	Query package Options:

   	-i

   	Show information

   	-l

   	List contents

   	-d

   	List documents

   	-c

   	List config files
 

  rpm2cpio
 rpm2cpio package.rpm

  Output a cpio archive of the rpm file

  run-parts
 run-parts [-t] [-a ARG] [-u MASK] DIRECTORY

  Run a bunch of scripts in DIRECTORY

  Options:

  
   	-t

   	Print what would be run, but don't actually run anything -a ARG Pass ARG as argument for every program -u MASK Set the umask to MASK before running every program
 

  sed sed [-efinr] SED_CMD [FILE]...

  Options:

  
   	-e CMD

   	Add CMD to sed commands to be executed -f FILE Add FILE contents to sed commands to be executed

   	-i

   	Edit files in-place (else sends result to stdout)

   	-n

   	Suppress automatic printing of pattern space

   	-r

   	Use extended regex syntax
 

  If no -e or -f, the first non-option argument is the sed command string. Remaining arguments are input files (stdin if none).

  seq seq [-w] [-s SEP] [FIRST [INC]] LAST

  Print numbers from FIRST to LAST, in steps of INC. FIRST, INC default to 1.

  Options:

  
   	-w

   	Pad to last with leading zeros -s SEP String separator
 

  setkeycodes
 setkeycodes SCANCODE KEYCODE...

  Set entries into the kernel's scancode-to-keycode map, allowing unusual keyboards to generate usable keycodes.

  SCANCODE may be either xx or e0xx (hexadecimal), and KEYCODE is given in decimal.

  sha1sum
 sha1sum [FILE]...
 or: sha1sum -c [-sw] [FILE]

  Print or check SHA1 checksums

  Options:

  
   	-c

   	Check sums against given list

   	-s

   	Don't output anything, status code shows success

   	-w

   	Warn about improperly formatted checksum lines
 

  sha256sum
 sha256sum [FILE]...
 or: sha256sum -c [-sw] [FILE]

  Print or check SHA256 checksums

  Options:

  
   	-c

   	Check sums against given list

   	-s

   	Don't output anything, status code shows success

   	-w

   	Warn about improperly formatted checksum lines
 

  sha512sum
 sha512sum [FILE]...
 or: sha512sum -c [-sw] [FILE]

  Print or check SHA512 checksums

  Options:

  
   	-c

   	Check sums against given list

   	-s

   	Don't output anything, status code shows success

   	-w

   	Warn about improperly formatted checksum lines
 

  sleep
 sleep [N]...

  Pause for a time equal to the total of the args given, where each arg can have an optional suffix of (s)econds, (m)inutes, (h)ours, or (d)ays

  sort
 sort [-nrugMcszbdfimSTokt] [-o FILE] [-k start[.offset][opts][,end[.offset][opts]] [-t CHAR] [FILE]...

  Sort lines of text

  Options:

  
   	-b

   	Ignore leading blanks

   	-c

   	Check whether input is sorted

   	-d

   	Dictionary order (blank or alphanumeric only)

   	-f

   	Ignore case

   	-g

   	General numerical sort

   	-i

   	Ignore unprintable characters

   	-k

   	Sort key

   	-M

   	Sort month

   	-n

   	Sort numbers

   	-o

   	Output to file

   	-k

   	Sort by key -t CHAR Key separator

   	-r

   	Reverse sort order

   	-s

   	Stable (don't sort ties alphabetically)

   	-u

   	Suppress duplicate lines

   	-z

   	Lines are terminated by NUL, not newline

   	-mST

   	Ignored for GNU compatibility
 

  start-stop-daemon
 start-stop-daemon [OPTIONS] [-S|-K] ... [-- ARGS...]

  Search for matching processes, and then -K: stop all matching processes. -S: start a process unless a matching process is found.

  Process matching:

  
   	-u,--user USERNAME|UID

   	Match only this user's processes

   	-n,--name NAME

   	Match processes with NAME in comm field in /proc/PID/stat

   	-x,--exec EXECUTABLE

   	Match processes with this command in /proc/PID/cmdline

   	-p,--pidfile FILE

   	Match a process with PID from the file All specified conditions must match -S only:

   	-x,--exec EXECUTABLE

   	Program to run

   	-a,--startas NAME

   	Zeroth argument

   	-b,--background

   	Background

   	-N,--nicelevel N

   	Change nice level -c,--chuid USER[:[GRP]] Change to user/group

   	-m,--make-pidfile

   	Write PID to the pidfile specified by -p -K only:

   	-s,--signal SIG

   	Signal to send

   	-t,--test

   	Match only, exit with 0 if a process is found Other:

   	-o,--oknodo

   	Exit with status 0 if nothing is done

   	-v,--verbose

   	Verbose

   	-q,--quiet

   	Quiet
 

  strings
 strings [-afo] [-n LEN] [FILE]...

  Display printable strings in a binary file

  Options:

  
   	-a

   	Scan whole file (default)

   	-f

   	Precede strings with filenames -n LEN At least LEN characters form a string (default 4)

   	-o

   	Precede strings with decimal offsets
 

  stty
 stty [-a|g] [-F DEVICE] [SETTING]...

  Without arguments, prints baud rate, line discipline, and deviations from stty sane

  Options:

  
   	-F DEVICE

   	Open device instead of stdin

   	-a

   	Print all current settings in human-readable form

   	-g

   	Print in stty-readable form

   	[SETTING]

   	See manpage
 

  su su [OPTIONS] [-] [USERNAME]

  Change user id or become root

  Options:

  
   	-p,-m

   	Preserve environment -c CMD Command to pass to 'sh -c'

   	-s SH

   	Shell to use instead of default shell
 

  sulogin
 sulogin [-t N] [TTY]

  Single user login

  Options:

  
   	-t N

   	Timeout
 

  swapoff
 swapoff [-a] [DEVICE]

  Stop swapping on DEVICE

  Options:

  
   	-a

   	Stop swapping on all swap devices
 

  swapon
 swapon [-a] [DEVICE]

  Start swapping on DEVICE

  Options:

  
   	-a

   	Start swapping on all swap devices
 

  switch_root
 switch_root [-c /dev/console] NEW_ROOT NEW_INIT [ARGS]

  Free initramfs and switch to another root fs:

  chroot to NEW_ROOT, delete all in /, move NEW_ROOT to /, execute NEW_INIT. PID must be 1. NEW_ROOT must be a mountpoint.

  Options:

  
   	-c DEV

   	Reopen stdio to DEV after switch
 

  sync
 sync

  Write all buffered blocks to disk

  sysctl
 sysctl [OPTIONS] [VALUE]...

  Configure kernel parameters at runtime

  Options:

  
   	-n

   	Don't print key names

   	-e

   	Don't warn about unknown keys

   	-w

   	Change sysctl setting -p FILE Load sysctl settings from FILE (default /etc/sysctl.conf)

   	-a

   	Display all values

   	-A

   	Display all values in table form
 

  syslogd
 syslogd [OPTIONS]

  System logging utility. This version of syslogd ignores /etc/syslog.conf

  Options:

  
   	-n

   	Run in foreground

   	-O FILE

   	Log to given file (default:/var/log/messages)

   	-l N

   	Set local log level

   	-S

   	Smaller logging output -R HOST[:PORT] Log to IP or hostname on PORT (default PORT=514/UDP)

   	-L

   	Log locally and via network (default is network only if -R)

   	-C[size(KiB)]

   	Log to shared mem buffer (read it using logread)
 

  tac tac [FILE]...

  Concatenate FILEs and print them in reverse

  tail
 tail [OPTIONS] [FILE]...

  Print last 10 lines of each FILE (or stdin) to stdout. With more than one FILE, precede each with a filename header.

  Options:

  
   	-f

   	Print data as file grows

   	-s SECONDS

   	Wait SECONDS between reads with -f

   	-n N[kbm]

   	Print last N lines

   	-c N[kbm]

   	Print last N bytes

   	-q

   	Never print headers

   	-v

   	Always print headers
 

  N may be suffixed by k (x1024), b (x512), or m (x1024^2). If N starts with a '+', output begins with the Nth item from the start of each file, not from the end.

  tar tar -[cxtzjaZmvO] [-f TARFILE] [-C DIR] [FILE]...

  Create, extract, or list files from a tar file

  Operation:

  
   	c

   	Create

   	x

   	Extract

   	t

   	List Options:

   	f

   	Name of TARFILE ('-' for stdin/out)

   	C

   	Change to DIR before operation

   	v

   	Verbose

   	z

   	(De)compress using gzip

   	j

   	(De)compress using bzip2

   	a

   	(De)compress using lzma

   	Z

   	(De)compress using compress

   	O

   	Extract to stdout

   	h

   	Follow symlinks

   	m

   	Don't restore mtime
 

  tee tee [-ai] [FILE]...

  Copy stdin to each FILE, and also to stdout

  Options:

  
   	-a

   	Append to the given FILEs, don't overwrite

   	-i

   	Ignore interrupt signals (SIGINT)
 

  telnet
 telnet [-a] [-l USER] HOST [PORT]

  Connect to telnet server

  Options:

  
   	-a

   	Automatic login with $USER variable -l USER Automatic login as USER
 

  telnetd
 telnetd [OPTIONS]

  Handle incoming telnet connections

  Options:

  
   	-l LOGIN

   	Exec LOGIN on connect

   	-f ISSUE_FILE

   	Display ISSUE_FILE instead of /etc/issue

   	-K

   	Close connection as soon as login exits (normally wait until all programs close slave pty)

   	-p PORT

   	Port to listen on -b ADDR[:PORT] Address to bind to

   	-F

   	Run in foreground

   	-i

   	Inetd mode
 

  test
 test EXPRESSION ]

  Check file types, compare values etc. Return a 0/1 exit code depending on logical value of EXPRESSION

  tftp
 tftp [OPTIONS] HOST [PORT]

  Transfer a file from/to tftp server

  Options:

  
   	-l FILE Local FILE

   	-r FILE Remote FILE

   	-g

   	Get file

   	-p

   	Put file -b SIZE Transfer blocks of SIZE octets
 

  time
 time [-v] PROG ARGS

  Run PROG, display resource usage when it exits

  Options:

  
   	-v

   	Verbose
 

  timeout
 timeout [-t SECS] [-s SIG] PROG ARGS

  Runs PROG. Sends SIG to it if it is not gone in SECS seconds. Defaults: SECS: 10, SIG: TERM.

  top top [-b] [-nCOUNT] [-dSECONDS]

  Provide a view of process activity in real time. Read the status of all processes from /proc each SECONDS and display a screenful of them.

  touch
 touch [-c] [-d DATE] [-r FILE] FILE [FILE]...

  Update the last-modified date on the given FILE[s]

  Options:

  
   	-c

   	Don't create files

   	-d DT

   	Date/time to use -r FILE Use FILE's date/time
 

  tr tr [-cds] STRING1 [STRING2]

  Translate, squeeze, or delete characters from stdin, writing to stdout

  Options:

  
   	-c

   	Take complement of STRING1

   	-d

   	Delete input characters coded STRING1

   	-s

   	Squeeze multiple output characters of STRING2 into one character
 

  traceroute
 traceroute [-46FIldnrv] [-f 1ST_TTL] [-m MAXTTL] [-p PORT] [-q

  
   	PROBES]

   	[-s SRC_IP] [-t TOS] [-w WAIT_SEC] [-g GATEWAY] [-i

   	IFACE]

   	[-z PAUSE_MSEC] HOST [BYTES]
 

  Trace the route to HOST

  Options:

  
   	-4,-6

   	Force IP or IPv6 name resolution

   	-F

   	Set the don't fragment bit

   	-I

   	Use ICMP ECHO instead of UDP datagrams

   	-l

   	Display the TTL value of the returned packet

   	-d

   	Set SO_DEBUG options to socket

   	-n

   	Print numeric addresses

   	-r

   	Bypass routing tables, send directly to HOST

   	-v

   	Verbose

   	-m

   	Max time-to-live (max number of hops)

   	-p

   	Base UDP port number used in probes (default 33434)

   	-q

   	Number of probes per TTL (default 3)

   	-s

   	IP address to use as the source address

   	-t

   	Type-of-service in probe packets (default 0)

   	-w

   	Time in seconds to wait for a response (default 3)

   	-g

   	Loose source route gateway (8 max)
 

  traceroute6

  

  
   	traceroute6 [-dnrv] [-m MAXTTL] [-p PORT] [-q PROBES]

   	[-s

   	SRC_IP] [-t TOS] [-w WAIT_SEC] [-i IFACE]

   	HOST [BYTES]
 

  Trace the route to HOST

  Options:

  
   	-d

   	Set SO_DEBUG options to socket

   	-n

   	Print numeric addresses

   	-r

   	Bypass routing tables, send directly to HOST

   	-v

   	Verbose

   	-m

   	Max time-to-live (max number of hops)

   	-p

   	Base UDP port number used in probes (default is 33434)

   	-q

   	Number of probes per TTL (default 3)

   	-s

   	IP address to use as the source address

   	-t

   	Type-of-service in probe packets (default 0)

   	-w

   	Time in seconds to wait for a response (default 3)
 

  true
 true

  Return an exit code of TRUE (0)

  tty tty

  Print file name of stdin's terminal

  Options:

  
   	-s

   	Print nothing, only return exit status
 

  tunctl
 tunctl [-f device] ([-t name] | -d name)

  Create or delete tun interfaces

  Options:

  
   	-f name

   	tun device (/dev/net/tun)

   	-t name

   	Create iface 'name'

   	-d name

   	Delete iface 'name'
 

  udhcpc
 udhcpc [-fbnqoCR] [-i IFACE] [-r IP] [-s PROG] [-p PIDFILE] [-H HOSTNAME] [-V VENDOR] [-x OPT:VAL]... [-O OPT]...

  
   	-i,--interface IFACE

   	Interface to use (default eth0)

   	-p,--pidfile FILE

   	Create pidfile

   	-s,--script PROG

   	Run PROG at DHCP events (default /usr/share/udhcpc/default.script)

   	-t,--retries N

   	Send up to N discover packets

   	-T,--timeout N

   	Pause between packets (default 3 seconds)

   	-A,--tryagain N

   	Wait N seconds after failure (default 20)

   	-f,--foreground

   	Run in foreground

   	-b,--background

   	Background if lease is not obtained

   	-n,--now

   	Exit if lease is not obtained

   	-q,--quit

   	Exit after obtaining lease

   	-R,--release

   	Release IP on exit

   	-S,--syslog

   	Log to syslog too

   	-a,--arping

   	Use arping to validate offered address -O,--request-option OPT Request option OPT from server (cumulative) -o,--no-default-options Don't request any options (unless -O is given)

   	-r,--request IP

   	Request this IP address

   	-x OPT:VAL

   	Include option OPT in sent packets (cumulative) Examples of string, numeric, and hex byte opts: -x hostname:bbox - option 12 -x lease:3600 - option 51 (lease time) -x 0x3d:0100BEEFC0FFEE - option 61 (client id)

   	-F,--fqdn NAME

   	Ask server to update DNS mapping for NAME

   	-H,-h,--hostname NAME

   	Send NAME as client hostname (default none) -V,--vendorclass VENDOR Vendor identifier (default 'udhcp VERSION')

   	-C,--clientid-none

   	Don't send MAC as client identifier
 

  udhcpd
 udhcpd [-fS] [CONFFILE]

  DHCP server

  
   	-f

   	Run in foreground

   	-S

   	Log to syslog too
 

  umount
 umount [OPTIONS] FILESYSTEM|DIRECTORY

  Unmount file systems

  Options:

  
   	-a

   	Unmount all file systems

   	-r

   	Try to remount devices as read-only if mount is busy

   	-l

   	Lazy umount (detach filesystem)

   	-f

   	Force umount (i.e., unreachable NFS server)

   	-d

   	Free loop device if it has been used
 

  uname
 uname [-amnrspv]

  Print system information

  Options:

  
   	-a

   	Print all

   	-m

   	The machine (hardware) type

   	-n

   	Hostname

   	-r

   	OS release

   	-s

   	OS name (default)

   	-p

   	Processor type

   	-v

   	OS version
 

  uncompress
 uncompress [-cf] [FILE]...

  Decompress .Z file[s]

  Options:

  
   	-c

   	Write to stdout

   	-f

   	Overwrite
 

  unexpand
 unexpand [-fa][-t N] [FILE]...

  Convert spaces to tabs, writing to stdout

  Options:

  
   	-a,--all

   	Convert all blanks -f,--first-only Convert only leading blanks

   	-t,--tabs=N

   	Tabstops every N chars
 

  uniq
 uniq [-cdu][-f,s,w N] [INPUT [OUTPUT]]

  Discard duplicate lines

  Options:

  
   	-c

   	Prefix lines by the number of occurrences

   	-d

   	Only print duplicate lines

   	-u

   	Only print unique lines

   	-f N

   	Skip first N fields

   	-s N

   	Skip first N chars (after any skipped fields)

   	-w N

   	Compare N characters in line
 

  unix2dos
 unix2dos [-ud] [FILE]

  Convert FILE in-place from Unix to DOS format. When no file is given, use stdin/stdout.

  Options:

  
   	-u

   	dos2unix

   	-d

   	unix2dos
 

  unlzma
 unlzma [-cf] [FILE]...

  Decompress FILE (or stdin)

  Options:

  
   	-c

   	Write to stdout

   	-f

   	Force
 

  unxz
 unxz [-cf] [FILE]...

  Decompress FILE (or stdin)

  Options:

  
   	-c

   	Write to stdout

   	-f

   	Force
 

  unzip
 unzip [-opts[modifiers]] FILE[.zip] [LIST] [-x XLIST] [-d DIR]

  Extract files from ZIP archives

  Options:

  
   	-l

   	List archive contents (with -q for short form)

   	-n

   	Never overwrite files (default)

   	-o

   	Overwrite

   	-p

   	Send output to stdout

   	-q

   	Quiet -x XLST Exclude these files -d DIR Extract files into DIR
 

  uptime
 uptime

  Display the time since the last boot

  usleep
 usleep N

  Pause for N microseconds

  uudecode
 uudecode [-o OUTFILE] [INFILE]

  Uudecode a file Finds outfile name in uuencoded source unless -o is given

  uuencode
 uuencode [-m] [INFILE] STORED_FILENAME

  Uuencode a file to stdout

  Options:

  
   	-m

   	Use base64 encoding per RFC1521
 

  vconfig
 vconfig COMMAND [OPTIONS]

  Create and remove virtual ethernet devices

  Options:

  
   	add

   	[interface-name] [vlan_id]

   	rem

   	[vlan-name]

   	set_flag

   	[interface-name] [flag-num] [0 | 1] set_egress_map [vlan-name] [skb_priority] [vlan_qos] set_ingress_map [vlan-name] [skb_priority] [vlan_qos] set_name_type [name-type]
 

  vi vi [OPTIONS] [FILE]...

  Edit FILE

  Options:

  
   	-c

   	Initial command to run ($EXINIT also available)

   	-R

   	Read-only

   	-H

   	Short help regarding available features
 

  vlock
 vlock [-a]

  Lock a virtual terminal. A password is required to unlock.

  Options:

  
   	-a

   	Lock all VTs
 

  watch
 watch [-n SEC] [-t] PROG ARGS

  Run PROG periodically

  Options:

  
   	-n

   	Loop period in seconds (default 2)

   	-t

   	Don't print header
 

  watchdog
 watchdog [-t N[ms]] [-T N[ms]] [-F] DEV

  Periodically write to watchdog device DEV

  Options:

  
   	-T N

   	Reboot after N seconds if not reset (default 60)

   	-t N

   	Reset every N seconds (default 30)

   	-F

   	Run in foreground
 

  Use 500ms to specify period in milliseconds

  wc wc [-cmlwL] [FILE]...

  Count lines, words, and bytes for each FILE (or stdin)

  Options:

  
   	-c

   	Count bytes

   	-m

   	Count characters

   	-l

   	Count newlines

   	-w

   	Count words

   	-L

   	Print longest line length
 

  wget
 wget [-c|--continue] [-s|--spider] [-q|--quiet]

  
   	[-O|--output-document FILE]

   	[--header 'header: value']

   	[-Y|--proxy on/off] [-P DIR]

   	[--no-check-certificate] [-U|--user-agent AGENT] URL
 

  Retrieve files via HTTP or FTP

  Options:

  
   	-s

   	Spider mode - only check file existence

   	-c

   	Continue retrieval of aborted transfer

   	-q

   	Quiet -P DIR Save to DIR (default .) -O FILE Save to FILE ('-' for stdout) -U STR Use STR for User-Agent header

   	-Y

   	Use proxy ('on' or 'off')
 

  which
 which [COMMAND]...

  Locate a COMMAND

  who who [-a]

  Show who is logged on

  Options:

  
   	-a

   	Show all
 

  whoami
 whoami

  Print the user name associated with the current effective user id

  xargs
 xargs [OPTIONS] [PROG ARGS]

  Run PROG on every item given by stdin

  Options:

  
   	-r

   	Don't run command if input is empty

   	-t

   	Print the command on stderr before execution -e[STR] STR stops input processing

   	-n N

   	Pass no more than N args to PROG

   	-s N

   	Pass command line of no more than N bytes
 

  xz xz -d [-cf] [FILE]...

  Decompress FILE (or stdin)

  Options:

  
   	-d

   	Decompress

   	-c

   	Write to stdout

   	-f

   	Force
 

  xzcat
 xzcat FILE

  Decompress to stdout

  yes yes [STRING]

  Repeatedly output a line with STRING, or 'y'

  zcat
 zcat FILE

  Decompress to stdout

  Libc Nss

  GNU Libc (glibc) uses the Name Service Switch (NSS) to configure the behavior of the C library for the local environment, and to configure how it reads system data, such as passwords and group information. This is implemented using an /etc/nsswitch.conf configuration file, and using one or more of the /lib/libnss_* libraries. BusyBox tries to avoid using any libc calls that make use of NSS. Some applets however, such as login and su, will use libc functions that require NSS.

  If you enable CONFIG_USE_BB_PWD_GRP, BusyBox will use internal functions to directly access the /etc/passwd, /etc/group, and /etc/shadow files without using NSS. This may allow you to run your system without the need for installing any of the NSS configuration files and libraries.

  When used with glibc, the BusyBox 'networking' applets will similarly require that you install at least some of the glibc NSS stuff (in particular, /etc/nsswitch.conf, /lib/libnss_dns*, /lib/libnss_files*, and /lib/libresolv*).

  Shameless Plug: As an alternative, one could use a C library such as uClibc. In addition to making your system significantly smaller, uClibc does not require the use of any NSS support files or libraries.
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  Emanuele Aina <emanuele.aina@tiscali.it>
 run-parts

  Erik Andersen <andersen@codepoet.org>

  Tons of new stuff, major rewrite of most of the core apps, tons of new apps as noted in header files. Lots of tedious effort writing these boring docs that nobody is going to actually read.

  Laurence Anderson <l.d.anderson@warwick.ac.uk>

  rpm2cpio, unzip, get_header_cpio, read_gz interface, rpm

  Jeff Angielski <jeff@theptrgroup.com>

  ftpput, ftpget

  Edward Betts <edward@debian.org>

  expr, hostid, logname, whoami

  John Beppu <beppu@codepoet.org>

  du, nslookup, sort

  Brian Candler <B.Candler@pobox.com>

  tiny-ls(ls)

  Randolph Chung <tausq@debian.org>

  fbset, ping, hostname

  Dave Cinege <dcinege@psychosis.com>

  more(v2), makedevs, dutmp, modularization, auto links file, various fixes, Linux Router Project maintenance

  Jordan Crouse <jordan@cosmicpenguin.net>

  ipcalc

  Magnus Damm <damm@opensource.se>

  tftp client insmod powerpc support

  Larry Doolittle <ldoolitt@recycle.lbl.gov>

  pristine source directory compilation, lots of patches and fixes.

  Glenn Engel <glenne@engel.org>

  httpd

  Gennady Feldman <gfeldman@gena01.com>

  Sysklogd (single threaded syslogd, IPC Circular buffer support, logread), various fixes.

  Karl M. Hegbloom <karlheg@debian.org>

  cp_mv.c, the test suite, various fixes to utility.c, &c.

  Daniel Jacobowitz <dan@debian.org>

  mktemp.c

  Matt Kraai <kraai@alumni.cmu.edu>

  documentation, bugfixes, test suite

  Stephan Linz <linz@li-pro.net>

  ipcalc, Red Hat equivalence

  John Lombardo <john@deltanet.com>

  tr

  Glenn McGrath <bug1@iinet.net.au>

  Common unarchiving code and unarchiving applets, ifupdown, ftpgetput, nameif, sed, patch, fold, install, uudecode. Various bugfixes, review and apply numerous patches.

  Manuel Novoa III <mjn3@codepoet.org>

  cat, head, mkfifo, mknod, rmdir, sleep, tee, tty, uniq, usleep, wc, yes, mesg, vconfig, make_directory, parse_mode, dirname, mode_string, get_last_path_component, simplify_path, and a number trivial libbb routines

  also bug fixes, partial rewrites, and size optimizations in ash, basename, cal, cmp, cp, df, du, echo, env, ln, logname, md5sum, mkdir, mv, realpath, rm, sort, tail, touch, uname, watch, arith, human_readable, interface, dutmp, ifconfig, route

  Vladimir Oleynik <dzo@simtreas.ru>

  cmdedit; xargs(current), httpd(current); ports: ash, crond, fdisk, inetd, stty, traceroute, top; locale, various fixes
 and irreconcilable critic of everything not perfect.

  Bruce Perens <bruce@pixar.com>

  Original author of BusyBox in 1995, 1996. Some of his code can still be found hiding here and there...

  Tim Riker <Tim@Rikers.org>

  bug fixes, member of fan club

  Kent Robotti <robotti@metconnect.com>

  reset, tons and tons of bug reports and patches.

  Chip Rosenthal <chip@unicom.com>, <crosenth@covad.com>

  wget - Contributed by permission of Covad Communications

  Pavel Roskin <proski@gnu.org>

  Lots of bugs fixes and patches.

  Gyepi Sam <gyepi@praxis-sw.com>

  Remote logging feature for syslogd

  Linus Torvalds <torvalds@transmeta.com>

  mkswap, fsck.minix, mkfs.minix

  Mark Whitley <markw@codepoet.org>

  grep, sed, cut, xargs(previous),
 style-guide, new-applet-HOWTO, bug fixes, etc.

  Charles P. Wright <cpwright@villagenet.com>

  gzip, mini-netcat(nc)

  Enrique Zanardi <ezanardi@ull.es>

  tarcat (since removed), loadkmap, various fixes, Debian maintenance

  Tito Ragusa <farmatito@tiscali.it>

  devfsd and size optimizations in strings, openvt and deallocvt.

  Paul Fox <pgf@foxharp.boston.ma.us>

  vi editing mode for ash, various other patches/fixes

  Roberto A. Foglietta <me@roberto.foglietta.name>

  port: dnsd

  Bernhard Reutner-Fischer <rep.dot.nop@gmail.com>

  misc

  Mike Frysinger <vapier@gentoo.org>

  initial e2fsprogs, printenv, setarch, sum, misc

  Jie Zhang <jie.zhang@analog.com>

  fixed two bugs in msh and hush (exitcode of killed processes)
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  Name

  cpio - copy files to and from archives

  Synopsis

  cpio {-o|--create} [-0acvABLV] [-C bytes] [-H format] [-M message] [-O [[user@]host:]archive] [-F [[user@]host:]archive] [--file=[[user@]host:]archive] [--format=format] [--message=message] [--null] [--reset-access-time] [--verbose] [--dot] [--append] [--blocksize=blocks] [--dereference] [--io-size=bytes] [--quiet] [--force-local] [--rsh-command=command] [--help] [--version] < namelist [> archive]

  cpio {-i|--extract} [-bcdfmnrtsuvBSV] [-C bytes] [-E file] [-H format] [-M message] [-R [user][:.][group]] [-I [[user@]host:]archive] [-F [[user@]host:]archive] [--file=[[user@]host:]archive] [--make-directories] [--nonmatching] [--preserve-modification-time] [--numeric-uidgid] [--rename] [-t|--list] [--swap-bytes] [--swap] [--dot] [--unconditional] [--verbose] [--block-size=blocks] [--swap-halfwords] [--iosize=bytes]

  
   	[--pattern-file=file]

   	[--format=format] [--owner=[user][:.][group]] [--no-preserve-owner] [--message=message] [--force-local] [--no-absolute-filenames] [--sparse] [--only-verify-crc] [--to-stdout] [--quiet] [--rsh-command=command] [--help] [--version] [pattern...] [< archive]
 

  cpio {-p|--pass-through} [-0adlmuvLV] [-R [user][:.][group]] [--null] [--reset-access-time] [--make-directories] [--link] [--quiet] [--preserve-modification-time] [--unconditional] [--verbose] [--dot] [--dereference] [--owner=[user][:.][group]] [--no-preserve-owner] [--sparse] [--help] [--version] destination-directory < name-list

  Reporting Bugs

  Report cpio bugs to bug-cpio@gnu.org

  GNU cpio home page: <http://www.gnu.org/software/cpio/>

  General help using GNU software: <http://www.gnu.org/gethelp/>

  Report cpio translation bugs to <http://translationproject.org/team/>

  See Also

  cpio(5)

  Description

  GNU cpio is fully documented in the texinfo documentation. To access the help from your command line, type

  info cpio

  The online copy of the documentation is available at the following address:

  http://www.gnu.org/software/cpio/manual
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  Name

  cryptsetup - setup cryptographic volumes for dm-crypt (including LUKS extension)

  Synopsis

  cryptsetup <options> <action> <action args>

  Description

  cryptsetup is used to conveniently setup dm-crypt managed device-mapper mappings.

  Plain Mode

  For basic (plain) dm-crypt mappings, there are four operations.

  create <name> <device>

  creates a mapping with <name> backed by device <device>.

  <options> can be [--hash, --cipher, --verify-passphrase, --keyfile, --key-size, --offset, --skip, --size, --readonly, --shared, --allow-discards]

  remove <name>

  removes an existing mapping <name>.

  status <name>

  reports the status for the mapping <name>.

  resize <name>

  resizes an active mapping <name>.

  If --size (in sectors) is not specified, the size of the underlying block device is used.

  Luks Extension

  LUKS, Linux Unified Key Setup, is a standard for hard disk encryption. It standardizes a partition header as well as the format of the bulk data. LUKS can manage multiple passwords that can be individually revoked and effectively scrubbed from persistent media, and that are protected against dictionary attacks with PBKDF2.

  Each password, usually called a key in this document, is associated with a slot, of which there are typically 8. Key operations that do not specify a slot affect the first slot matching the supplied key.

  These are valid LUKS actions:

  luksFormat <device> [<key file>]

  initializes a LUKS partition and sets the initial key, either via prompting or via <key file>.

  <options> can be [--cipher, --verify-passphrase, --key-size, --key-slot, --key-file (takes precedence over optional second argument), --keyfile-size, --use-random | --use-urandom, --uuid].

  luksOpen <device> <name>

  opens the LUKS partition <device> and sets up a mapping <name> after successful verification of the supplied key material (either via key file by --key-file, or via prompting).

  <options> can be [--key-file, --keyfile-size, --readonly, --allow-discards, --header, --key-slot].

  luksClose <name>

  identical to remove.

  luksSuspend <name>

  suspends active device (all IO operations are frozen) and wipes encryption key from kernel. Kernel version 2.6.19 or later is required.

  After that operation you have to use luksResume to reinstate encryption key (and resume device) or luksClose to remove mapped device.

  WARNING: never try to suspend device where is the cryptsetup binary itself.

  <options> can be [--header].

  luksResume <name>

  Resumes suspended device and reinstates encryption key. You will need provide passphrase identical to luksOpen command (using prompting or key file).

  <options> can be [--key-file, --keyfile-size, --header]

  luksAddKey <device> [<new key file>]

  add a new key file/passphrase. An existing passphrase or key file (via --key-file) must be supplied. The key file with the new material is supplied as a positional argument.

  <options> can be [--key-file, --keyfile-size, --new-keyfilesize, --key-slot].

  luksRemoveKey <device> [<key file>]

  remove supplied key or key file from LUKS device in the manner of luksKillSlot.

  luksChangeKey <device> [<new key file>]

  change existing key file or passphrase. An existing passphrase or key file (via --key-file) must be supplied. The key file with the new material is supplied as a positional argument.

  If no key slot is specified (and there is still free key slot on device) new slot is allocated before the old is purged.

  If --key-slot option is specified (or there is no free slot) command will overwrite existing slot.

  WARNING: Be sure you have another slot active or header backup when using explicit key slot (so you can unlock the device even after possible media failure during slot swap).

  <options> can be [--key-file, --keyfile-size,--new-keyfile-size, --key-slot].

  luksKillSlot <device> <key slot number>

  wipe key with number <key slot> from LUKS device. A remaining passphrase or key file (via --key-file) must be supplied.

  <options> can be [--key-file, --keyfile-size].

  luksUUID <device>

  print UUID, if <device> has a LUKS header.

  set new UUID if --uuid option is specified.

  isLuks <device>

  returns true, if <device> is a LUKS partition. Otherwise, false.

  luksDump <device>

  dumps the header information of a LUKS partition.

  If --dump-master-key option is used, the volume (master) key is dumped instead of keyslot info.

  Because this information can be used to access encrypted device without passphrase knowledge (even without LUKS header) use this option very carefully.

  Dump with volume key (either printed or stored to file) should be always stored encrypted and on safe place.

  LUKS passphrase or key file is required for volume key dump.

  <options> can be [--dump-master-key, --key-file, --keyfilesize].

  luksHeaderBackup <device> --header-backup-file <file>

  Stores binary backup of LUKS header and keyslot areas.

  WARNING: Please note that with this backup file (and old passphrase knowledge) you can decrypt data even if old passphrase was wiped from real device.

  Also note that anti-forensic splitter is not used during manipulation with backup file.

  luksHeaderRestore <device> --header-backup-file <file>

  Restores binary backup of LUKS header and keyslot areas from specified file.

  WARNING: All the keyslot areas are overwritten, only active keyslots form backup file are available after issuing this command.

  This command allows restoring header if device do not contain LUKS header or if the master key size and data offset in LUKS header on device match the backup file.

  For more information about LUKS, see http://code.google.com/p/cryptsetup/wiki/Specification

  loop-AES EXTENSION
 cryptsetup supports mapping of loop-AES encrypted partition using compatible dm-crypt mode.

  loopaesOpen <device> <name> --key-file <keyfile>

  opens the loop-AES <device> and sets up a mapping <name>.

  N.B. If key file is in GPG encrypted format, you have to use --key-file=- and decrypt it before use. gpg --decrypt <keyfile> | cryptsetup loopaesOpen --key-file=- <device> <name>

  Use --key-file to specify proper key length, default compiled-in parameters are visible in --help output.

  Use --offset to specify device offset. Note the units need to be specified in 512 bytes sectors.

  Use --skip to specify IV offset. If original device used offset and not used it in IV sector calculations, you have to explicitly use --skip 0 in addition to offset parameter.

  Use --hash to override hash function for password hashing (otherwise it is detected according to key size).

  <options> can be [--key-file, --key-size, --offset, --skip, --hash, --readonly, --allow-discards].

  loopaesClose <name>

  identical to remove.

  For more information about loop-AES, see http://loop-aes.sourceforge.net

  Options

  --verbose, -v
 Print more verbose messages.

  
   	--debug

   	Run in debug mode with full diagnostic logs.

   	--hash, -h

   	For create and loopaesOpen action specifies hash to use for password hashing.
 

  For luksFormat action specifies hash used in LUKS key setup scheme and volume key digest.

  WARNING: setting hash other than sha1 causes LUKS device incompatible with older version of cryptsetup.

  The hash string is passed to libgcrypt, so all hash algorithms are supported (for luksFormat algorithm must provide at least 20 byte long hash). Default is set during compilation, compatible values with old version of cryptsetup are "ripemd160" for create action and "sha1" for luksFormat.

  Use cryptsetup --help to show defaults.

  
   	--cipher, -c

   	set cipher specification string.
 

  Default mode is configurable during compilation, you can see compiled-in default using cryptsetup --help. If not changed, the default is for plain dm-crypt and LUKS mappings "aes-cbcessiv:sha256".

  For XTS mode, kernel version 2.6.24 or more recent is required. Use "aes-xts-plain64" cipher specification and set key size to 256 (or 512) bits (see -s option). Note that plain64 IV (Initialization Vector) is available since kernel version 2.6.33 and it is full 64bit version of plain IV. For more info please see FAQ.

  
   	--verify-passphrase, -y

   	query for passwords twice. Useful when creating a (regular) mapping for the first time, or when running luksFormat.

   	--key-file, -d

   	use file as key material.
 

  With LUKS, key material supplied in key files via -d are always used for existing passphrases, except in luksFormat action where -d is equivalent to positional key file argument.

  If you want to set a new key via a key file, you have to use a positional arg to luksAddKey.

  If the key file is "-", stdin will be used. With the "-" key file reading will not stop when new line character is detected.

  See section NOTES ON PASSWORD PROCESSING for more information.

  
   	--keyfile-size, -l value

   	Limits read from key file to value bytes. Usable together with all commands using key file.

   	--new-keyfile-size

   	value Limits read from new key file to value bytes in luksAddKey when adding new key file. Default is exhaustive read from key file.

   	--master-key-file

   	Use pre-generated master key stored in file. For luksFormat it allows LUKS header reformatting with the same master key (if all other parameters are the same existing encrypted data remains intact).
 

  For luksAddKey it allows adding new passphrase with only master key knowledge.

  
   	--dump-master-key

   	For luksDump it allows LUKS header dump including volume (master) key. Use with care (this information allows access to device without passphrase knowledge).
 

  See luksDump for more info.

  
   	--use-random

   	--use-urandom

   	For luksFormat it defines which kernel random number generator will be used for long-term key (volume key).
 

  See NOTES ON RNG for more information. Use cryptsetup --help to show default RNG.

  
   	--key-slot, -S

   	For LUKS operations that add key material, this options allows you to specify which key slot is selected for the new key. This option can be used for luksFormat, luksOpen and luksAddKey.

   	--key-size, -s

   	set key size in bits.
 

  Has to be a multiple of 8 bits. The key size is limited by the used cipher.

  See output of /proc/crypto for more information.

  Can be used for create or luksFormat, all other LUKS actions will use key-size specified by the LUKS header. Default is set during compilation, if not changed it is 256 bits.

  Use cryptsetup --help to show defaults.

  
   	--size, -b

   	force the size of the underlying device in sectors. This option is only relevant for create and resize action.

   	--offset, -o

   	start offset in the backend device (in 512-byte sectors). This option is only relevant for create and loopaesOpen action.

   	--skip, -p

   	how many sectors of the encrypted data to skip at the beginning. This is different from the --offset options with respect to IV calculations. Using --offset will shift the IV calculation by the same negative amount. Hence, if --offset n, sector n will be the first sector on the mapping with IV 0. Using --skip would have resulted in sector n being the first sector also, but with IV n. This option is only relevant for create and loopaesOpen action.

   	--readonly

   	set up a read-only mapping.

   	--shared

   	create another non-overlapping mapping to one common ciphertext device, e.g. to create hidden device inside another encrypted device. This option is only relevant for create action. Use --offset, --size and --skip to specify mapped area.

   	--iter-time, -i

   	The number of milliseconds to spend with PBKDF2 password processing. This option is only relevant to the LUKS operations as luksFormat or luksAddKey. Note that 0 means default.

   	--batch-mode, -q

   	Do not ask for confirmation. Use with care! This option is only relevant for luksFormat, luksAddKey, luksRemoveKey or luksKillSlot.

   	--timeout, -t

   	The number of seconds to wait before timeout. This option is relevant every time a password is asked, like create, luksOpen, luksFormat or luksAddKey. It has no effect if used in conjunction with --key-file.

   	--tries, -T

   	How often the input of the passphrase shall be retried. This option is relevant every time a password is asked, like create, luksOpen, luksFormat or luksAddKey. The default is 3 tries.

   	--align-payload=value

   	Align payload at a boundary of value 512-byte sectors. This option is relevant for luksFormat.
 

  If not specified, cryptsetup tries to use topology info provided by kernel for underlying device to get optimal alignment. If not available (or calculated value is multiple of default) data is by default aligned to 1 MiB boundary (2048 512-byte sectors).

  For detached LUKS header it specifies offset on data device. See also --header option.

  
   	--uuid=UUID

   	Use provided UUID in luksFormat command instead of generating new one or change existing UUID in luksUUID command.
 

  The UUID must be provided in standard UUID format (e.g. 12345678-1234-1234-1234-123456789abc).

  
   	--allow-discards

   	Allow using of discards (TRIM) requests for device. This option is only relevant for create, luksOpen or loopaesOpen.
 

  WARNING: Assess the specific security risks carefully before enabling this option. For example, allowing discards on encrypted devices may lead to the leak of information about the ciphertext device (filesystem type, used space etc.) if the discarded blocks can be located easily on the device later.

  Kernel version 3.1 or more recent is required. For older versions is the option ignored.

  
   	--header

   	Set detached (separated) metadata device or file with LUKS header.
 

  This options allows separation of ciphertext device and on-disk metadata header.

  This option is only relevant for LUKS devices and can be used in luksFormat, luksOpen, luksSuspend, luksResume and resize commands.

  If used with luksFormat the --align-payload option is taken as absolute sector alignment on ciphertext device and can be zero.

  For other commands with separated metadata device you have to always specify path to metadata device (not to the ciphertext device).

  WARNING: There is no possible check that specified ciphertext device is correct if on-disk header is detached. Use with care.

  
   	--version

   	Show the version.
 

  Return Codes

  Crypsetup returns 0 on success or non-zero on error.

  Error codes are: 1 wrong parameters, 2 no permission (bad passphrase), 3 out of memory, 4 wrong device specified, 5 device already exists or device is busy.

  Notes on Password Processing for Plain Mode

  From a terminal: Password processing is new-line sensitive, meaning the reading will stop after encountering \n. It will process the read material (without newline) with the default hash or the hash given by --hash. After hashing, it will be cropped to the key size given by -s.

  From stdin: Reading will continue until EOF (or until maximum input size is reached), with the trailing newline stripped. The maximum input size is defined by the same compiled-in default as for the maximum key file size or can be overwrittten using --keysfile-size option.

  After that the read data will be hashed with the default hash or the hash given by --hash and the result will be cropped to the keysize given by -s.

  If "plain" is used as an argument to the hash option, the input data will not be hashed. Instead, it will be zero padded (if shorter than the keysize) or truncated (if longer than the keysize) and used directly as the key. No warning will be given if the amount of data read from stdin is less than the keysize.

  From a key file: It will be cropped to the size given by -s. If there is insufficient key material in the key file, cryptsetup will quit with an error.

  If --key-file=- is used for reading the key from stdin, no trailing newline is stripped from the input. Without that option, cryptsetup strips trailing newlines from stdin input.

  Notes on Password Processing for Luks

  LUKS uses PBKDF2 to protect against dictionary attacks (see RFC 2898).

  LUKS will always do an exhaustive password reading. Hence, password can not be read from /dev/random, /dev/zero or any other stream that does not terminate. To prevent exhausting of system memory, cryptsetup limits maximum key file size. Compiled-in default is displayed in --help output. You can limit reads from key file using --key-size option, this option takes precedence over compiled-in default.

  For any password creation action (luksAddKey, or luksFormat), the user may specify how much the time the password processing should consume. Increasing the time will lead to a more secure password, but also will take luksOpen longer to complete. The default setting of one second is sufficient for good security.

  Incoherent Behaviour for Invalid Passwords/Keys

  LUKS checks for a valid password or key when an encrypted partition is unlocked. Thus the luksOpen action fails with invalid password or key, contrary to the plain dm-crypt create action.

  Please also be sure that you are using the same keyboard and language setting as during device format.

  Notes on Supported Ciphers, Modes, Hashes and Key Sizes

  The available combinations of ciphers, modes, hashes and key sizes depend on kernel support. See /proc/crypto for a list of available options. You might need to load additional kernel crypto modules in order to get more options.

  For --hash option all algorithms supported by gcrypt library are available.

  Notes on Passwords

  Mathematics can't be bribed. Make sure you keep your passwords safe. There are a few nice tricks for constructing a fallback, when suddenly out of (or after being) blue, your brain refuses to cooperate. These fallbacks are possible with LUKS, as it's only possible with LUKS to have multiple passwords.

  Notes on Rng

  Random Number Generator (RNG) used in cryptsetup always uses kernel RNG without any modifications or additions to data stream procudes by kernel (like internal random pool operations or mixing with the other random sources).

  There are two types of randomness cryptsetup/LUKS needs. One type (which always uses /dev/urandom) is used for salt, AF splitter and for wiping removed keyslot.

  Second type is used for volume (master) key. You can switch between using /dev/random and /dev/urandom here, see --use-random and --useurandom options. Using /dev/random on system without enough entropy sources can cause luksFormat to block until the requested amount of random data is gathered. See urandom(4) for more information.

  Notes on Loopback Device Use

  Cryptsetup is usually used directly over block device (like disk partition or LVM volume). However if the device argument is file, cryptsetup tries to allocate loopback device and map it into this file. This mode requires Linux kernel 2.6.25 or more recent which supports loop autoclear flag (loop device is cleared on last close automatically).

  When device mapping is active, you can see loop backing file in status command output. Also see losetup(8).

  Authors

  cryptsetup is written by Christophe Saout <christophe@saout.de> LUKS extensions, and man page by Clemens Fruhwirth <clemens@endorphin.org>

  Deprecated Actions

  The reload action is no longer supported. Please use dmsetup(8) if you need to directly manipulate with the device mapping table.

  The luksDelKey was replaced with luksKillSlot.

  Reporting Bugs

  Report bugs to <dm-crypt@saout.de> or Issues section on LUKS website. Please attach output of failed command with added --debug option.

  Copyright

  Copyright  2004 Christophe Saout
 Copyright  2004-2006 Clemens Fruhwirth Copyright  2009-2011 Red Hat, Inc.

  This is free software; see the source for copying conditions. There is NO warranty; not even for MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.

  See Also

  LUKS website, http://code.google.com/p/cryptsetup/

  

  Table of Contents

  
   	Name

   	Synopsis

   	Description

   	Plain Mode

   	Luks Extension

   	Options

   	Return Codes

   	Notes on Password Processing for Plain Mode

   	Notes on Password Processing for Luks

   	Incoherent Behaviour for Invalid Passwords/Keys

   	Notes on Supported Ciphers, Modes, Hashes and Key Sizes

   	Notes on Passwords

   	Notes on Rng

   	Notes on Loopback Device Use

   	Authors

   	Deprecated Actions

   	Reporting Bugs

   	Copyright

   	See Also
 
 
  Table of Contents

  Name

  date - print or set the system date and time

  Synopsis

  date [OPTION]... [+FORMAT]
 date [-u|--utc|--universal] [MMDDhhmm[[CC]YY][.ss]]

  Description

  Display the current time in the given FORMAT, or set the system date.

  
   	-d, --date=STRING

   	display time described by STRING, not 'now'

   	-f, --file=DATEFILE

   	like --date once for each line of DATEFILE

   	-r, --reference=FILE

   	display the last modification time of FILE

   	-R, --rfc-2822

   	output date and time in RFC 2822 format. Example: Mon, 07 Aug 2006 12:34:56 -0600

   	--rfc-3339=TIMESPEC

   	output date and time in RFC 3339 format. TIMESPEC='date', 'seconds', or 'ns' for date and time to the indicated precision. Date and time components are separated by a single space: 2006-08-07 12:34:56-06:00

   	-s, --set=STRING

   	set time described by STRING

   	-u, --utc, --universal

   	print or set Coordinated Universal Time

   	--help display this help and exit

   	--version

   	output version information and exit
 

  FORMAT controls the output. Interpreted sequences are:

  
   	%%

   	a literal %

   	%a

   	locale's abbreviated weekday name (e.g., Sun)

   	%A

   	locale's full weekday name (e.g., Sunday)

   	%b

   	locale's abbreviated month name (e.g., Jan)

   	%B

   	locale's full month name (e.g., January)

   	%c

   	locale's date and time (e.g., Thu Mar 3 23:05:25 2005)

   	%C

   	century; like %Y, except omit last two digits (e.g., 20)

   	%d

   	day of month (e.g., 01)

   	%D

   	date; same as %m/%d/%y

   	%e

   	day of month, space padded; same as %_d

   	%F

   	full date; same as %Y-%m-%d

   	%g

   	last two digits of year of ISO week number (see %G)

   	%G

   	year of ISO week number (see %V); normally useful only with %V

   	%h

   	same as %b

   	%H

   	hour (00..23)

   	%I

   	hour (01..12)

   	%j

   	day of year (001..366)

   	%k

   	hour, space padded ( 0..23); same as %_H

   	%l

   	hour, space padded ( 1..12); same as %_I

   	%m

   	month (01..12)

   	%M

   	minute (00..59)

   	%n

   	a newline

   	%N

   	nanoseconds (000000000..999999999)

   	%p

   	locale's equivalent of either AM or PM; blank if not known

   	%P

   	like %p, but lower case

   	%r

   	locale's 12-hour clock time (e.g., 11:11:04 PM)

   	%R

   	24-hour hour and minute; same as %H:%M

   	%s

   	seconds since 1970-01-01 00:00:00 UTC

   	%S

   	second (00..60)

   	%t

   	a tab

   	%T

   	time; same as %H:%M:%S

   	%u

   	day of week (1..7); 1 is Monday

   	%U

   	week number of year, with Sunday as first day of week (00..53)

   	%V

   	ISO week number, with Monday as first day of week (01..53)

   	%w

   	day of week (0..6); 0 is Sunday

   	%W

   	week number of year, with Monday as first day of week (00..53)

   	%x

   	locale's date representation (e.g., 12/31/99)

   	%X

   	locale's time representation (e.g., 23:13:48)

   	%y

   	last two digits of year (00..99)

   	%Y

   	year

   	%z

   	+hhmm numeric time zone (e.g., -0400)

   	%:z

   	+hh:mm numeric time zone (e.g., -04:00)

   	%::z

   	+hh:mm:ss numeric time zone (e.g., -04:00:00)
 

  %:::z numeric time zone with : to necessary precision (e.g., -04, +05:30)

  
   	%Z

   	alphabetic time zone abbreviation (e.g., EDT)
 

  By default, date pads numeric fields with zeroes. The following optional flags may follow '%':

  
   	-

   	(hyphen) do not pad the field

   	_

   	(underscore) pad with spaces

   	0

   	(zero) pad with zeros

   	^

   	use upper case if possible

   	#

   	use opposite case if possible
 

  After any flags comes an optional field width, as a decimal number; then an optional modifier, which is either E to use the locale's alternate representations if available, or O to use the locale's alternate numeric symbols if available.

  Examples

  Convert seconds since the epoch (1970-01-01 UTC) to a date

  $ date --date='@2147483647'

  Show the time on the west coast of the US (use tzselect(1) to find TZ)

  $ TZ='America/Los_Angeles' date

  Show the local time for 9AM next Friday on the west coast of the US

  $ date --date='TZ="America/Los_Angeles" 09:00 next Fri'

  Date String

  The --date=STRING is a mostly free format human readable date string such as "Sun, 29 Feb 2004 16:21:42 -0800" or "2004-02-29 16:21:42" or even "next Thursday". A date string may contain items indicating calendar date, time of day, time zone, day of week, relative time, relative date, and numbers. An empty string indicates the beginning of the day. The date string format is more complex than is easily documented here but is fully described in the info documentation.

  Author

  Written by David MacKenzie.

  Reporting Bugs

  Report date bugs to bug-coreutils@gnu.org GNU coreutils home page: <http://www.gnu.org/software/coreutils/> General help using GNU software: <http://www.gnu.org/gethelp/> Report date translation bugs to <http://translationproject.org/team/>

  Copyright

  Copyright  2011 Free Software Foundation, Inc. License GPLv3+: GNU GPL version 3 or later <http://gnu.org/licenses/gpl.html>. This is free software: you are free to change and redistribute it. There is NO WARRANTY, to the extent permitted by law.

  See Also

  The full documentation for date is maintained as a Texinfo manual. If the info and date programs are properly installed at your site, the command

  info coreutils 'date invocation'

  should give you access to the complete manual.
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  Name

  dd - convert and copy a file

  Synopsis

  dd [OPERAND]...
 dd OPTION

  Description

  Copy a file, converting and formatting according to the operands.

  bs=BYTES
 read and write up to BYTES bytes at a time

  cbs=BYTES
 convert BYTES bytes at a time

  conv=CONVS
 convert the file as per the comma separated symbol list

  count=BLOCKS
 copy only BLOCKS input blocks

  ibs=BYTES
 read up to BYTES bytes at a time (default: 512)

  if=FILE
 read from FILE instead of stdin

  iflag=FLAGS
 read as per the comma separated symbol list

  obs=BYTES
 write BYTES bytes at a time (default: 512)

  of=FILE
 write to FILE instead of stdout

  oflag=FLAGS
 write as per the comma separated symbol list

  seek=BLOCKS
 skip BLOCKS obs-sized blocks at start of output

  skip=BLOCKS
 skip BLOCKS ibs-sized blocks at start of input

  status=noxfer
 suppress transfer statistics

  BLOCKS and BYTES may be followed by the following multiplicative suffixes: c =1, w =2, b =512, kB =1000, K =1024, MB =1000*1000, M =1024*1024, xM =M GB =1000*1000*1000, G =1024*1024*1024, and so on for T, P, E, Z, Y.

  Each CONV symbol may be:

  ascii from EBCDIC to ASCII

  ebcdic from ASCII to EBCDIC

  
   	ibm

   	from ASCII to alternate EBCDIC
 

  block pad newline-terminated records with spaces to cbs-size

  unblock
 replace trailing spaces in cbs-size records with newline

  lcase change upper case to lower case

  ucase change lower case to upper case

  
   	swab

   	swap every pair of input bytes
 

  sync pad every input block with NULs to ibs-size; when used with block or unblock, pad with spaces rather than NULs

  
   	excl

   	fail if the output file already exists
 

  nocreat
 do not create the output file

  notrunc
 do not truncate the output file

  noerror
 continue after read errors

  fdatasync
 physically write output file data before finishing

  fsync likewise, but also write metadata

  Each FLAG symbol may be:

  append append mode (makes sense only for output; conv=notrunc suggested)

  direct use direct I/O for data

  directory
 fail unless a directory

  dsync use synchronized I/O for data

  
   	sync

   	likewise, but also for metadata
 

  fullblock
 accumulate full blocks of input (iflag only)

  nonblock
 use non-blocking I/O

  noatime
 do not update access time

  nocache
 discard cached data

  noctty do not assign controlling terminal from file

  nofollow
 do not follow symlinks

  Sending a USR1 signal to a running 'dd' process makes it print I/O statistics to standard error and then resume copying.

  $ dd if=/dev/zero of=/dev/null& pid=$! $ kill -USR1 $pid; sleep 1; kill $pid

  18335302+0 records in 18335302+0 records out 9387674624 bytes (9.4 GB) copied, 34.6279 seconds, 271 MB/s

  Options are:

  
   	--help display this help and exit

   	--version

   	output version information and exit
 

  Author

  Written by Paul Rubin, David MacKenzie, and Stuart Kemp.

  Reporting Bugs

  Report dd bugs to bug-coreutils@gnu.org GNU coreutils home page: <http://www.gnu.org/software/coreutils/> General help using GNU software: <http://www.gnu.org/gethelp/> Report dd translation bugs to <http://translationproject.org/team/>

  Copyright

  Copyright  2011 Free Software Foundation, Inc. License GPLv3+: GNU GPL version 3 or later <http://gnu.org/licenses/gpl.html>. This is free software: you are free to change and redistribute it. There is NO WARRANTY, to the extent permitted by law.

  See Also

  The full documentation for dd is maintained as a Texinfo manual. If the info and dd programs are properly installed at your site, the command

  info coreutils 'dd invocation'

  should give you access to the complete manual.
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  Name

  dmesg - print or control the kernel ring buffer

  Synopsis

  dmesg [options]

  dmesg --clear

  dmesg --read-clear [options]

  dmesg --console-level level

  dmesg --console-on

  dmesg --console-off

  Description

  dmesg is used to examine or control the kernel ring buffer.

  The default action is to read all messages from kernel ring buffer.

  Options

  The --clear, --read-clear, --console-on, --console-off and --consolelevel options are mutually exclusive.

  
   	-C, --clear

   	Clear the ring buffer.

   	-c, --read-clear

   	Clear the ring buffer contents after printing.

   	-D, --console-off

   	Disable printing messages to the console.

   	-d, --show-delta

   	Display the timestamp and time delta spent between messages. If used together with --notime then only the time delta without the timestamp is printed.

   	-E, --console-on

   	Enable printing messages to the console.

   	-f, --facility list

   	Restrict output to defined (comma separated) list of facilities. For example
 

  dmesg --facility=daemon

  will print messages from system daemons only. For all supported facilities see dmesg --help output.

  
   	-h, --help

   	Print a help text and exit.

   	-k, --kernel

   	Print kernel messages.

   	-l, --level list

   	Restrict output to defined (comma separated) list of levels. For example
 

  dmesg --level=err,warn

  will print error and warning messages only. For all supported levels see dmesg --help output.

  
   	-n, --console-level level

   	Set the level at which logging of messages is done to the console. The level is a level number or abbreviation of the level name. For all supported levels see dmesg --help output.
 

  For example, -n 1 or -n alert prevents all messages, except emergency (panic) messages, from appearing on the console. All levels of messages are still written to /proc/kmsg, so syslogd(8) can still be used to control exactly where kernel messages appear. When the -n option is used, dmesg will not print or clear the kernel ring buffer.

  
   	-r, --raw

   	Print the raw message buffer, i.e., don't strip the log level prefixes.

   	-s, --buffer-size size

   	Use a buffer of size to query the kernel ring buffer. This is 16392 by default. (The default kernel syslog buffer size was 4096 at first, 8192 since 1.3.54, 16384 since 2.1.113.) If you have set the kernel buffer to be larger than the default then this option can be used to view the entire buffer.

   	-T, --ctime

   	Print human readable timestamps. The timestamp could be inaccurate!
 

  The time source used for the logs is not updated after system SUSPEND/RESUME.

  
   	-t, --notime

   	Don't print kernel's timestampts.

   	-u, --userspace

   	Print userspace messages.

   	-V, --version

   	Output version information and exit.

   	-x, --decode

   	Decode facility and level (priority) number to human readable prefixes.
 

  See Also

  syslogd(8)

  Authors

  Karel Zak <kzak@redhat.com>
 Theodore Ts'o <tytso@athena.mit.edu>

  Availability

  The dmesg command is part of the util-linux package and is available from ftp://ftp.kernel.org/pub/linux/utils/util-linux/.
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  Name

  dmsetup - low level logical volume management

  Synopsis

  dmsetup help [-c|-C|--columns]
 dmsetup create device_name [-u uuid] [--notable | --table <table> | table_file] dmsetup remove [-f|--force] device_name
 dmsetup remove_all [-f|--force]
 dmsetup suspend [--nolockfs] [--noflush] device_name dmsetup resume device_name
 dmsetup load device_name [--table <table> | table_file] dmsetup clear device_name
 dmsetup reload device_name [--table <table> | table_file] dmsetup rename device_name new_name
 dmsetup message device_name sector message dmsetup ls [--target target_type] [--exec command] [--tree [-o options]]
 dmsetup info [device_name]
 dmsetup info -c|-C|--columns [--noheadings] [--separator separator] [-o fields] [-O|--sort sort_fields] [device_name] dmsetup deps [device_name]
 dmsetup status [--target target_type] [device_name] dmsetup table [--target target_type] [--showkeys] [device_name] dmsetup wait device_name [event_nr]
 dmsetup mknodes [device_name]
 dmsetup udevcreatecookie
 dmsetup udevreleasecookie [cookie]
 dmsetup udevflags cookie
 dmsetup udevcomplete cookie
 dmsetup udevcomplete_all
 dmsetup udevcookies
 dmsetup targets
 dmsetup version
 dmsetup setgeometry device_name cyl head sect start dmsetup splitname device_name [subsystem]

  devmap_name major minor
 devmap_name major:minor

  Description

  dmsetup manages logical devices that use the device-mapper driver. Devices are created by loading a table that specifies a target for each sector (512 bytes) in the logical device.

  The first argument to dmsetup is a command. The second argument is the logical device name or uuid.

  Invoking the command as devmap_name is equivalent to dmsetup info -c --noheadings -j major -m minor.

  Options

  -c|-C|--columns
 Display output in columns rather than as Field: Value lines.

  
   	-h|--help

   	Outputs a summary of the commands available, optionally including the list of report fields (synonym with help command).

   	--inactive

   	When returning any table information from the kernel report on the inactive table instead of the live table. Requires kernel driver version 4.16.0 or above.

   	-j|--major major

   	Specify the major number.

   	-m|--minor minor

   	Specify the minor number.

   	-n|--noheadings

   	Suppress the headings line when using columnar output.

   	--noopencount

   	Tell the kernel not to supply the open reference count for the device.

   	--notable

   	When creating a device, don't load any table.

   	--udevcookie cookie

   	Use cookie for udev synchronisation.

   	--noudevrules

   	Do not allow udev to manage nodes for devices in device-mapper directory.

   	--noudevsync

   	Do not synchronise with udev when creating, renaming or removing devices.

   	-o|--options

   	Specify which fields to display.

   	-r|--readonly

   	Set the table being loaded read-only.

   	--readahead [+]<sectors>|auto|none

   	Specify read ahead size in units of sectors. The default value is "auto" which allows the kernel to choose a suitable value automatically. The + prefix lets you specify a minimum value which will not be used if it is smaller than the value chosen by the kernel. "None" is equivalent to specifying zero.

   	--table <table>

   	Specify a one-line table directly on the command line.

   	-u|--uuid

   	Specify the uuid.

   	-y|--yes

   	Answer yes to all prompts automatically.

   	-v|--verbose [-v|--verbose]

   	Produce additional output.

   	--version

   	Display the library and kernel driver version.
 

  Commands

  create device_name [-u uuid] [--notable | --table <table> | table_file] Creates a device with the given name. If table_file or <table> is supplied, the table is loaded and made live. Otherwise a table is read from standard input unless --notable is used. The optional uuid can be used in place of device_name in subsequent dmsetup commands. If successful a device will appear as /dev/device-mapper/<device-name>. See below for information on the table format.

  deps [device_name]
 Outputs a list of (major, minor) pairs for devices referenced by the live table for the specified device.

  help [-c|-C|--columns]
 Outputs a summary of the commands available, optionally including the list of report fields.

  info [device_name]
 Outputs some brief information about the device in the form: State: SUSPENDED|ACTIVE, READ-ONLY Tables present: LIVE and/or INACTIVE Open reference count
 Last event sequence number (used by wait) Major and minor device number Number of targets in the live table UUID

  info -c|-C|--columns [--noheadings] [--separator separator] [-o fields] [-O|--sort sort_fields] [device_name] Output you can customise. Fields are comma-separated and chosen from the following list: name, major, minor, attr, open, segments, events, uuid. Attributes are: (L)ive, (I)nactive, (s)uspended, (r)ead-only, read-(w)rite. Precede the list with '+' to append to the default selection of columns instead of replacing it. Precede any sort_field with - for a reverse sort on that column.

  
   	ls

   	[--target target_type] [--exec command] [--tree [-o options]] List device names. Optionally only list devices that have at least one target of the specified type. Optionally execute a command for each device. The device name is appended to the supplied command. --tree displays dependencies between devices as a tree. It accepts a comma-separate list of options. Some specify the information displayed against each node: device/nodevice; active, open, rw, uuid. Others specify how the tree is displayed: ascii, utf, vt100; compact, inverted, notrunc.
 

  load|reload
 device_name [--table <table> | table_file] Loads <table> or table_file into the inactive table slot for device_name. If neither is supplied, reads a table from standard input.

  message
 device_name sector message
 Send message to target. If sector not needed use 0.

  mknodes
 [device_name]
 Ensure that the node in /dev/mapper for device_name is correct. If no device_name is supplied, ensure that all nodes in /dev/mapper correspond to mapped devices currently loaded by the device-mapper kernel driver, adding, changing or removing nodes as necessary.

  remove [-f|--force] device_name
 Removes a device. It will no longer be visible to dmsetup. Open devices cannot be removed except with older kernels that contain a version of device-mapper prior to 4.8.0. In this case the device will be deleted when its open_count drops to zero. From version 4.8.0 onwards, if a device can't be removed because an uninterruptible process is waiting for I/O to return from it, adding --force will replace the table with one that fails all I/O, which might allow the process to be killed.

  remove_all
 [-f|--force]
 Attempts to remove all device definitions i.e. reset the driver. Use with care! From version 4.8.0 onwards, if devices can't be removed because uninterruptible processes are waiting for I/O to return from them, adding --force will replace the table with one that fails all I/O, which might allow the process to be killed. This also runs mknodes afterwards.

  rename device_name new_name
 Renames a device.

  resume device_name
 Un-suspends a device. If an inactive table has been loaded, it becomes live. Postponed I/O then gets re-queued for processing.

  setgeometry
 device_name cyl head sect start
 Sets the device geometry to C/H/S.

  splitname
 device_name [subsystem]
 Splits given device name into subsystem constituents. Default subsystem is LVM.

  status [--target target_type] [device_name] Outputs status information for each of the device's targets. With --target, only information relating to the specified target type is displayed.

  suspend
 [--nolockfs] [--noflush] device_name Suspends a device. Any I/O that has already been mapped by the device but has not yet completed will be flushed. Any further I/O to that device will be postponed for as long as the device is suspended. If there's a filesystem on the device which supports the operation, an attempt will be made to sync it first unless --nolockfs is specified. Some targets such as recent (October 2006) versions of multipath may support the --noflush option. This lets outstanding I/O that has not yet reached the device to remain unflushed.

  table [--target target_type] [--showkeys] [device_name] Outputs the current table for the device in a format that can be fed back in using the create or load commands. With --target, only information relating to the specified target type is displayed. Encryption keys are suppressed in the table output for the crypt target unless the --showkeys parameter is supplied.

  targets
 Displays the names and versions of the currently-loaded targets.

  udevcreatecookie
 Creates a new cookie to synchronize actions with udev processing. The output is a cookie value. Normally we don't need to create cookies since dmsetup creates and destroys them for each action automatically. However, we can generate one explicitly to group several actions together and use only one cookie instead. We can define a cookie to use for each relevant command by using --udevcookie option. Alternatively, we can export this value into the environment of the dmsetup process as DM_UDEV_COOKIE variable and it will be used automatically with all subsequent commands until it is unset. Invoking this command will create system-wide semaphore that needs to be cleaned up explicitly by calling udevreleasecookie command.

  udevreleasecookie
 [cookie]
 Waits for all pending udev processing bound to given cookie value and clean up the cookie with underlying semaphore. If the cookie is not given directly, the command will try to use a value defined by DM_UDEV_COOKIE environment variable.

  udevflags
 cookie
 Parses given cookie value and extracts any udev control flags encoded. The output is in environment key format that is suitable for use in udev rules. If the flag has its symbolic name assigned then the ouput is DM_UDEV_FLAG_<flag_name>='1', DM_UDEV_FLAG<flag_position>='1' otherwise. Subsystem udev flags don't have symbolic names assigned and these ones are always reported as DM_SUBSYSTEM_UDEV_FLAG<flag_position>='1'. There are 16 udev flags altogether.

  udevcomplete
 cookie
 Wake any processes that are waiting for udev to complete processing the specified cookie.

  udevcomplete_all
 Remove all cookies. Any process waiting on a cookie will be resumed immediately.

  udevcookies
 List all existing cookies. Cookies are system-wide semaphores with keys prefixed by two predefined bytes (0x0D4D).

  version
 Outputs version information.

  
   	wait

   	device_name [event_nr] Sleeps until the event counter for device_name exceeds event_nr. Use -v to see the event number returned. To wait until the next event is triggered, use info to find the last event number.
 

  Table Format

  Each line of the table specifies a single target and is of the form: logical_start_sector num_sectors target_type target_args

  There are currently three simple target types available together with more complex optional ones that implement snapshots and mirrors.

  linear destination_device start_sector
 The traditional linear mapping.

  striped
 num_stripes chunk_size [destination start_sector]+ Creates a striped area.
 e.g. striped 2 32 /dev/hda1 0 /dev/hdb1 0 will map the first chunk (16k) as follows:
 LV chunk 1 -> hda1, chunk 1 LV chunk 2 -> hdb1, chunk 1 LV chunk 3 -> hda1, chunk 2 LV chunk 4 -> hdb1, chunk 2 etc.

  error
 Errors any I/O that goes to this area. Useful for testing or for creating devices with holes in them.

  Examples

  # A table to join two disks together 0 1028160 linear /dev/hda 0
 1028160 3903762 linear /dev/hdb 0

  # A table to stripe across the two disks, # and add the spare space from
 # hdb to the back of the volume

  0 2056320 striped 2 32 /dev/hda 0 /dev/hdb 0 2056320 2875602 linear /dev/hdb 1028160

  Environment Variables

  DM_DEV_DIR
 The device directory name. Defaults to "/dev" and must be an absolute path.

  
   	DM_UDEV_COOKIE

   	A cookie to use for all relevant commands to synchronize with udev processing. It is an alternative to using --udevcookie option.
 

  Authors

  Original version: Joe Thornber (thornber@sistina.com)

  See Also

  Device-mapper resource page: http://sources.redhat.com/dm/
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  Name

  dumpe2fs - dump ext2/ext3/ext4 filesystem information

  Synopsis

  dumpe2fs [ -bfhixV ] [ -o superblock=superblock ] [ -o blocksize=blocksize ] device

  Description

  dumpe2fs prints the super block and blocks group information for the filesystem present on device.

  Note: When used with a mounted filesystem, the printed information may be old or inconsistent.

  Options

  
   	-b

   	print the blocks which are reserved as bad in the filesystem.

   	-o superblock=superblock

   	use the block superblock when examining the filesystem. This option is not usually needed except by a filesystem wizard who is examining the remains of a very badly corrupted filesystem.

   	-o blocksize=blocksize

   	use blocks of blocksize bytes when examining the filesystem. This option is not usually needed except by a filesystem wizard who is examining the remains of a very badly corrupted filesystem.

   	-f

   	force dumpe2fs to display a filesystem even though it may have some filesystem feature flags which dumpe2fs may not understand (and which can cause some of dumpe2fs's display to be suspect).

   	-h

   	only display the superblock information and not any of the block group descriptor detail information.

   	-i

   	display the filesystem data from an image file created by e2image, using device as the pathname to the image file.

   	-x

   	print the detailed group information block numbers in hexadecimal format

   	-V

   	print the version number of dumpe2fs and exit.
 

  Bugs

  You need to know the physical filesystem structure to understand the output.

  Author

  dumpe2fs was written by Remy Card <Remy.Card@linux.org>. It is currently being maintained by Theodore Ts'o <tytso@alum.mit.edu>.

  Availability

  dumpe2fs is part of the e2fsprogs package and is available from http://e2fsprogs.sourceforge.net.

  See Also

  e2fsck(8), mke2fs(8), tune2fs(8)
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  Name

  reboot, halt, poweroff - reboot or stop the system

  Synopsis

  reboot [OPTION]...

  halt [OPTION]...

  poweroff [OPTION]...

  Description

  These programs allow a system administrator to reboot, halt or poweroff the system.

  When called with --force or when in runlevel 0 or 6, this tool invokes the reboot(2) system call itself and directly reboots the system. Otherwise this simply invokes the shutdown(8) tool with the appropriate arguments.

  Before invoking reboot(2), a shutdown time record is first written to /var/log/wtmp

  Options

  -f, --force
 Does not invoke shutdown(8) and instead performs the actual action you would expect from the name.

  
   	-p, --poweroff

   	Instructs the halt command to instead behave as poweroff.

   	-w, --wtmp-only

   	Does not call shutdown(8) or the reboot(2) system call and instead only writes the shutdown record to /var/log/wtmp

   	--verbose

   	Outputs slightly more verbose messages when rebooting, useful for debugging problems with shutdown.
 

  Environment

  RUNLEVEL
 reboot will read the current runlevel from this environment variable if set in preference to reading from /var/run/utmp

  Files

  /var/run/utmp
 Where the current runlevel will be read from; this file will also be updated with the runlevel record being replaced by a shutdown time record.

  /var/log/wtmp
 A new runlevel record for the shutdown time will be appended to this file.

  Author

  Written by Scott James Remnant <scott@netsplit.com>

  Reporting Bugs

  Report bugs at <https://launchpad.net/upstart/+bugs>

  Copyright

  Copyright  2009 Canonical Ltd.
 This is free software; see the source for copying conditions. There is NO warranty; not even for MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.

  See Also

  shutdown(8) telinit(8) runlevel(8)
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  Name

  hwclock - query or set the hardware clock (RTC)

  Synopsis

  hwclock [function] [option...]

  Description

  hwclock is a tool for accessing the Hardware Clock. You can display the current time, set the Hardware Clock to a specified time, set the Hardware Clock from the System Time, or set the System Time from the Hardware Clock.

  You can also run hwclock periodically to add or subtract time from the Hardware Clock to compensate for systematic drift (where the clock consistently loses or gains time at a certain rate when left to run).

  Functions

  You need exactly one of the following options to tell hwclock what function to perform:

  
   	-r, --show

   	Read the Hardware Clock and print the time on standard output. The time shown is always in local time, even if you keep your Hardware Clock in Coordinated Universal Time. See the --utc option. Showing the Hardware Clock time is the default when no function is specified.

   	--set

   	Set the Hardware Clock to the time given by the --date option.

   	-s, --hctosys

   	Set the System Time from the Hardware Clock.
 

  Also set the kernel's timezone value to the local timezone as indicated by the TZ environment variable and/or /usr/share/zoneinfo, as tzset(3) would interpret them. The obsolete tz_dsttime field of the kernel's timezone value is set to DST_NONE. (For details on what this field used to mean, see settimeofday(2).)

  This is a good option to use in one of the system startup scripts.

  
   	-w, --systohc

   	Set the Hardware Clock to the current System Time.

   	--systz

   	Reset the System Time based on the current timezone.
 

  Also set the kernel's timezone value to the local timezone as indicated by the TZ environment variable and/or /usr/share/zoneinfo, as tzset(3) would interpret them. The obsolete tz_dsttime field of the kernel's timezone value is set to DST_NONE. (For details on what this field used to mean, see settimeofday(2).)

  This is an alternate option to --hctosys that does not read the hardware clock, and may be used in system startup scripts for recent 2.6 kernels where you know the System Time contains the Hardware Clock time.

  
   	--adjust

   	Add or subtract time from the Hardware Clock to account for systematic drift since the last time the clock was set or adjusted. See discussion below.

   	--getepoch

   	Print the kernel's Hardware Clock epoch value to standard output. This is the number of years into AD to which a zero year value in the Hardware Clock refers. For example, if you are using the convention that the year counter in your Hardware Clock contains the number of full years since 1952, then the kernel's Hardware Clock epoch value must be 1952.
 

  This epoch value is used whenever hwclock reads or sets the Hardware Clock.

  
   	--setepoch

   	Set the kernel's Hardware Clock epoch value to the value specified by the --epoch option. See the --getepoch option for details.

   	--predict

   	Predict what the RTC will read at time given by the --date option based on the adjtime file. This is useful for example if you need to set an RTC wakeup time to distant future and want to account for the RTC drift.

   	-h, --help

   	Display a help text and exit.

   	-V, --version

   	Display the version of hwclock and exit.
 

  Options

  The first two options apply to just a few specific functions, the others apply to most functions.

  
   	--date=date_string

   	You need this option if you specify the --set or --predict functions, otherwise it is ignored. It specifies the time to which to set the Hardware Clock, or the time for which to predict the Hardware Clock reading. The value of this option is an argument to the date(1) program. For example:
 

  hwclock --set --date="2011-08-14 16:45:05"

  The argument must be in local time, even if you keep your Hardware Clock in Coordinated Universal time. See the --utc option.

  
   	--epoch=year

   	Specifies the year which is the beginning of the Hardware Clock's epoch, that is the number of years into AD to which a zero value in the Hardware Clock's year counter refers. It is used together with the --setepoch option to set the kernel's idea of the epoch of the Hardware Clock, or otherwise to specify the epoch for use with direct ISA access.
 

  For example, on a Digital Unix machine:

  hwclock --setepoch --epoch=1952

  
   	-u, --utc

   	--localtime

   	Indicates that the Hardware Clock is kept in Coordinated Universal Time or local time, respectively. It is your choice whether to keep your clock in UTC or local time, but nothing in the clock tells which you've chosen. So this option is how you give that information to hwclock.
 

  If you specify the wrong one of these options (or specify neither and take a wrong default), both setting and querying of the Hardware Clock will be messed up.

  If you specify neither --utc nor --localtime, the default is whichever was specified the last time hwclock was used to set the clock (i.e. hwclock was successfully run with the --set, --systohc, or --adjust options), as recorded in the adjtime file. If the adjtime file doesn't exist, the default is UTC time.

  
   	--noadjfile

   	Disables the facilities provided by /etc/adjtime. hwclock will not read nor write to that file with this option. Either --utc or --localtime must be specified when using this option.

   	--adjfile=filename

   	Overrides the default /etc/adjtime.

   	-f, --rtc=filename

   	Overrides the default /dev file name, which is /dev/rtc on many platforms but may be /dev/rtc0, /dev/rtc1, and so on.

   	--directisa

   	This option is meaningful only on an ISA machine or an Alpha (which implements enough of ISA to be, roughly speaking, an ISA machine for hwclock's purposes). For other machines, it has no effect. This option tells hwclock to use explicit I/O instructions to access the Hardware Clock. Without this option, hwclock will try to use the /dev/rtc device (which it assumes to be driven by the RTC device driver). If it is unable to open the device (for reading), it will use the explicit I/O instructions anyway.

   	--badyear

   	Indicates that the Hardware Clock is incapable of storing years outside the range 1994-1999. There is a problem in some BIOSes (almost all Award BIOSes made between 4/26/94 and 5/31/95) wherein they are unable to deal with years after 1999. If one attempts to set the year-of-century value to something less than 94 (or 95 in some cases), the value that actually gets set is 94 (or 95). Thus, if you have one of these machines, hwclock cannot set the year after 1999 and cannot use the value of the clock as the true time in the normal way.
 

  To compensate for this (without your getting a BIOS update, which would definitely be preferable), always use --badyear if you have one of these machines. When hwclock knows it's working with a brain-damaged clock, it ignores the year part of the Hardware Clock value and instead tries to guess the year based on the last calibrated date in the adjtime file, by assuming that that date is within the past year. For this to work, you had better do a hwclock --set or hwclock --systohc at least once a year!

  Though hwclock ignores the year value when it reads the Hardware Clock, it sets the year value when it sets the clock. It sets it to 1995, 1996, 1997, or 1998, whichever one has the same position in the leap year cycle as the true year. That way, the Hardware Clock inserts leap days where they belong. Again, if you let the Hardware Clock run for more than a year without setting it, this scheme could be defeated and you could end up losing a day.

  hwclock warns you that you probably need --badyear whenever it finds your Hardware Clock set to 1994 or 1995.

  
   	--srm

   	This option is equivalent to --epoch=1900 and is used to specify the most common epoch on Alphas with SRM console.

   	--arc

   	This option is equivalent to --epoch=1980 and is used to specify the most common epoch on Alphas with ARC console (but Ruffians have epoch 1900).

   	--jensen

   	--funky-toy

   	These two options specify what kind of Alpha machine you have. They are invalid if you don't have an Alpha and are usually unnecessary if you do, because hwclock should be able to determine by itself what it's running on, at least when /proc is mounted. (If you find you need one of these options to make hwclock work, contact the maintainer to see if the program can be improved to detect your system automatically. Output of 'hwclock --debug' and 'cat /proc/cpuinfo' may be of interest.)
 

  Option --jensen means you are running on a Jensen model. And --funky-toy means that on your machine one has to use the UF bit instead of the UIP bit in the Hardware Clock to detect a time transition. "Toy" in the option name refers to the Time Of Year facility of the machine.

  
   	--test Do

   	everything except actually updating the Hardware Clock or anything else. This is useful, especially in conjunction with --debug, in learning about hwclock.

   	--debug

   	Display a lot of information about what hwclock is doing internally. Some of its function is complex and this output can help you understand how the program works.
 

  Notes

  Clocks in a Linux System

  There are two main clocks in a Linux system:

  The Hardware Clock: This is a clock that runs independently of any control program running in the CPU and even when the machine is powered off.

  On an ISA system, this clock is specified as part of the ISA standard. The control program can read or set this clock to a whole second, but the control program can also detect the edges of the 1 second clock ticks, so the clock actually has virtually infinite precision.

  This clock is commonly called the hardware clock, the real time clock, the RTC, the BIOS clock, and the CMOS clock. Hardware Clock, in its capitalized form, was coined for use by hwclock because all of the other names are inappropriate to the point of being misleading.

  So for example, some non-ISA systems have a few real time clocks with only one of them having its own power domain. A very low power external I2C or SPI clock chip might be used with a backup battery as the hardware clock to initialize a more functional integrated real-time clock which is used for most other purposes.

  The System Time: This is the time kept by a clock inside the Linux kernel and driven by a timer interrupt. (On an ISA machine, the timer interrupt is part of the ISA standard). It has meaning only while Linux is running on the machine. The System Time is the number of seconds since 00:00:00 January 1, 1970 UTC (or more succinctly, the number of seconds since 1969). The System Time is not an integer, though. It has virtually infinite precision.

  The System Time is the time that matters. The Hardware Clock's basic purpose in a Linux system is to keep time when Linux is not running. You initialize the System Time to the time from the Hardware Clock when Linux starts up, and then never use the Hardware Clock again. Note that in DOS, for which ISA was designed, the Hardware Clock is the only real time clock.

  It is important that the System Time not have any discontinuities such as would happen if you used the date(1L) program to set it while the system is running. You can, however, do whatever you want to the Hardware Clock while the system is running, and the next time Linux starts up, it will do so with the adjusted time from the Hardware Clock. You can also use the program adjtimex(8) to smoothly adjust the System Time while the system runs.

  A Linux kernel maintains a concept of a local timezone for the system. But don't be misled -- almost nobody cares what timezone the kernel thinks it is in. Instead, programs that care about the timezone (perhaps because they want to display a local time for you) almost always use a more traditional method of determining the timezone: They use the TZ environment variable and/or the /usr/share/zoneinfo directory, as explained in the man page for tzset(3). However, some programs and fringe parts of the Linux kernel such as filesystems use the kernel timezone value. An example is the vfat filesystem. If the kernel timezone value is wrong, the vfat filesystem will report and set the wrong timestamps on files.

  hwclock sets the kernel timezone to the value indicated by TZ and/or /usr/share/zoneinfo when you set the System Time using the --hctosys option.

  The timezone value actually consists of two parts: 1) a field tz_minuteswest indicating how many minutes local time (not adjusted for DST) lags behind UTC, and 2) a field tz_dsttime indicating the type of Daylight Savings Time (DST) convention that is in effect in the locality at the present time. This second field is not used under Linux and is always zero. (See also settimeofday(2).)

  How hwclock Accesses the Hardware Clock

  hwclock uses many different ways to get and set Hardware Clock values. The most normal way is to do I/O to the device special file /dev/rtc, which is presumed to be driven by the rtc device driver. However, this method is not always available. For one thing, the rtc driver is a relatively recent addition to Linux. Older systems don't have it. Also, though there are versions of the rtc driver that work on DEC Alphas, there appear to be plenty of Alphas on which the rtc driver does not work (a common symptom is hwclock hanging). Moreover, recent Linux systems have more generic support for RTCs, even systems that have more than one, so you might need to override the default by specifying /dev/rtc0 or /dev/rtc1 instead.

  On older systems, the method of accessing the Hardware Clock depends on the system hardware.

  On an ISA system, hwclock can directly access the "CMOS memory" registers that constitute the clock, by doing I/O to Ports 0x70 and 0x71. It does this with actual I/O instructions and consequently can only do it if running with superuser effective userid. (In the case of a Jensen Alpha, there is no way for hwclock to execute those I/O instructions, and so it uses instead the /dev/port device special file, which provides almost as low-level an interface to the I/O subsystem).

  This is a really poor method of accessing the clock, for all the reasons that user space programs are generally not supposed to do direct I/O and disable interrupts. Hwclock provides it because it is the only method available on ISA and Alpha systems which don't have working rtc device drivers available.

  On an m68k system, hwclock can access the clock via the console driver, via the device special file /dev/tty1.

  hwclock tries to use /dev/rtc. If it is compiled for a kernel that doesn't have that function or it is unable to open /dev/rtc (or the alternative special file you've defined on the command line) hwclock will fall back to another method, if available. On an ISA or Alpha machine, you can force hwclock to use the direct manipulation of the CMOS registers without even trying /dev/rtc by specifying the --directisa option.

  The Adjust Function

  The Hardware Clock is usually not very accurate. However, much of its inaccuracy is completely predictable - it gains or loses the same amount of time every day. This is called systematic drift. hwclock's "adjust" function lets you make systematic corrections to correct the systematic drift.

  It works like this: hwclock keeps a file, /etc/adjtime, that keeps some historical information. This is called the adjtime file.

  Suppose you start with no adjtime file. You issue a hwclock --set command to set the Hardware Clock to the true current time. Hwclock creates the adjtime file and records in it the current time as the last time the clock was calibrated. 5 days later, the clock has gained 10 seconds, so you issue another hwclock --set command to set it back 10 seconds. Hwclock updates the adjtime file to show the current time as the last time the clock was calibrated, and records 2 seconds per day as the systematic drift rate. 24 hours go by, and then you issue a hwclock --adjust command. Hwclock consults the adjtime file and sees that the clock gains 2 seconds per day when left alone and that it has been left alone for exactly one day. So it subtracts 2 seconds from the Hardware Clock. It then records the current time as the last time the clock was adjusted. Another 24 hours goes by and you issue another hwclock --adjust. Hwclock does the same thing: subtracts 2 seconds and updates the adjtime file with the current time as the last time the clock was adjusted.

  Every time you calibrate (set) the clock (using --set or --systohc), hwclock recalculates the systematic drift rate based on how long it has been since the last calibration, how long it has been since the last adjustment, what drift rate was assumed in any intervening adjustments, and the amount by which the clock is presently off.

  A small amount of error creeps in any time hwclock sets the clock, so it refrains from making an adjustment that would be less than 1 second. Later on, when you request an adjustment again, the accumulated drift will be more than a second and hwclock will do the adjustment then.

  It is good to do a hwclock --adjust just before the hwclock --hctosys at system startup time, and maybe periodically while the system is running via cron.

  The adjtime file, while named for its historical purpose of controlling adjustments only, actually contains other information for use by hwclock in remembering information from one invocation to the next.

  The format of the adjtime file is, in ASCII:

  Line 1: 3 numbers, separated by blanks: 1) systematic drift rate in seconds per day, floating point decimal; 2) Resulting number of seconds since 1969 UTC of most recent adjustment or calibration, decimal integer; 3) zero (for compatibility with clock(8)) as a decimal integer.

  Line 2: 1 number: Resulting number of seconds since 1969 UTC of most recent calibration. Zero if there has been no calibration yet or it is known that any previous calibration is moot (for example, because the Hardware Clock has been found, since that calibration, not to contain a valid time). This is a decimal integer.

  Line 3: "UTC" or "LOCAL". Tells whether the Hardware Clock is set to Coordinated Universal Time or local time. You can always override this value with options on the hwclock command line.

  You can use an adjtime file that was previously used with the clock(8) program with hwclock.

  Automatic Hardware Clock Synchronization By the Kernel

  You should be aware of another way that the Hardware Clock is kept synchronized in some systems. The Linux kernel has a mode wherein it copies the System Time to the Hardware Clock every 11 minutes. This is a good mode to use when you are using something sophisticated like ntp to keep your System Time synchronized. (ntp is a way to keep your System Time synchronized either to a time server somewhere on the network or to a radio clock hooked up to your system. See RFC 1305).

  This mode (we'll call it "11 minute mode") is off until something turns it on. The ntp daemon xntpd is one thing that turns it on. You can turn it off by running anything, including hwclock --hctosys, that sets the System Time the old fashioned way.

  To see if it is on or off, use the command adjtimex --print and look at the value of "status". If the "64" bit of this number (expressed in binary) equal to 0, 11 minute mode is on. Otherwise, it is off.

  If your system runs with 11 minute mode on, don't use hwclock --adjust or hwclock --hctosys. You'll just make a mess. It is acceptable to use a hwclock --hctosys at startup time to get a reasonable System Time until your system is able to set the System Time from the external source and start 11 minute mode.

  ISA Hardware Clock Century value

  There is some sort of standard that defines CMOS memory Byte 50 on an ISA machine as an indicator of what century it is. hwclock does not use or set that byte because there are some machines that don't define the byte that way, and it really isn't necessary anyway, since the year-of-century does a good job of implying which century it is.

  If you have a bona fide use for a CMOS century byte, contact the hwclock maintainer; an option may be appropriate.

  Note that this section is only relevant when you are using the "direct ISA" method of accessing the Hardware Clock. ACPI provides a standard way to access century values, when they are supported by the hardware.

  Environment Variables

  TZ

  Files

  /etc/adjtime /usr/share/zoneinfo/ /dev/rtc /dev/rtc0 /dev/port /dev/tty1 /proc/cpuinfo

  See Also

  adjtimex(8), date(1), gettimeofday(2), settimeofday(2), crontab(1), tzset(3) /etc/init.d/hwclock.sh, /usr/share/doc/utillinux/README.Debian.hwclock

  Authors

  Written by Bryan Henderson, September 1996 (bryanh@giraffe-data.com), based on work done on the clock program by Charles Hedrick, Rob Hooft, and Harald Koenig. See the source code for complete history and credits.

  Availability

  The hwclock command is part of the util-linux package and is available from ftp://ftp.kernel.org/pub/linux/utils/util-linux/.
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  insmod - simple program to insert a module into the Linux Kernel

  Synopsis

  insmod [filename] [module options ...]

  Description

  insmod is a trivial program to insert a module into the kernel: if the filename is a hyphen, the module is taken from standard input. Most users will want to use modprobe(8) instead, which is more clever and can handle module dependencies.

  Only the most general of error messages are reported: as the work of trying to link the module is now done inside the kernel, the dmesg usually gives more information about errors.

  Copyright

  This manual page originally Copyright 2002, Rusty Russell, IBM Corporation. Maintained by Jon Masters and others.

  See Also

  
   	modprobe(8), rmmod(8), lsmod(8)

   	modinfo(8)
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  kbd_mode - report or set the keyboard mode

  Synopsis

  kbd_mode [ -a | -u | -k | -s ] [ -C CONSOLE ]

  Description

  Without argument, kbd_mode prints the current keyboard mode (RAW, MEDIUMRAW or XLATE). With argument, it sets the keyboard mode as indicated:

  
   	-s: scancode mode (RAW),

   	-k: keycode mode (MEDIUMRAW),

   	-a: ASCII mode (XLATE),

   	-u: UTF-8 mode (UNICODE).
 

  Of course the "-a" is only traditional, and the code used can be any 8-bit character set. With "-u" a 16-bit character set is expected, and these chars are transmitted to the kernel as 1, 2, or 3 bytes (following the UTF-8 coding). In these latter two modes the key mapping defined by loadkeys(1) is used.

  kbd_mode operates on the console specified by the "-C" option; if there is none, the console associated with stdin is used.

  Warning: changing the keyboard mode, other than between ASCII and Unicode, will probably make your keyboard unusable. This command is only meant for use (say via remote login) when some program left your keyboard in the wrong state. Note that in some obsolete versions of this program the "-u" option was a synonym for "-s".

  See Also

  loadkeys(1)
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  loadkeys - load keyboard translation tables

  Synopsis

  loadkeys [ -b --bkeymap ] [ -c --clearcompose ] [ -C '<cons1 cons2 ...>' | --console=cons1,cons2,... ] [ -d --default ] [ -h --help ] [ -m --mktable ] [ -q --quiet ] [ -s --clearstrings ] [ -u --unicode ] [ -v --verbose ] [ filename... ]

  Description

  The program loadkeys reads the file or files specified by filename.... Its main purpose is to load the kernel keymap for the console. The affected console device or devices can be specified using the -C (or --console ) option. This option supports a list of device names

  Reset to Default

  If the -d (or --default ) option is given, loadkeys loads a default keymap, probably the file defkeymap.map either in /usr/share/keymaps or in /usr/src/linux/drivers/char. (Probably the former was user-defined, while the latter is a qwerty keyboard map for PCs - maybe not what was desired.) Sometimes, with a strange keymap loaded (with the minus on some obscure unknown modifier combination) it is easier to type 'loadkeys defkeymap'.

  Load Kernel Keymap

  The main function of loadkeys is to load or modify the keyboard driver's translation tables. When specifying the file names, standard input can be denoted by dash (-). If no file is specified, the data is read from the standard input.

  For many countries and keyboard types appropriate keymaps are available already, and a command like 'loadkeys uk' might do what you want. On the other hand, it is easy to construct one's own keymap. The user has to tell what symbols belong to each key. She can find the keycode for a key by use of showkey(1), while the keymap format is given in keymaps(5) and can also be seen from the output of dumpkeys(1).

  Load Kernel Accent Table

  If the input file does not contain any compose key definitions, the kernel accent table is left unchanged, unless the -c (or --clearcompose ) option is given, in which case the kernel accent table is emptied. If the input file does contain compose key definitions, then all old definitions are removed, and replaced by the specified new entries. The kernel accent table is a sequence of (by default 68) entries describing how dead diacritical signs and compose keys behave. For example, a line

  compose ',' 'c' to ccedilla

  means that <ComposeKey><,><c> must be combined to <ccedilla>. The current content of this table can be see using 'dumpkeys --compose-only'.

  Load Kernel String Table

  The option -s (or --clearstrings ) clears the kernel string table. If this option is not given, loadkeys will only add or replace strings, not remove them. (Thus, the option -s is required to reach a welldefined state.) The kernel string table is a sequence of strings with names like F31. One can make function key F5 (on an ordinary PC keyboard) produce the text 'Hello!', and Shift+F5 'Goodbye!' using lines

  keycode 63 = F70 F71
 string F70 = "Hello!"
 string F71 = "Goodbye!"

  in the keymap. The default bindings for the function keys are certain escape sequences mostly inspired by the VT100 terminal.

  Create Kernel Source Table

  If the -m (or --mktable ) option is given loadkeys prints to the standard output a file that may be used as /usr/src/linux/drivers/char/defkeymap.c, specifying the default key bindings for a kernel (and does not modify the current keymap).

  Create Binary Keymap

  If the -b (or --bkeymap ) option is given loadkeys prints to the standard output a file that may be used as a binary keymap as expected by Busybox loadkmap command (and does not modify the current keymap).

  Unicode Mode

  loadkeys automatically detects whether the console is in Unicode or ASCII (XLATE) mode. When a keymap is loaded, literal keysyms (such as section) are resolved accordingly; numerical keysyms are converted to fit the current console mode, regardless of the way they are specified (decimal, octal, hexadecimal or Unicode).

  The -u (or --unicode) switch forces loadkeys to convert all keymaps to Unicode. If the keyboard is in a non-Unicode mode, such as XLATE, loadkeys will change it to Unicode for the time of its execution. A warning message will be printed in this case.

  It is recommended to run kbd_mode(1) before loadkeys instead of using the -u option.

  Other Options

  -h --help
 loadkeys prints its version number and a short usage message to the programs standard error output and exits.

  
   	-q --quiet

   	loadkeys suppresses all normal output.
 

  Warning

  Note that anyone having read access to /dev/console can run loadkeys and thus change the keyboard layout, possibly making it unusable. Note that the keyboard translation table is common for all the virtual consoles, so any changes to the keyboard bindings affect all the virtual consoles simultaneously.

  Note that because the changes affect all the virtual consoles, they also outlive your session. This means that even at the login prompt the key bindings may not be what the user expects.

  Files

  /usr/share/keymaps
 default directory for keymaps

  /usr/src/linux/drivers/char/defkeymap.map
 default kernel keymap

  See Also

  dumpkeys(1), keymaps(5)
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  losetup - set up and control loop devices

  Synopsis

  Get info:

  losetup loopdev

  losetup -a

  losetup -j file [-o offset]

  Delete loop:

  losetup -d loopdev...

  Print name of first unused loop device:

  losetup -f

  Setup loop device:

  losetup [{-e|-E} encryption] [-o offset] [--sizelimit size] [-p pfd] [-r] {-f[--show]|loopdev} file

  Resize loop device:

  losetup -c loopdev

  Description

  losetup is used to associate loop devices with regular files or block devices, to detach loop devices and to query the status of a loop device. If only the loopdev argument is given, the status of the corresponding loop device is shown.

  Encryption
 It is possible to specify transfer functions (for encryption/decryption or other purposes) using one of the -E and -e options. There are two mechanisms to specify the desired encryption: by number and by name. If an encryption is specified by number then one has to make sure that the Linux kernel knows about the encryption with that number, probably by patching the kernel. Standard numbers that are always present are 0 (no encryption) and 1 (XOR encryption). When the cryptoloop module is loaded (or compiled in), it uses number 18. This cryptoloop module will take the name of an arbitrary encryption type and find the module that knows how to perform that encryption.

  Options

  The size and offset arguments may be followed by binary (2^N) suffixes KiB, MiB, GiB, TiB, PiB and EiB (the "iB" is optional, e.g. "K" has the same meaning as "KiB") or decimal (10^N) suffixes KB, MB, GB, PB and EB.

  
   	-a, --all

   	show status of all loop devices

   	-c, --set-capacity loopdev

   	force loop driver to reread size of the file associated with the specified loop device

   	-d, --detach loopdev...

   	detach the file or device associated with the specified loop device(s)

   	-e, -E, --encryption encryption_type

   	enable data encryption with specified name or number

   	-f, --find

   	find the first unused loop device. If a file argument is present, use this device. Otherwise, print its name

   	-h, --help

   	print help

   	-j, --associated file

   	show status of all loop devices associated with given file

   	-k, --keybits num

   	set the number of bits to use in key to num.

   	-N, --nohashpass

   	Do not hash the password. By default, Debian systems run the password through a hash function, non-Debian systems tend not to.

   	-o, --offset offset

   	the data start is moved offset bytes into the specified file or device

   	--sizelimit size

   	the data end is set to no more than size bytes after the data start

   	-p, --pass-fd num

   	read the passphrase from file descriptor with number num instead of from the terminal

   	-r, --read-only

   	setup read-only loop device

   	--show print device name if the -f

   	option and a file argument are present.
 

  The short form of this option (-s) is deprecated. This short form could be in collision with Loop-AES implementation where the same option is used for --sizelimit.

  
   	-v, --verbose

   	verbose mode
 

  Return Value

  losetup returns 0 on success, nonzero on failure. When losetup displays the status of a loop device, it returns 1 if the device is not configured and 2 if an error occurred which prevented losetup from determining the status of the device.

  Files

  /dev/loop0, /dev/loop1, ... loop devices (major=7)

  Example

  If you are using the loadable module you must have the module loaded first with the command

  # modprobe loop

  Maybe also encryption modules are needed.

  # modprobe des # modprobe cryptoloop

  The following commands can be used as an example of using the loop device.

  # dd if=/dev/zero of=/file bs=1k count=100 # losetup -e des /dev/loop0 /file Password:
 Init (up to 16 hex digits):
 # mkfs -t ext2 /dev/loop0 100
 # mount -t ext2 /dev/loop0 /mnt ...
 # umount /dev/loop0
 # losetup -d /dev/loop0

  If you are using the loadable module you may remove the module with the command

  # rmmod loop

  Restriction

  DES encryption is painfully slow. On the other hand, XOR is terribly weak. Both are insecure nowadays. Some ciphers may require a licence for you to be allowed to use them.

  Cryptoloop is deprecated in favor of dm-crypt. For more details see cryptsetup(8).

  Availability

  The losetup command is part of the util-linux package and is available from ftp://ftp.kernel.org/pub/linux/utils/util-linux/.
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  Name

  lvm - LVM2 tools

  Synopsis

  lvm [command | file]

  Description

  lvm provides the command-line tools for LVM2. A separate manual page describes each command in detail.

  If lvm is invoked with no arguments it presents a readline prompt (assuming it was compiled with readline support). LVM commands may be entered interactively at this prompt with readline facilities including history and command name and option completion. Refer to readline(3) for details.

  If lvm is invoked with argv[0] set to the name of a specific LVM command (for example by using a hard or soft link) it acts as that command.

  On invocation, lvm requires that only the standard file descriptors stdin, stdout and stderr are available. If others are found, they get closed and messages are issued warning about the leak.

  Where commands take VG or LV names as arguments, the full path name is optional. An LV called "lvol0" in a VG called "vg0" can be specified as "vg0/lvol0". Where a list of VGs is required but is left empty, a list of all VGs will be substituted. Where a list of LVs is required but a VG is given, a list of all the LVs in that VG will be substituted. So "lvdisplay vg0" will display all the LVs in "vg0". Tags can also be used - see addtag below.

  One advantage of using the built-in shell is that configuration information gets cached internally between commands.

  A file containing a simple script with one command per line can also be given on the command line. The script can also be executed directly if the first line is #! followed by the absolute path of lvm.

  Built-in Commands

  The following commands are built into lvm without links normally being created in the filesystem for them.

  dumpconfig - Display the configuration information after loading lvm.conf (5) and any other configuration files.

  formats - Display recognised metadata formats.

  help - Display the help text.

  pvdata - Not implemented in LVM2.

  segtypes - Display recognised logical volume segment types.

  version - Display version information.

  Commands

  The following commands implement the core LVM functionality.

  pvchange - Change attributes of a physical volume.

  pvck - Check physical volume metadata.

  pvcreate - Initialize a disk or partition for use by LVM.

  pvdisplay - Display attributes of a physical volume.

  pvmove - Move physical extents.

  pvremove - Remove a physical volume.

  pvresize - Resize a disk or partition in use by LVM2.

  pvs - Report information about physical volumes.

  pvscan - Scan all disks for physical volumes.

  vgcfgbackup - Backup volume group descriptor area.

  vgcfgrestore - Restore volume group descriptor area.

  vgchange - Change attributes of a volume group.

  vgck - Check volume group metadata.

  vgconvert - Convert volume group metadata format.

  vgcreate - Create a volume group.

  vgdisplay - Display attributes of volume groups.

  vgexport - Make volume groups unknown to the system.

  vgextend - Add physical volumes to a volume group.

  vgimport - Make exported volume groups known to the system.

  vgimportclone - Import and rename duplicated volume group (e.g. a hardware snapshot).

  vgmerge - Merge two volume groups.

  vgmknodes - Recreate volume group directory and logical volume special files

  vgreduce - Reduce a volume group by removing one or more physical volumes.

  vgremove - Remove a volume group.

  vgrename - Rename a volume group.

  vgs - Report information about volume groups.

  vgscan - Scan all disks for volume groups and rebuild caches.

  vgsplit - Split a volume group into two, moving any logical volumes from one volume group to another by moving entire physical volumes.

  lvchange - Change attributes of a logical volume.

  lvconvert - Convert a logical volume from linear to mirror or snapshot.

  lvcreate - Create a logical volume in an existing volume group.

  lvdisplay - Display attributes of a logical volume.

  lvextend - Extend the size of a logical volume.

  lvmchange - Change attributes of the logical volume manager.

  lvmdiskscan - Scan for all devices visible to LVM2.

  lvmdump - Create lvm2 information dumps for diagnostic purposes.

  lvreduce - Reduce the size of a logical volume.

  lvremove - Remove a logical volume.

  lvrename - Rename a logical volume.

  lvresize - Resize a logical volume.

  lvs - Report information about logical volumes.

  lvscan - Scan (all disks) for logical volumes.

  The following commands are not implemented in LVM2 but might be in the future: lvmsadc, lvmsar, pvdata.

  Options

  The following options are available for many of the commands. They are implemented generically and documented here rather than repeated on individual manual pages.

  
   	-h | --help - Display the help text.

   	--version - Display version information.

   	-v | --verbose - Set verbose level.

   	Repeat from 1 to 3 times to increase the detail of messages sent to stdout and stderr. Overrides config file setting.

   	-d | --debug - Set debug level.

   	Repeat from 1 to 6 times to increase the detail of messages sent to the log file and/or syslog (if configured). Overrides config file setting.

   	--quiet - Suppress output and log messages.

   	Overrides -d and -v.

   	-t | --test - Run in test mode.

   	Commands will not update metadata. This is implemented by disabling all metadata writing but nevertheless returning success to the calling function. This may lead to unusual error messages in multi-stage operations if a tool relies on reading back metadata it believes has changed but hasn't.

   	--driverloaded { y | n }

   	Whether or not the device-mapper kernel driver is loaded. If you set this to n, no attempt will be made to contact the driver.

   	-A | --autobackup { y | n }

   	Whether or not to metadata should be backed up automatically after a change. You are strongly advised not to disable this! See vgcfgbackup (8).

   	-P | --partial

   	When set, the tools will do their best to provide access to volume groups that are only partially available (one or more physical volumes belonging to the volume group are missing from the system). Where part of a logical volume is missing, /dev/ioerror will be substituted, and you could use dmsetup (8) to set this up to return I/O errors when accessed, or create it as a large block device of nulls. Metadata may not be changed with this option. To insert a replacement physical volume of the same or large size use pvcreate -u to set the uuid to match the original followed by vgcfgrestore (8).

   	-M | --metadatatype type

   	Specifies which type of on-disk metadata to use, such as lvm1 or lvm2, which can be abbreviated to 1 or 2 respectively. The default (lvm2) can be changed by setting format in the global section of the config file.

   	--ignorelockingfailure

   	This lets you proceed with read-only metadata operations such as lvchange -ay and vgchange -ay even if the locking module fails. One use for this is in a system init script if the lock directory is mounted read-only when the script runs.

   	--addtag tag

   	Add the tag tag to a PV, VG or LV. A tag is a word that can be used to group LVM2 objects of the same type together. Tags can be given on the command line in place of PV, VG or LV arguments. Tags should be prefixed with @ to avoid ambiguity. Each tag is expanded by replacing it with all objects possessing that tag which are of the type expected by its position on the command line. PVs can only possess tags while they are part of a Volume Group: PV tags are discarded if the PV is removed from the VG. As an example, you could tag some LVs as database and others as userdata and then activate the database ones with lvchange -ay @database. Objects can possess multiple tags simultaneously. Only the new LVM2 metadata format supports tagging: objects using the LVM1 metadata format cannot be tagged because the ondisk format does not support it. Snapshots cannot be tagged. Characters allowed in tags are: A-Z a-z 0-9 _ + . --deltag tag Delete the tag tag from a PV, VG or LV, if it's present.

   	--alloc AllocationPolicy

   	The allocation policy to use: contiguous, cling, normal, anywhere or inherit. When a command needs to allocate physical extents from the volume group, the allocation policy controls how they are chosen. Each volume group and logical volume has an allocation policy. The default for a volume group is normal which applies common-sense rules such as not placing parallel stripes on the same physical volume. The default for a logical volume is inherit which applies the same policy as for the volume group. These policies can be changed using lvchange (8) and vgchange (8) or over-ridden on the command line of any command that performs allocation. The contiguous policy requires that new extents be placed adjacent to existing extents. The cling policy places new extents on the same physical volume as existing extents in the same stripe of the Logical Volume. If there are sufficient free extents to satisfy an allocation request but normal doesn't use them, anywhere will - even if that reduces performance by placing two stripes on the same physical volume.
 

  N.B. The policies described above are not implemented fully yet. In particular, contiguous free space cannot be broken up to satisfy allocation attempts.

  Environment Variables

  LVM_SYSTEM_DIR
 Directory containing lvm.conf and other LVM system files. Defaults to "/etc/lvm".

  
   	HOME

   	Directory containing .lvm_history if the internal readline shell is invoked.

   	LVM_VG_NAME

   	The volume group name that is assumed for any reference to a logical volume that doesn't specify a path. Not set by default.
 

  Valid Names

  The following characters are valid for VG and LV names: a-z A-Z 0-9 + _ .
 VG and LV names cannot begin with a hyphen. There are also various reserved names that are used internally by lvm that can not be used as LV or VG names. A VG cannot be called anything that exists in /dev/ at the time of creation, nor can it be called '.' or '..'. A LV cannot be called '.' '..' 'snapshot' or 'pvmove'. The LV name may also not contain the strings '_mlog' or '_mimage'

  Diagnostics

  All tools return a status code of zero on success or non-zero on failure.

  Files

  /etc/lvm/lvm.conf
 $HOME/.lvm_history

  See Also

  clvmd(8), lvchange(8), lvcreate(8), lvdisplay(8), lvextend(8), lvmchange(8), lvmdiskscan(8), lvreduce(8), lvremove(8), lvrename(8), lvresize(8), lvs(8), lvscan(8), pvchange(8), pvck(8), pvcreate(8), pvdisplay(8), pvmove(8), pvremove(8), pvs(8), pvscan(8), vgcfgbackup(8), vgchange(8), vgck(8), vgconvert(8), vgcreate(8), vgdisplay(8), vgextend(8), vgimport(8), vgimportclone(8), vgmerge(8), vgmknodes(8), vgreduce(8), vgremove(8), vgrename(8), vgs(8), vgscan(8), vgsplit(8), readline(3), lvm.conf(5)
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  Name

  modprobe - program to add and remove modules from the Linux Kernel

  Synopsis

  modprobe [-v] [-V] [-C config-file] [-n] [-i] [-q] [-b] [modulename] [module parameters ...]

  modprobe [-r] [-v] [-n] [-i] [modulename ...]

  modprobe [-l] [-t dirname] [wildcard]

  modprobe [-c]

  modprobe [--dump-modversions] [filename]

  Description

  modprobe intelligently adds or removes a module from the Linux kernel: note that for convenience, there is no difference between _ and - in module names (automatic underscore conversion is performed). modprobe looks in the module directory /lib/modules/'uname -r' for all the modules and other files, except for the optional /etc/modprobe.conf configuration file and /etc/modprobe.d directory (see modprobe.conf(5)). modprobe will also use module options specified on the kernel command line in the form of <module>.<option>.

  Note that unlike in 2.4 series Linux kernels (which are not supported by this tool) this version of modprobe does not do anything to the module itself: the work of resolving symbols and understanding parameters is done inside the kernel. So module failure is sometimes accompanied by a kernel message: see dmesg(8).

  modprobe expects an up-to-date modules.dep.bin file (or fallback human readable modules.dep file), as generated by the corresponding depmod utility shipped along with modprobe (see depmod(8)). This file lists what other modules each module needs (if any), and modprobe uses this to add or remove these dependencies automatically.

  If any arguments are given after the modulename, they are passed to the kernel (in addition to any options listed in the configuration file).

  Options

  -a --all Insert all module names on the command line.

  
   	-b --use-blacklist

   	This option causes modprobe to apply the blacklist commands in the configuration files (if any) to module names as well. It is usually used by udev(7).

   	-C --config

   	This option overrides the default configuration directory/file (/etc/modprobe.d or /etc/modprobe.conf).
 

  This option is passed through install or remove commands to other modprobe commands in the MODPROBE_OPTIONS environment variable.

  
   	-c --showconfig

   	Dump out the effective configuration from the config directory and exit.

   	--dump-modversions

   	Print out a list of module versioning information required by a module. This option is commonly used by distributions in order to package up a Linux kernel module using module versioning deps.

   	-d --dirname

   	Directory where modules can be found, /lib/modules/RELEASE by default.

   	--first-time

   	Normally, modprobe will succeed (and do nothing) if told to insert a module which is already present or to remove a module which isn't present. This is ideal for simple scripts; however, more complicated scripts often want to know whether modprobe really did something: this option makes modprobe fail in the case that it actually didn't do anything.

   	--force-vermagic

   	Every module contains a small string containing important information, such as the kernel and compiler versions. If a module fails to load and the kernel complains that the "version magic" doesn't match, you can use this option to remove it. Naturally, this check is there for your protection, so this using option is dangerous unless you know what you're doing.
 

  This applies to any modules inserted: both the module (or alias) on the command line and any modules on which it depends.

  
   	--force-modversion

   	When modules are compiled with CONFIG_MODVERSIONS set, a section detailing the versions of every interfaced used by (or supplied by) the module is created. If a module fails to load and the kernel complains that the module disagrees about a version of some interface, you can use "--force-modversion" to remove the version information altogether. Naturally, this check is there for your protection, so using this option is dangerous unless you know what you're doing.
 

  This applies any modules inserted: both the module (or alias) on the command line and any modules on which it depends.

  
   	-f --force

   	Try to strip any versioning information from the module which might otherwise stop it from loading: this is the same as using both --force-vermagic and --force-modversion. Naturally, these checks are there for your protection, so using this option is dangerous unless you know what you are doing.
 

  This applies to any modules inserted: both the module (or alias) on the command line and any modules it on which it depends.

  
   	-i --ignore-install --ignore-remove

   	This option causes modprobe to ignore install and remove commands in the configuration file (if any) for the module specified on the command line (any dependent modules are still subject to commands set for them in the configuration file). Both install and remove commands will currently be ignored when this option is used regardless of whether the request was more specifically made with only one or other (and not both) of --ignore-install or --ignore-remove. See modprobe.conf(5).

   	-l --list List

   	all modules matching the given wildcard (or "*" if no wildcard is given). This option is provided for backwards compatibility and may go away in future: see find(1) and basename(1) for a more flexible alternative.

   	-n --dry-run

   	--show This option does everything but actually insert or delete the modules (or run the install or remove commands). Combined with -v, it is useful for debugging problems. For historical reasons both --dry-run and --show actually mean the same thing and are interchangeable.

   	-q --quiet

   	With this flag, modprobe won't print an error message if you try to remove or insert a module it can't find (and isn't an alias or install/remove command). However, it will still return with a non-zero exit status. The kernel uses this to opportunistically probe for modules which might exist using request_module.

   	-R --resolve-alias

   	Print all module names matching an alias. This can be useful for debugging module alias problems.

   	-r --remove

   	This option causes modprobe to remove rather than insert a module. If the modules it depends on are also unused, modprobe will try to remove them too. Unlike insertion, more than one module can be specified on the command line (it does not make sense to specify module parameters when removing modules).
 

  There is usually no reason to remove modules, but some buggy modules require it. Your distribution kernel may not have been built to support removal of modules at all.

  
   	-S --set-version

   	Set the kernel version, rather than using uname(2) to decide on the kernel version (which dictates where to find the modules).

   	--show-depends

   	List the dependencies of a module (or alias), including the module itself. This produces a (possibly empty) set of module filenames, one per line, each starting with "insmod" and is typically used by distributions to determine which modules to include when generating initrd/initramfs images. Install commands which apply are shown prefixed by "install". It does not run any of the install commands. Note that modinfo(8) can be used to extract dependencies of a module from the module itself, but knows nothing of aliases or install commands.

   	-s --syslog

   	This option causes any error messages to go through the syslog mechanism (as LOG_DAEMON with level LOG_NOTICE) rather than to standard error. This is also automatically enabled when stderr is unavailable.
 

  This option is passed through install or remove commands to other modprobe commands in the MODPROBE_OPTIONS environment variable.

  
   	-t --type Restrict

   	-l to modules in directories matching the dirname given. This option is provided for backwards compatibility and may go away in future: see find(1) and basename(1) for a more flexible alternative.

   	-V --version

   	Show version of program and exit.

   	-v --verbose

   	Print messages about what the program is doing. Usually modprobe only prints messages if something goes wrong.
 

  This option is passed through install or remove commands to other modprobe commands in the MODPROBE_OPTIONS environment variable.

  Environment

  The MODPROBE_OPTIONS environment variable can also be used to pass arguments to modprobe.

  Copyright

  This manual page originally Copyright 2002, Rusty Russell, IBM Corporation. Maintained by Jon Masters and others.

  See Also

  modprobe.conf(5), modprobe.d(5), insmod(8), rmmod(8), lsmod(8), modinfo(8)
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  Name

  mount - mount a filesystem

  Synopsis

  mount [-lhV]

  mount -a [-fFnrsvw] [-t vfstype] [-O optlist]

  mount [-fnrsvw] [-o option[,option]...] device|dir

  mount [-fnrsvw] [-t vfstype] [-o options] device dir

  Description

  All files accessible in a Unix system are arranged in one big tree, the file hierarchy, rooted at /. These files can be spread out over several devices. The mount command serves to attach the filesystem found on some device to the big file tree. Conversely, the umount(8) command will detach it again.

  The standard form of the mount command, is

  mount -t type device dir

  This tells the kernel to attach the filesystem found on device (which is of type type) at the directory dir. The previous contents (if any) and owner and mode of dir become invisible, and as long as this filesystem remains mounted, the pathname dir refers to the root of the filesystem on device.

  If only directory or device is given, for example:

  mount /dir

  then mount looks for a mountpoint and if not found then for a device in the /etc/fstab file.

  The listing and help.
 Three forms of invocation do not actually mount anything:

  mount -h
 prints a help message

  mount -V
 prints a version string

  mount [-l] [-t type]
 lists all mounted filesystems (of type type). The option -l adds the labels in this listing. See below.

  The device indication.
 Most devices are indicated by a file name (of a block special device), like /dev/sda1, but there are other possibilities. For example, in the case of an NFS mount, device may look like knuth.cwi.nl:/dir. It is possible to indicate a block special device using its volume LABEL or UUID (see the -L and -U options below).

  The recommended setup is to use LABEL=<label> or UUID=<uuid> tags rather than /dev/disk/by-{label,uuid} udev symlinks in the /etc/fstab file. The tags are more readable, robust and portable. The mount(8) command internally uses udev symlinks, so use the symlinks in /etc/fstab has no advantage over LABEL=/UUID=. For more details see libblkid(3).

  Note that mount(8) uses UUIDs as strings. The UUIDs from command line or fstab(5) are not converted to internal binary representation. The string representation of the UUID should be based on lower case characters.

  The proc filesystem is not associated with a special device, and when mounting it, an arbitrary keyword, such as proc can be used instead of a device specification. (The customary choice none is less fortunate: the error message 'none busy' from umount can be confusing.)

  The /etc/fstab, /etc/mtab and /proc/mounts files. The file /etc/fstab (see fstab(5)), may contain lines describing what devices are usually mounted where, using which options.

  The command

  mount -a [-t type] [-O optlist]

  (usually given in a bootscript) causes all filesystems mentioned in fstab (of the proper type and/or having or not having the proper options) to be mounted as indicated, except for those whose line contains the noauto keyword. Adding the -F option will make mount fork, so that the filesystems are mounted simultaneously.

  When mounting a filesystem mentioned in fstab or mtab, it suffices to give only the device, or only the mount point.

  The programs mount and umount maintain a list of currently mounted filesystems in the file /etc/mtab. If no arguments are given to mount, this list is printed.

  The mount program does not read the /etc/fstab file if device (or LABEL/UUID) and dir are specified. For example:

  mount /dev/foo /dir

  If you want to override mount options from /etc/fstab you have to use:

  mount device|dir -o <options>

  and then the mount options from command line will be appended to the list of options from /etc/fstab. The usual behaviour is that the last option wins if there is more duplicated options.

  When the proc filesystem is mounted (say at /proc), the files /etc/mtab and /proc/mounts have very similar contents. The former has somewhat more information, such as the mount options used, but is not necessarily up-to-date (cf. the -n option below). It is possible to replace /etc/mtab by a symbolic link to /proc/mounts, and especially when you have very large numbers of mounts things will be much faster with that symlink, but some information is lost that way, and in particular using the "user" option will fail.

  The non-superuser mounts.
 Normally, only the superuser can mount filesystems. However, when fstab contains the user option on a line, anybody can mount the corresponding system.

  Thus, given a line

  /dev/cdrom /cd iso9660 ro,user,noauto,unhide

  any user can mount the iso9660 filesystem found on his CDROM using the command

  mount /dev/cdrom

  or

  mount /cd

  For more details, see fstab(5). Only the user that mounted a filesystem can unmount it again. If any user should be able to unmount, then use users instead of user in the fstab line. The owner option is similar to the user option, with the restriction that the user must be the owner of the special file. This may be useful e.g. for /dev/fd if a login script makes the console user owner of this device. The group option is similar, with the restriction that the user must be member of the group of the special file.

  The bind mounts.
 Since Linux 2.4.0 it is possible to remount part of the file hierarchy somewhere else. The call is mount --bind olddir newdir or shortoption
 mount -B olddir newdir
 or fstab entry is:
 /olddir /newdir none bind

  After this call the same contents is accessible in two places. One can also remount a single file (on a single file). It's also possible to use the bind mount to create a mountpoint from a regular directory, for example:

  mount --bind foo foo

  The bind mount call attaches only (part of) a single filesystem, not possible submounts. The entire file hierarchy including submounts is attached a second place using

  mount --rbind olddir newdir

  or shortoption

  mount -R olddir newdir

  Note that the filesystem mount options will remain the same as those on the original mount point, and cannot be changed by passing the -o option along with --bind/--rbind. The mount options can be changed by a separate remount command, for example:

  mount --bind olddir newdir mount -o remount,ro newdir

  Note that behavior of the remount operation depends on the /etc/mtab file. The first command stores the 'bind' flag to the /etc/mtab file and the second command reads the flag from the file. If you have a system without the /etc/mtab file or if you explicitly define source and target for the remount command (then mount(8) does not read /etc/mtab), then you have to use bind flag (or option) for the remount command too. For example:

  mount --bind olddir newdir mount -o remount,ro,bind olddir newdir

  The move operation.
 Since Linux 2.5.1 it is possible to atomically move a mounted tree to another place. The call is mount --move olddir newdir or shortoption
 mount -M olddir newdir
 This will cause the contents which previously appeared under olddir to be accessed under newdir. The physical location of the files is not changed. Note that the olddir has to be a mountpoint.

  The shared subtrees operations.
 Since Linux 2.6.15 it is possible to mark a mount and its submounts as shared, private, slave or unbindable. A shared mount provides ability to create mirrors of that mount such that mounts and umounts within any of the mirrors propagate to the other mirror. A slave mount receives propagation from its master, but any not vice-versa. A private mount carries no propagation abilities. A unbindable mount is a private mount which cannot be cloned through a bind operation. Detailed semantics is documented in Documentation/filesystems/sharedsubtree.txt file in the kernel source tree.

  mount --make-shared mountpoint mount --make-slave mountpoint mount --make-private mountpoint mount --make-unbindable mountpoint

  The following commands allows one to recursively change the type of all the mounts under a given mountpoint.

  mount --make-rshared mountpoint mount --make-rslave mountpoint mount --make-rprivate mountpoint mount --make-runbindable mountpoint

  Command Line Options

  The full set of mount options used by an invocation of mount is determined by first extracting the mount options for the filesystem from the fstab table, then applying any options specified by the -o argument, and finally applying a -r or -w option, when present.

  Command line options available for the mount command:

  
   	-V, --version

   	Output version.

   	-h, --help

   	Print a help message.

   	-v, --verbose

   	Verbose mode.

   	-a, --all

   	Mount all filesystems (of the given types) mentioned in fstab.

   	-F, --fork

   	(Used in conjunction with -a.) Fork off a new incarnation of mount for each device. This will do the mounts on different devices or different NFS servers in parallel. This has the advantage that it is faster; also NFS timeouts go in parallel. A disadvantage is that the mounts are done in undefined order. Thus, you cannot use this option if you want to mount both /usr and /usr/spool.

   	-f, --fake

   	Causes everything to be done except for the actual system call; if it's not obvious, this ''fakes'' mounting the filesystem. This option is useful in conjunction with the -v flag to determine what the mount command is trying to do. It can also be used to add entries for devices that were mounted earlier with the -n option. The -f option checks for existing record in /etc/mtab and fails when the record already exists (with regular non-fake mount, this check is done by kernel).

   	-i, --internal-only

   	Don't call the /sbin/mount.<filesystem> helper even if it exists.

   	-l

   	Add the labels in the mount output. Mount must have permission to read the disk device (e.g. be suid root) for this to work. One can set such a label for ext2, ext3 or ext4 using the e2label(8) utility, or for XFS using xfs_admin(8), or for reiserfs using reiserfstune(8).

   	-n, --no-mtab

   	Mount without writing in /etc/mtab. This is necessary for example when /etc is on a read-only filesystem.

   	--no-canonicalize

   	Don't canonicalize paths. The mount command canonicalizes all paths (from command line or fstab) and stores canonicalized paths to the /etc/mtab file. This option can be used together with the -f flag for already canonicalized absolut paths.

   	-p, --pass-fd num

   	In case of a loop mount with encryption, read the passphrase from file descriptor num instead of from the terminal.

   	-s

   	Tolerate sloppy mount options rather than failing. This will ignore mount options not supported by a filesystem type. Not all filesystems support this option. This option exists for support of the Linux autofs-based automounter.

   	-r, --read-only

   	Mount the filesystem read-only. A synonym is -o ro.
 

  Note that, depending on the filesystem type, state and kernel behavior, the system may still write to the device. For example, Ext3 or ext4 will replay its journal if the filesystem is dirty. To prevent this kind of write access, you may want to mount ext3 or ext4 filesystem with "ro,noload" mount options or set the block device to read-only mode, see command blockdev(8).

  
   	-w, --rw

   	Mount the filesystem read/write. This is the default. A synonym is -o rw.

   	-L label

   	Mount the partition that has the specified label.

   	-U uuid

   	Mount the partition that has the specified uuid. These two options require the file /proc/partitions (present since Linux 2.1.116) to exist.

   	-t, --types vfstype

   	The argument following the -t is used to indicate the filesystem type. The filesystem types which are currently supported include: adfs, affs, autofs, cifs, coda, coherent, cramfs, debugfs, devpts, efs, ext, ext2, ext3, ext4, hfs, hfsplus, hpfs, iso9660, jfs, minix, msdos, ncpfs, nfs, nfs4, ntfs, proc, qnx4, ramfs, reiserfs, romfs, squashfs, smbfs, sysv, tmpfs, ubifs, udf, ufs, umsdos, usbfs, vfat, xenix, xfs, xiafs. Note that coherent, sysv and xenix are equivalent and that xenix and coherent will be removed at some point in the future - use sysv instead. Since kernel version 2.1.21 the types ext and xiafs do not exist anymore. Earlier, usbfs was known as usbdevfs. Note, the real list of all supported filesystems depends on your kernel.
 

  The programs mount and umount support filesystem subtypes. The subtype is defined by '.subtype' suffix. For example 'fuse.sshfs'. It's recommended to use subtype notation rather than add any prefix to the mount source (for example 'sshfs#example.com' is depreacated).

  For most types all the mount program has to do is issue a simple mount(2) system call, and no detailed knowledge of the filesystem type is required. For a few types however (like nfs, nfs4, cifs, smbfs, ncpfs) ad hoc code is necessary. The nfs, nfs4, cifs, smbfs, and ncpfs filesystems have a separate mount program. In order to make it possible to treat all types in a uniform way, mount will execute the program /sbin/mount.TYPE (if that exists) when called with type TYPE. Since various versions of the smbmount program have different calling conventions, /sbin/mount.smbfs may have to be a shell script that sets up the desired call.

  If no -t option is given, or if the auto type is specified, mount will try to guess the desired type. Mount uses the blkid library for guessing the filesystem type; if that does not turn up anything that looks familiar, mount will try to read the file /etc/filesystems, or, if that does not exist, /proc/filesystems. All of the filesystem types listed there will be tried, except for those that are labeled "nodev" (e.g., devpts, proc and nfs). If /etc/filesystems ends in a line with a single * only, mount will read /proc/filesystems afterwards.

  The auto type may be useful for user-mounted floppies. Creating a file /etc/filesystems can be useful to change the probe order (e.g., to try vfat before msdos or ext3 before ext2) or if you use a kernel module autoloader.

  More than one type may be specified in a comma separated list. The list of filesystem types can be prefixed with no to specify the filesystem types on which no action should be taken. (This can be meaningful with the -a option.) For example, the command:

  mount -a -t nomsdos,ext

  mounts all filesystems except those of type msdos and ext.

  
   	-O, --test-opts opts

   	Used in conjunction with -a, to limit the set of filesystems to which the -a is applied. Like -t in this regard except that it is useless except in the context of -a. For example, the command:
 

  mount -a -O no_netdev

  mounts all filesystems except those which have the option _netdev specified in the options field in the /etc/fstab file.

  It is different from -t in that each option is matched exactly; a leading no at the beginning of one option does not negate the rest.

  The -t and -O options are cumulative in effect; that is, the command

  mount -a -t ext2 -O _netdev

  mounts all ext2 filesystems with the _netdev option, not all filesystems that are either ext2 or have the _netdev option specified.

  
   	-o, --options opts

   	Options are specified with a -o flag followed by a comma separated string of options. For example:
 

  mount LABEL=mydisk -o noatime,nouser

  For more details, see FILESYSTEM INDEPENDENT MOUNT OPTIONS and FILESYSTEM SPECIFIC MOUNT OPTIONS sections.

  
   	-B, --bind

   	Remount a subtree somewhere else (so that its contents are available in both places). See above.

   	-R, --rbind

   	Remount a subtree and all possible submounts somewhere else (so that its contents are available in both places). See above.

   	-M, --move

   	Move a subtree to some other place. See above.
 

  Filesystem Independent Mount Options

  Some of these options are only useful when they appear in the /etc/fstab file.

  Some of these options could be enabled or disabled by default in the system kernel. To check the current setting see the options in /proc/mounts.

  The following options apply to any filesystem that is being mounted (but not every filesystem actually honors them - e.g., the sync option today has effect only for ext2, ext3, fat, vfat and ufs):

  async All I/O to the filesystem should be done asynchronously. (See also the sync option.)

  atime Do not use noatime feature, then the inode access time is controlled by kernel defaults. See also the description for strictatime and reatime mount options.

  noatime
 Do not update inode access times on this filesystem (e.g., for faster access on the news spool to speed up news servers).

  
   	auto

   	Can be mounted with the -a option.
 

  noauto Can only be mounted explicitly (i.e., the -a option will not cause the filesystem to be mounted).

  context=context, fscontext=context, defcontext=context and rootcontext=context The context= option is useful when mounting filesystems that do not support extended attributes, such as a floppy or hard disk formatted with VFAT, or systems that are not normally running under SELinux, such as an ext3 formatted disk from a non-SELinux workstation. You can also use context= on filesystems you do not trust, such as a floppy. It also helps in compatibility with xattr-supporting filesystems on earlier 2.4.<x> kernel versions. Even where xattrs are supported, you can save time not having to label every file by assigning the entire disk one security context.

  A commonly used option for removable media is context=system_u:object_r:removable_t.

  Two other options are fscontext= and defcontext=, both of which are mutually exclusive of the context option. This means you can use fscontext and defcontext with each other, but neither can be used with context.

  The fscontext= option works for all filesystems, regardless of their xattr support. The fscontext option sets the overarching filesystem label to a specific security context. This filesystem label is separate from the individual labels on the files. It represents the entire filesystem for certain kinds of permission checks, such as during mount or file creation. Individual file labels are still obtained from the xattrs on the files themselves. The context option actually sets the aggregate context that fscontext provides, in addition to supplying the same label for individual files.

  You can set the default security context for unlabeled files using defcontext= option. This overrides the value set for unlabeled files in the policy and requires a filesystem that supports xattr labeling.

  The rootcontext= option allows you to explicitly label the root inode of a FS being mounted before that FS or inode because visable to userspace. This was found to be useful for things like stateless linux.

  Note that kernel rejects any remount request that includes the context option even if unchanged from the current context.

  For more details, see selinux(8)

  defaults
 Use default options: rw, suid, dev, exec, auto, nouser, and async.

  
   	dev

   	Interpret character or block special devices on the filesystem.
 

  nodev Do not interpret character or block special devices on the file system.

  diratime
 Update directory inode access times on this filesystem. This is the default.

  nodiratime
 Do not update directory inode access times on this filesystem.

  dirsync
 All directory updates within the filesystem should be done synchronously. This affects the following system calls: creat, link, unlink, symlink, mkdir, rmdir, mknod and rename.

  
   	exec

   	Permit execution of binaries.
 

  noexec Do not allow direct execution of any binaries on the mounted filesystem. (Until recently it was possible to run binaries anyway using a command like /lib/ld*.so /mnt/binary. This trick fails since Linux 2.4.25 / 2.6.0.)

  group Allow an ordinary (i.e., non-root) user to mount the filesystem if one of his groups matches the group of the device. This option implies the options nosuid and nodev (unless overridden by subsequent options, as in the option line group,dev,suid).

  encryption
 Specifies an encryption algorithm to use. Used in conjunction with the loop option.

  keybits
 Specifies the key size to use for an encryption algorithm. Used in conjunction with the loop and encryption options. nofail Do not report errors for this device if it does not exist. iversion Every time the inode is modified, the i_version field will be incremented.

  noiversion
 Do not increment the i_version inode field.

  
   	mand

   	Allow mandatory locks on this filesystem. See fcntl(2).
 

  nomand Do not allow mandatory locks on this filesystem.

  _netdev
 The filesystem resides on a device that requires network access (used to prevent the system from attempting to mount these filesystems until the network has been enabled on the system).

  nofail Do not report errors for this device if it does not exist.

  relatime
 Update inode access times relative to modify or change time. Access time is only updated if the previous access time was earlier than the current modify or change time. (Similar to noatime, but doesn't break mutt or other applications that need to know if a file has been read since the last time it was modified.)

  Since Linux 2.6.30, the kernel defaults to the behavior provided by this option (unless noatime was specified), and the strictatime option is required to obtain traditional semantics. In addition, since Linux 2.6.30, the file's last access time is always updated if it is more than 1 day old.

  norelatime
 Do not use relatime feature. See also the strictatime mount option.

  strictatime
 Allows to explicitly requesting full atime updates. This makes it possible for kernel to defaults to relatime or noatime but still allow userspace to override it. For more details about the default system mount options see /proc/mounts.

  nostrictatime
 Use the kernel's default behaviour for inode access time updates.

  suid Allow set-user-identifier or set-group-identifier bits to take effect.

  nosuid Do not allow set-user-identifier or set-group-identifier bits to take effect. (This seems safe, but is in fact rather unsafe if you have suidperl(1) installed.)

  silent Turn on the silent flag.

  
   	loud

   	Turn off the silent flag.
 

  owner Allow an ordinary (i.e., non-root) user to mount the filesystem if he is the owner of the device. This option implies the options nosuid and nodev (unless overridden by subsequent options, as in the option line owner,dev,suid).

  remount
 Attempt to remount an already-mounted filesystem. This is commonly used to change the mount flags for a filesystem, especially to make a readonly filesystem writable. It does not change device or mount point.

  The remount functionality follows the standard way how the mount command works with options from fstab. It means the mount command doesn't read fstab (or mtab) only when a device and dir are fully specified.

  mount -o remount,rw /dev/foo /dir

  After this call all old mount options are replaced and arbitrary stuff from fstab is ignored, except the loop= option which is internally generated and maintained by the mount command.

  mount -o remount,rw /dir

  After this call mount reads fstab (or mtab) and merges these options with options from command line ( -o ).

  
   	ro

   	Mount the filesystem read-only.

   	rw

   	Mount the filesystem read-write.
 

  sync All I/O to the filesystem should be done synchronously. In case of media with limited number of write cycles (e.g. some flash drives) "sync" may cause life-cycle shortening.

  user Allow an ordinary user to mount the filesystem. The name of the mounting user is written to mtab so that he can unmount the filesystem again. This option implies the options noexec, nosuid, and nodev (unless overridden by subsequent options, as in the option line user,exec,dev,suid).

  nouser Forbid an ordinary (i.e., non-root) user to mount the filesystem. This is the default.

  users Allow every user to mount and unmount the filesystem. This option implies the options noexec, nosuid, and nodev (unless overridden by subsequent options, as in the option line users,exec,dev,suid).

  Filesystem Specific Mount Options

  The following options apply only to certain filesystems. We sort them by filesystem. They all follow the -o flag.

  What options are supported depends a bit on the running kernel. More info may be found in the kernel source subdirectory Documentation/filesystems.

  Mount options for adfs

  uid=value and gid=value
 Set the owner and group of the files in the filesystem (default: uid=gid=0).

  ownmask=value and othmask=value
 Set the permission mask for ADFS 'owner' permissions and 'other' permissions, respectively (default: 0700 and 0077, respectively). See also /usr/src/linux/Documentation/filesystems/adfs.txt.

  Mount options for affs

  uid=value and gid=value
 Set the owner and group of the root of the filesystem (default: uid=gid=0, but with option uid or gid without specified value, the uid and gid of the current process are taken).

  setuid=value and setgid=value
 Set the owner and group of all files.

  mode=value
 Set the mode of all files to value & 0777 disregarding the original permissions. Add search permission to directories that have read permission. The value is given in octal.

  protect
 Do not allow any changes to the protection bits on the filesystem.

  usemp Set uid and gid of the root of the filesystem to the uid and gid of the mount point upon the first sync or umount, and then clear this option. Strange...

  verbose
 Print an informational message for each successful mount.

  prefix=string
 Prefix used before volume name, when following a link.

  volume=string
 Prefix (of length at most 30) used before '/' when following a symbolic link.

  reserved=value
 (Default: 2.) Number of unused blocks at the start of the device.

  root=value
 Give explicitly the location of the root block.

  bs=value
 Give blocksize. Allowed values are 512, 1024, 2048, 4096.

  grpquota|noquota|quota|usrquota
 These options are accepted but ignored. (However, quota utilities may react to such strings in /etc/fstab.)

  Mount options for cifs

  See the options section of the mount.cifs(8) man page (cifs-utils package must be installed).

  Mount options for coherent

  None.

  Mount options for debugfs

  The debugfs filesystem is a pseudo filesystem, traditionally mounted on /sys/kernel/debug. There are no mount options.

  Mount options for devpts

  The devpts filesystem is a pseudo filesystem, traditionally mounted on /dev/pts. In order to acquire a pseudo terminal, a process opens /dev/ptmx; the number of the pseudo terminal is then made available to the process and the pseudo terminal slave can be accessed as /dev/pts/<number>.

  uid=value and gid=value
 This sets the owner or the group of newly created PTYs to the specified values. When nothing is specified, they will be set to the UID and GID of the creating process. For example, if there is a tty group with GID 5, then gid=5 will cause newly created PTYs to belong to the tty group.

  mode=value
 Set the mode of newly created PTYs to the specified value. The default is 0600. A value of mode=620 and gid=5 makes "mesg y" the default on newly created PTYs.

  newinstance
 Create a private instance of devpts filesystem, such that indices of ptys allocated in this new instance are independent of indices created in other instances of devpts.

  All mounts of devpts without this newinstance option share the same set of pty indices (i.e legacy mode). Each mount of devpts with the newinstance option has a private set of pty indices.

  This option is mainly used to support containers in the linux kernel. It is implemented in linux kernel versions starting with 2.6.29. Further, this mount option is valid only if CONFIG_DEVPTS_MULTIPLE_INSTANCES is enabled in the kernel configuration.

  To use this option effectively, /dev/ptmx must be a symbolic link to pts/ptmx. See Documentation/filesystems/devpts.txt in the linux kernel source tree for details.

  ptmxmode=value

  Set the mode for the new ptmx device node in the devpts filesystem.

  With the support for multiple instances of devpts (see newinstance option above), each instance has a private ptmx node in the root of the devpts filesystem (typically /dev/pts/ptmx).

  For compatibility with older versions of the kernel, the default mode of the new ptmx node is 0000. ptmxmode=value specifies a more useful mode for the ptmx node and is highly recommended when the newinstance option is specified.

  This option is only implemented in linux kernel versions starting with 2.6.29. Further this option is valid only if CONFIG_DEVPTS_MULTIPLE_INSTANCES is enabled in the kernel configuration.

  Mount options for ext

  None. Note that the 'ext' filesystem is obsolete. Don't use it. Since Linux version 2.1.21 extfs is no longer part of the kernel source.

  Mount options for ext2

  The 'ext2' filesystem is the standard Linux filesystem. Since Linux 2.5.46, for most mount options the default is determined by the filesystem superblock. Set them with tune2fs(8).

  acl|noacl
 Support POSIX Access Control Lists (or not).

  bsddf|minixdf
 Set the behaviour for the statfs system call. The minixdf behaviour is to return in the f_blocks field the total number of blocks of the filesystem, while the bsddf behaviour (which is the default) is to subtract the overhead blocks used by the ext2 filesystem and not available for file storage. Thus

  % mount /k -o minixdf; df /k; umount /k Filesystem 1024-blocks Used Available Capacity Mounted on

  
   	/dev/sda6

   	2630655 86954 2412169 3% /k % mount /k -o bsddf; df /k; umount /k Filesystem 1024-blocks Used Available Capacity Mounted on /dev/sda6 2543714 13 2412169 0% /k
 

  (Note that this example shows that one can add command line options to the options given in /etc/fstab.)

  check={none|nocheck}
 No checking is done at mount time. This is the default. This is fast. It is wise to invoke e2fsck(8) every now and then, e.g. at boot time.

  debug Print debugging info upon each (re)mount.

  errors={continue|remount-ro|panic}
 Define the behaviour when an error is encountered. (Either ignore errors and just mark the filesystem erroneous and continue, or remount the filesystem read-only, or panic and halt the system.) The default is set in the filesystem superblock, and can be changed using tune2fs(8).

  grpid|bsdgroups and nogrpid|sysvgroups
 These options define what group id a newly created file gets. When grpid is set, it takes the group id of the directory in which it is created; otherwise (the default) it takes the fsgid of the current process, unless the directory has the setgid bit set, in which case it takes the gid from the parent directory, and also gets the setgid bit set if it is a directory itself.

  grpquota|noquota|quota|usrquota
 These options are accepted but ignored.

  nouid32
 Disables 32-bit UIDs and GIDs. This is for interoperability with older kernels which only store and expect 16-bit values.

  oldalloc or orlov
 Use old allocator or Orlov allocator for new inodes. Orlov is default.

  resgid=n and resuid=n
 The ext2 filesystem reserves a certain percentage of the available space (by default 5%, see mke2fs(8) and tune2fs(8)). These options determine who can use the reserved blocks. (Roughly: whoever has the specified uid, or belongs to the specified group.)

  sb=n Instead of block 1, use block n as superblock. This could be useful when the filesystem has been damaged. (Earlier, copies of the superblock would be made every 8192 blocks: in block 1, 8193, 16385, ... (and one got thousands of copies on a big filesystem). Since version 1.08, mke2fs has a -s (sparse superblock) option to reduce the number of backup superblocks, and since version 1.15 this is the default. Note that this may mean that ext2 filesystems created by a recent mke2fs cannot be mounted r/w under Linux 2.0.*.) The block number here uses 1k units. Thus, if you want to use logical block 32768 on a filesystem with 4k blocks, use "sb=131072".

  user_xattr|nouser_xattr
 Support "user." extended attributes (or not).

  Mount options for ext3

  The ext3 filesystem is a version of the ext2 filesystem which has been enhanced with journalling. It supports the same options as ext2 as well as the following additions:

  journal=update
 Update the ext3 filesystem's journal to the current format.

  journal=inum
 When a journal already exists, this option is ignored. Otherwise, it specifies the number of the inode which will represent the ext3 filesystem's journal file; ext3 will create a new journal, overwriting the old contents of the file whose inode number is inum.

  journal_dev=devnum
 When the external journal device's major/minor numbers have changed, this option allows the user to specify the new journal location. The journal device is identified through its new major/minor numbers encoded in devnum.

  norecovery/noload
 Don't load the journal on mounting. Note that if the filesystem was not unmounted cleanly, skipping the journal replay will lead to the filesystem containing inconsistencies that can lead to any number of problems.

  data={journal|ordered|writeback}
 Specifies the journalling mode for file data. Metadata is always journaled. To use modes other than ordered on the root filesystem, pass the mode to the kernel as boot parameter, e.g. rootflags=data=journal.

  journal
 All data is committed into the journal prior to being written into the main filesystem.

  ordered
 This is the default mode. All data is forced directly out to the main file system prior to its metadata being committed to the journal.

  writeback
 Data ordering is not preserved - data may be written into the main filesystem after its metadata has been committed to the journal. This is rumoured to be the highestthroughput option. It guarantees internal filesystem integrity, however it can allow old data to appear in files after a crash and journal recovery.

  barrier=0 / barrier=1
 This enables/disables barriers. barrier=0 disables it, barrier=1 enables it. Write barriers enforce proper on-disk ordering of journal commits, making volatile disk write caches safe to use, at some performance penalty. The ext3 filesystem does not enable write barriers by default. Be sure to enable barriers unless your disks are battery-backed one way or another. Otherwise you risk filesystem corruption in case of power failure.

  commit=nrsec
 Sync all data and metadata every nrsec seconds. The default value is 5 seconds. Zero means default.

  user_xattr
 Enable Extended User Attributes. See the attr(5) manual page.

  
   	acl

   	Enable POSIX Access Control Lists. See the acl(5) manual page.
 

  Mount options for ext4

  The ext4 filesystem is an advanced level of the ext3 filesystem which incorporates scalability and reliability enhancements for supporting large filesystem.

  The options journal_dev, noload, data, commit, orlov, oldalloc, [no]user_xattr [no]acl, bsddf, minixdf, debug, errors, data_err, grpid, bsdgroups, nogrpid sysvgroups, resgid, resuid, sb, quota, noquota, grpquota and usrquota are backwardly compatible with ext3 or ext2.

  journal_checksum
 Enable checksumming of the journal transactions. This will allow the recovery code in e2fsck and the kernel to detect corruption in the kernel. It is a compatible change and will be ignored by older kernels.

  journal_async_commit
 Commit block can be written to disk without waiting for descriptor blocks. If enabled older kernels cannot mount the device. This will enable 'journal_checksum' internally.

  journal=update
 Update the ext4 filesystem's journal to the current format.

  barrier=0 / barrier=1 / barrier / nobarrier This enables/disables the use of write barriers in the jbd code. barrier=0 disables, barrier=1 enables. This also requires an IO stack which can support barriers, and if jbd gets an error on a barrier write, it will disable again with a warning. Write barriers enforce proper on-disk ordering of journal commits, making volatile disk write caches safe to use, at some performance penalty. If your disks are battery-backed in one way or another, disabling barriers may safely improve performance. The mount options "barrier" and "nobarrier" can also be used to enable or disable barriers, for consistency with other ext4 mount options.

  The ext4 filesystem enables write barriers by default.

  inode_readahead=n
 This tuning parameter controls the maximum number of inode table blocks that ext4's inode table readahead algorithm will pre-read into the buffer cache. The default value is 32 blocks.

  stripe=n
 Number of filesystem blocks that mballoc will try to use for allocation size and alignment. For RAID5/6 systems this should be the number of data disks * RAID chunk size in filesystem blocks.

  delalloc
 Deferring block allocation until write-out time.

  nodelalloc
 Disable delayed allocation. Blocks are allocated when data is copied from user to page cache.

  max_batch_time=usec
 Maximum amount of time ext4 should wait for additional filesystem operations to be batch together with a synchronous write operation. Since a synchronous write operation is going to force a commit and then a wait for the I/O complete, it doesn't cost much, and can be a huge throughput win, we wait for a small amount of time to see if any other transactions can piggyback on the synchronous write. The algorithm used is designed to automatically tune for the speed of the disk, by measuring the amount of time (on average) that it takes to finish committing a transaction. Call this time the "commit time". If the time that the transaction has been running is less than the commit time, ext4 will try sleeping for the commit time to see if other operations will join the transaction. The commit time is capped by the max_batch_time, which defaults to 15000us (15ms). This optimization can be turned off entirely by setting max_batch_time to 0.

  min_batch_time=usec
 This parameter sets the commit time (as described above) to be at least min_batch_time. It defaults to zero microseconds. Increasing this parameter may improve the throughput of multithreaded, synchronous workloads on very fast disks, at the cost of increasing latency.

  journal_ioprio=prio
 The I/O priority (from 0 to 7, where 0 is the highest priorty) which should be used for I/O operations submitted by kjournald2 during a commit operation. This defaults to 3, which is a slightly higher priority than the default I/O priority.

  abort Simulate the effects of calling ext4_abort() for debugging purposes. This is normally used while remounting a filesystem which is already mounted.

  auto_da_alloc|noauto_da_alloc
 Many broken applications don't use fsync() when replacing existing files via patterns such as

  fd = open("foo.new")/write(fd,..)/close(fd)/ rename("foo.new", "foo")

  or worse yet

  fd = open("foo", O_TRUNC)/write(fd,..)/close(fd).

  If auto_da_alloc is enabled, ext4 will detect the replace-viarename and replace-via-truncate patterns and force that any delayed allocation blocks are allocated such that at the next journal commit, in the default data=ordered mode, the data blocks of the new file are forced to disk before the rename() operation is committed. This provides roughly the same level of guarantees as ext3, and avoids the "zero-length" problem that can happen when a system crashes before the delayed allocation blocks are forced to disk.

  discard/nodiscard
 Controls whether ext4 should issue discard/TRIM commands to the underlying block device when blocks are freed. This is useful for SSD devices and sparse/thinly-provisioned LUNs, but it is off by default until sufficient testing has been done.

  nouid32
 Disables 32-bit UIDs and GIDs. This is for interoperability with older kernels which only store and expect 16-bit values.

  resize Allows to resize filesystem to the end of the last existing block group, further resize has to be done with resize2fs either online, or offline. It can be used only with conjunction with remount.

  block_validity/noblock_validity
 This options allows to enables/disables the in-kernel facility for tracking filesystem metadata blocks within internal data structures. This allows multi- block allocator and other routines to quickly locate extents which might overlap with filesystem metadata blocks. This option is intended for debugging purposes and since it negatively affects the performance, it is off by default.

  dioread_lock/dioread_nolock
 Controls whether or not ext4 should use the DIO read locking. If the dioread_nolock option is specified ext4 will allocate uninitialized extent before buffer write and convert the extent to initialized after IO completes. This approach allows ext4 code to avoid using inode mutex, which improves scalability on high speed storages. However this does not work with data journaling and dioread_nolock option will be ignored with kernel warning. Note that dioread_nolock code path is only used for extent-based files. Because of the restrictions this options comprises it is off by default (e.g. dioread_lock).

  i_version
 Enable 64-bit inode version support. This option is off by default.

  Mount options for fat

  (Note: fat is not a separate filesystem, but a common part of the msdos, umsdos and vfat filesystems.)

  blocksize={512|1024|2048}
 Set blocksize (default 512). This option is obsolete.

  uid=value and gid=value
 Set the owner and group of all files. (Default: the uid and gid of the current process.)

  umask=value
 Set the umask (the bitmask of the permissions that are not present). The default is the umask of the current process. The value is given in octal.

  dmask=value
 Set the umask applied to directories only. The default is the umask of the current process. The value is given in octal.

  fmask=value
 Set the umask applied to regular files only. The default is the umask of the current process. The value is given in octal.

  allow_utime=value
 This option controls the permission check of mtime/atime.

  
   	20

   	If current process is in group of file's group ID, you can change timestamp.

   	2

   	Other users can change timestamp.
 

  The default is set from 'dmask' option. (If the directory is writable, utime(2) is also allowed. I.e. ~dmask & 022)

  Normally utime(2) checks current process is owner of the file, or it has CAP_FOWNER capability. But FAT filesystem doesn't have uid/gid on disk, so normal check is too unflexible. With this option you can relax it.

  check=value
 Three different levels of pickyness can be chosen:

  r[elaxed]
 Upper and lower case are accepted and equivalent, long name parts are truncated (e.g. verylongname.foobar becomes verylong.foo), leading and embedded spaces are accepted in each name part (name and extension).

  n[ormal]
 Like "relaxed", but many special characters (*, ?, <, spaces, etc.) are rejected. This is the default.

  s[trict]
 Like "normal", but names may not contain long parts and special characters that are sometimes used on Linux, but are not accepted by MS-DOS are rejected. (+, =, spaces, etc.)

  codepage=value
 Sets the codepage for converting to shortname characters on FAT and VFAT filesystems. By default, codepage 437 is used.

  conv={b[inary]|t[ext]|a[uto]}
 The fat filesystem can perform CRLF<-->NL (MS-DOS text format to UNIX text format) conversion in the kernel. The following conversion modes are available:

  binary no translation is performed. This is the default.

  
   	text

   	CRLF<-->NL translation is performed on all files.
 

  auto CRLF<-->NL translation is performed on all files that don't have a "well-known binary" extension. The list of known extensions can be found at the beginning of fs/fat/misc.c (as of 2.0, the list is: exe, com, bin, app, sys, drv, ovl, ovr, obj, lib, dll, pif, arc, zip, lha, lzh, zoo, tar, z, arj, tz, taz, tzp, tpz, gz, tgz, deb, gif, bmp, tif, gl, jpg, pcx, tfm, vf, gf, pk, pxl, dvi).

  Programs that do computed lseeks won't like in-kernel text conversion. Several people have had their data ruined by this translation. Beware!

  For filesystems mounted in binary mode, a conversion tool (fromdos/todos) is available. This option is obsolete.

  cvf_format=module
 Forces the driver to use the CVF (Compressed Volume File) module cvf_module instead of auto-detection. If the kernel supports kmod, the cvf_format=xxx option also controls on-demand CVF module loading. This option is obsolete.

  cvf_option=option
 Option passed to the CVF module. This option is obsolete.

  debug Turn on the debug flag. A version string and a list of filesystem parameters will be printed (these data are also printed if the parameters appear to be inconsistent).

  fat={12|16|32}
 Specify a 12, 16 or 32 bit fat. This overrides the automatic FAT type detection routine. Use with caution!

  iocharset=value
 Character set to use for converting between 8 bit characters and 16 bit Unicode characters. The default is iso8859-1. Long filenames are stored on disk in Unicode format.

  tz=UTC This option disables the conversion of timestamps between local time (as used by Windows on FAT) and UTC (which Linux uses internally). This is particularly useful when mounting devices (like digital cameras) that are set to UTC in order to avoid the pitfalls of local time.

  quiet Turn on the quiet flag. Attempts to chown or chmod files do not return errors, although they fail. Use with caution!

  showexec
 If set, the execute permission bits of the file will be allowed only if the extension part of the name is .EXE, .COM, or .BAT. Not set by default.

  sys_immutable
 If set, ATTR_SYS attribute on FAT is handled as IMMUTABLE flag on Linux. Not set by default.

  flush If set, the filesystem will try to flush to disk more early than normal. Not set by default.

  usefree
 Use the "free clusters" value stored on FSINFO. It'll be used to determine number of free clusters without scanning disk. But it's not used by default, because recent Windows don't update it correctly in some case. If you are sure the "free clusters" on FSINFO is correct, by this option you can avoid scanning disk.

  dots, nodots, dotsOK=[yes|no]
 Various misguided attempts to force Unix or DOS conventions onto a FAT filesystem.

  Mount options for hfs

  creator=cccc, type=cccc
 Set the creator/type values as shown by the MacOS finder used for creating new files. Default values: '????'.

  uid=n, gid=n
 Set the owner and group of all files. (Default: the uid and gid of the current process.)

  dir_umask=n, file_umask=n, umask=n
 Set the umask used for all directories, all regular files, or all files and directories. Defaults to the umask of the current process.

  session=n
 Select the CDROM session to mount. Defaults to leaving that decision to the CDROM driver. This option will fail with anything but a CDROM as underlying device.

  part=n Select partition number n from the device. Only makes sense for CDROMs. Defaults to not parsing the partition table at all.

  quiet Don't complain about invalid mount options.

  Mount options for hpfs

  uid=value and gid=value
 Set the owner and group of all files. (Default: the uid and gid of the current process.)

  umask=value
 Set the umask (the bitmask of the permissions that are not present). The default is the umask of the current process. The value is given in octal.

  case={lower|asis}
 Convert all files names to lower case, or leave them. (Default: case=lower.)

  conv={binary|text|auto}
 For conv=text, delete some random CRs (in particular, all followed by NL) when reading a file. For conv=auto, choose more or less at random between conv=binary and conv=text. For conv=binary, just read what is in the file. This is the default.

  nocheck
 Do not abort mounting when certain consistency checks fail.

  Mount options for iso9660

  ISO 9660 is a standard describing a filesystem structure to be used on CD-ROMs. (This filesystem type is also seen on some DVDs. See also the udf filesystem.)

  Normal iso9660 filenames appear in a 8.3 format (i.e., DOS-like restrictions on filename length), and in addition all characters are in upper case. Also there is no field for file ownership, protection, number of links, provision for block/character devices, etc.

  Rock Ridge is an extension to iso9660 that provides all of these UNIXlike features. Basically there are extensions to each directory record that supply all of the additional information, and when Rock Ridge is in use, the filesystem is indistinguishable from a normal UNIX filesystem (except that it is read-only, of course).

  norock Disable the use of Rock Ridge extensions, even if available. Cf. map.

  nojoliet
 Disable the use of Microsoft Joliet extensions, even if available. Cf. map.

  check={r[elaxed]|s[trict]}
 With check=relaxed, a filename is first converted to lower case before doing the lookup. This is probably only meaningful together with norock and map=normal. (Default: check=strict.)

  uid=value and gid=value
 Give all files in the filesystem the indicated user or group id, possibly overriding the information found in the Rock Ridge extensions. (Default: uid=0,gid=0.)

  map={n[ormal]|o[ff]|a[corn]}
 For non-Rock Ridge volumes, normal name translation maps upper to lower case ASCII, drops a trailing ';1', and converts ';' to '.'. With map=off no name translation is done. See norock. (Default: map=normal.) map=acorn is like map=normal but also apply Acorn extensions if present.

  mode=value
 For non-Rock Ridge volumes, give all files the indicated mode. (Default: read permission for everybody.) Since Linux 2.1.37 one no longer needs to specify the mode in decimal. (Octal is indicated by a leading 0.)

  unhide Also show hidden and associated files. (If the ordinary files and the associated or hidden files have the same filenames, this may make the ordinary files inaccessible.)

  block={512|1024|2048}
 Set the block size to the indicated value. (Default: block=1024.)

  conv={a[uto]|b[inary]|m[text]|t[ext]}
 (Default: conv=binary.) Since Linux 1.3.54 this option has no effect anymore. (And non-binary settings used to be very dangerous, possibly leading to silent data corruption.)

  cruft If the high byte of the file length contains other garbage, set this mount option to ignore the high order bits of the file length. This implies that a file cannot be larger than 16MB.

  session=x
 Select number of session on multisession CD. (Since 2.3.4.)

  sbsector=xxx
 Session begins from sector xxx. (Since 2.3.4.)

  The following options are the same as for vfat and specifying them only makes sense when using discs encoded using Microsoft's Joliet extensions.

  iocharset=value
 Character set to use for converting 16 bit Unicode characters on CD to 8 bit characters. The default is iso8859-1.

  
   	utf8

   	Convert 16 bit Unicode characters on CD to UTF-8.
 

  Mount options for jfs

  iocharset=name
 Character set to use for converting from Unicode to ASCII. The default is to do no conversion. Use iocharset=utf8 for UTF8 translations. This requires CONFIG_NLS_UTF8 to be set in the kernel .config file.

  resize=value
 Resize the volume to value blocks. JFS only supports growing a volume, not shrinking it. This option is only valid during a remount, when the volume is mounted read-write. The resize keyword with no value will grow the volume to the full size of the partition.

  nointegrity
 Do not write to the journal. The primary use of this option is to allow for higher performance when restoring a volume from backup media. The integrity of the volume is not guaranteed if the system abnormally abends.

  integrity
 Default. Commit metadata changes to the journal. Use this option to remount a volume where the nointegrity option was previously specified in order to restore normal behavior.

  errors={continue|remount-ro|panic}
 Define the behaviour when an error is encountered. (Either ignore errors and just mark the filesystem erroneous and continue, or remount the filesystem read-only, or panic and halt the system.)

  noquota|quota|usrquota|grpquota
 These options are accepted but ignored.

  Mount options for minix

  None.

  Mount options for msdos

  See mount options for fat. If the msdos filesystem detects an inconsistency, it reports an error and sets the file system read-only. The filesystem can be made writable again by remounting it.

  Mount options for ncpfs

  Just like nfs, the ncpfs implementation expects a binary argument (a struct ncp_mount_data) to the mount system call. This argument is constructed by ncpmount(8) and the current version of mount (2.12) does not know anything about ncpfs.

  Mount options for nfs and nfs4

  See the options section of the nfs(5) man page (nfs-common package must be installed).

  The nfs and nfs4 implementation expects a binary argument (a struct nfs_mount_data) to the mount system call. This argument is constructed by mount.nfs(8) and the current version of mount (2.13) does not know anything about nfs and nfs4.

  Mount options for ntfs

  iocharset=name
 Character set to use when returning file names. Unlike VFAT, NTFS suppresses names that contain nonconvertible characters. Deprecated.

  nls=name
 New name for the option earlier called iocharset.

  
   	utf8

   	Use UTF-8 for converting file names.
 

  uni_xlate={0|1|2}
 For 0 (or 'no' or 'false'), do not use escape sequences for unknown Unicode characters. For 1 (or 'yes' or 'true') or 2, use vfat-style 4-byte escape sequences starting with ":". Here 2 give a little-endian encoding and 1 a byteswapped bigendian encoding.

  posix=[0|1]
 If enabled (posix=1), the filesystem distinguishes between upper and lower case. The 8.3 alias names are presented as hard links instead of being suppressed. This option is obsolete.

  uid=value, gid=value and umask=value
 Set the file permission on the filesystem. The umask value is given in octal. By default, the files are owned by root and not readable by somebody else.

  Mount options for proc

  uid=value and gid=value
 These options are recognized, but have no effect as far as I can see.

  Mount options for ramfs

  Ramfs is a memory based filesystem. Mount it and you have it. Unmount it and it is gone. Present since Linux 2.3.99pre4. There are no mount options.

  Mount options for reiserfs

  Reiserfs is a journaling filesystem.

  conv Instructs version 3.6 reiserfs software to mount a version 3.5 filesystem, using the 3.6 format for newly created objects. This filesystem will no longer be compatible with reiserfs 3.5 tools.

  hash={rupasov|tea|r5|detect}
 Choose which hash function reiserfs will use to find files within directories.

  rupasov
 A hash invented by Yury Yu. Rupasov. It is fast and preserves locality, mapping lexicographically close file names to close hash values. This option should not be used, as it causes a high probability of hash collisions.

  tea A Davis-Meyer function implemented by Jeremy Fitzhardinge. It uses hash permuting bits in the name. It gets high randomness and, therefore, low probability of hash collisions at some CPU cost. This may be used if EHASHCOLLISION errors are experienced with the r5 hash.

  
   	r5

   	A modified version of the rupasov hash. It is used by default and is the best choice unless the filesystem has huge directories and unusual file-name patterns.
 

  detect Instructs mount to detect which hash function is in use by examining the filesystem being mounted, and to write this information into the reiserfs superblock. This is only useful on the first mount of an old format filesystem.

  hashed_relocation
 Tunes the block allocator. This may provide performance improvements in some situations.

  no_unhashed_relocation
 Tunes the block allocator. This may provide performance improvements in some situations.

  noborder
 Disable the border allocator algorithm invented by Yury Yu. Rupasov. This may provide performance improvements in some situations.

  nolog Disable journalling. This will provide slight performance improvements in some situations at the cost of losing reiserfs's fast recovery from crashes. Even with this option turned on, reiserfs still performs all journalling operations, save for actual writes into its journalling area. Implementation of nolog is a work in progress.

  notail By default, reiserfs stores small files and 'file tails' directly into its tree. This confuses some utilities such as LILO(8). This option is used to disable packing of files into the tree.

  replayonly
 Replay the transactions which are in the journal, but do not actually mount the filesystem. Mainly used by reiserfsck.

  resize=number
 A remount option which permits online expansion of reiserfs partitions. Instructs reiserfs to assume that the device has number blocks. This option is designed for use with devices which are under logical volume management (LVM). There is a special resizer utility which can be obtained from ftp://ftp.namesys.com/pub/reiserfsprogs.

  user_xattr
 Enable Extended User Attributes. See the attr(5) manual page.

  
   	acl

   	Enable POSIX Access Control Lists. See the acl(5) manual page.
 

  barrier=none / barrier=flush
 This enables/disables the use of write barriers in the journaling code. barrier=none disables it, barrier=flush enables it. Write barriers enforce proper on-disk ordering of journal commits, making volatile disk write caches safe to use, at some performance penalty. The reiserfs filesystem does not enable write barriers by default. Be sure to enable barriers unless your disks are battery-backed one way or another. Otherwise you risk filesystem corruption in case of power failure.

  Mount options for romfs

  None.

  Mount options for squashfs

  None.

  Mount options for smbfs

  Just like nfs, the smbfs implementation expects a binary argument (a struct smb_mount_data) to the mount system call. This argument is constructed by smbmount(8) and the current version of mount (2.12) does not know anything about smbfs.

  Mount options for sysv

  None.

  Mount options for tmpfs

  size=nbytes
 Override default maximum size of the filesystem. The size is given in bytes, and rounded up to entire pages. The default is half of the memory. The size parameter also accepts a suffix % to limit this tmpfs instance to that percentage of your physical RAM: the default, when neither size nor nr_blocks is specified, is size=50%

  nr_blocks=
 The same as size, but in blocks of PAGE_CACHE_SIZE

  nr_inodes=
 The maximum number of inodes for this instance. The default is half of the number of your physical RAM pages, or (on a machine with highmem) the number of lowmem RAM pages, whichever is the lower.

  The tmpfs mount options for sizing ( size, nr_blocks, and nr_inodes) accept a suffix k, m or g for Ki, Mi, Gi (binary kilo, mega and giga) and can be changed on remount.

  mode= Set initial permissions of the root directory.

  
   	uid=

   	The user id.

   	gid=

   	The group id.
 

   mpol=[default|prefer:Node|bind:NodeList|interleave|interleave:NodeList] Set the NUMA memory allocation policy for all files in that instance (if the kernel CONFIG_NUMA is enabled) - which can be adjusted on the fly via 'mount -o remount ...'

  default
 prefers to allocate memory from the local node

  prefer:Node
 prefers to allocate memory from the given Node

  bind:NodeList
 allocates memory only from nodes in NodeList

  interleave
 prefers to allocate from each node in turn

  interleave:NodeList
 allocates from each node of NodeList in turn.

  The NodeList format is a comma-separated list of decimal numbers and ranges, a range being two hyphen-separated decimal numbers, the smallest and largest node numbers in the range. For example, mpol=bind:0-3,5,7,9-15

  Note that trying to mount a tmpfs with an mpol option will fail if the running kernel does not support NUMA; and will fail if its nodelist specifies a node which is not online. If your system relies on that tmpfs being mounted, but from time to time runs a kernel built without NUMA capability (perhaps a safe recovery kernel), or with fewer nodes online, then it is advisable to omit the mpol option from automatic mount options. It can be added later, when the tmpfs is already mounted on MountPoint, by 'mount -o remount,mpol=Policy:NodeList MountPoint'.

  Mount options for ubifs

  UBIFS is a flash file system which works on top of UBI volumes. Note that atime is not supported and is always turned off.

  The device name may be specified as
 ubiX_Y UBI device number X, volume number Y

  
   	ubiY

   	UBI device number 0, volume number Y
 

  ubiX:NAME
 UBI device number X, volume with name NAME

  ubi:NAME
 UBI device number 0, volume with name NAME Alternative ! separator may be used instead of :.

  The following mount options are available:

  bulk_read
 Enable bulk-read. VFS read-ahead is disabled because it slows down the file system. Bulk-Read is an internal optimization. Some flashes may read faster if the data are read at one go, rather than at several read requests. For example, OneNAND can do "read-while-load" if it reads more than one NAND page.

  no_bulk_read
 Do not bulk-read. This is the default.

  chk_data_crc
 Check data CRC-32 checksums. This is the default.

  no_chk_data_crc.
 Do not check data CRC-32 checksums. With this option, the filesystem does not check CRC-32 checksum for data, but it does check it for the internal indexing information. This option only affects reading, not writing. CRC-32 is always calculated when writing the data.

  compr={none|lzo|zlib}
 Select the default compressor which is used when new files are written. It is still possible to read compressed files if mounted with the none option.

  Mount options for udf

  udf is the "Universal Disk Format" filesystem defined by the Optical Storage Technology Association, and is often used for DVD-ROM. See also iso9660.

  
   	gid=

   	Set the default group.
 

  umask= Set the default umask. The value is given in octal.

  
   	uid=

   	Set the default user.
 

  unhide Show otherwise hidden files.

  undelete
 Show deleted files in lists.

  nostrict
 Unset strict conformance.

  iocharset
 Set the NLS character set.

  
   	bs=

   	Set the block size. (May not work unless 2048.)
 

  novrs Skip volume sequence recognition.

  session=
 Set the CDROM session counting from 0. Default: last session.

  anchor=
 Override standard anchor location. Default: 256.

  volume=
 Override the VolumeDesc location. (unused)

  partition=
 Override the PartitionDesc location. (unused)

  lastblock=
 Set the last block of the filesystem.

  fileset=
 Override the fileset block location. (unused)

  rootdir=
 Override the root directory location. (unused)

  Mount options for ufs

  ufstype=value
 UFS is a filesystem widely used in different operating systems. The problem are differences among implementations. Features of some implementations are undocumented, so its hard to recognize the type of ufs automatically. That's why the user must specify the type of ufs by mount option. Possible values are:

  
   	old

   	Old format of ufs, this is the default, read only. (Don't forget to give the -r option.)
 

  44bsd For filesystems created by a BSD-like system (NetBSD,FreeBSD,OpenBSD).

  
   	ufs2

   	Used in FreeBSD 5.x supported as read-write.
 

  5xbsd Synonym for ufs2.

  
   	sun

   	For filesystems created by SunOS or Solaris on Sparc.
 

  sunx86 For filesystems created by Solaris on x86.

  
   	hp

   	For filesystems created by HP-UX, read-only.
 

  nextstep
 For filesystems created by NeXTStep (on NeXT station) (currently read only).

  nextstep-cd
 For NextStep CDROMs (block_size == 2048), read-only.

  openstep
 For filesystems created by OpenStep (currently read only). The same filesystem type is also used by Mac OS X.

  onerror=value
 Set behaviour on error:

  panic If an error is encountered, cause a kernel panic.

  [lock|umount|repair]
 These mount options don't do anything at present; when an error is encountered only a console message is printed.

  Mount options for umsdos

  See mount options for msdos. The dotsOK option is explicitly killed by umsdos.

  Mount options for vfat

  First of all, the mount options for fat are recognized. The dotsOK option is explicitly killed by vfat. Furthermore, there are

  uni_xlate
 Translate unhandled Unicode characters to special escaped sequences. This lets you backup and restore filenames that are created with any Unicode characters. Without this option, a '?' is used when no translation is possible. The escape character is ':' because it is otherwise illegal on the vfat filesystem. The escape sequence that gets used, where u is the unicode character, is: ':', (u & 0x3f), ((u>>6) & 0x3f), (u>>12).

  posix Allow two files with names that only differ in case. This option is obsolete.

  nonumtail
 First try to make a short name without sequence number, before trying name~num.ext.

  utf8 UTF8 is the filesystem safe 8-bit encoding of Unicode that is used by the console. It can be enabled for the filesystem with this option or disabled with utf8=0, utf8=no or utf8=false. If 'uni_xlate' gets set, UTF8 gets disabled.

  shortname={lower|win95|winnt|mixed}

  Defines the behaviour for creation and display of filenames which fit into 8.3 characters. If a long name for a file exists, it will always be preferred display. There are four modes: :

  lower Force the short name to lower case upon display; store a long name when the short name is not all upper case.

  win95 Force the short name to upper case upon display; store a long name when the short name is not all upper case.

  winnt Display the shortname as is; store a long name when the short name is not all lower case or all upper case.

  mixed Display the short name as is; store a long name when the short name is not all upper case. This mode is the default since Linux 2.6.32.

  Mount options for usbfs

  devuid=uid and devgid=gid and devmode=mode Set the owner and group and mode of the device files in the usbfs filesystem (default: uid=gid=0, mode=0644). The mode is given in octal.

  busuid=uid and busgid=gid and busmode=mode Set the owner and group and mode of the bus directories in the usbfs filesystem (default: uid=gid=0, mode=0555). The mode is given in octal.

  listuid=uid and listgid=gid and listmode=mode Set the owner and group and mode of the file devices (default: uid=gid=0, mode=0444). The mode is given in octal.

  Mount options for xenix

  None.

  Mount options for xfs

  allocsize=size
 Sets the buffered I/O end-of-file preallocation size when doing delayed allocation writeout (default size is 64KiB). Valid values for this option are page size (typically 4KiB) through to 1GiB, inclusive, in power-of-2 increments.

  attr2|noattr2
 The options enable/disable (default is enabled) an "opportunistic" improvement to be made in the way inline extended attributes are stored on-disk. When the new form is used for the first time (by setting or removing extended attributes) the on-disk superblock feature bit field will be updated to reflect this format being in use.

  barrier
 Enables the use of block layer write barriers for writes into the journal and unwritten extent conversion. This allows for drive level write caching to be enabled, for devices that support write barriers.

  dmapi Enable the DMAPI (Data Management API) event callouts. Use with the mtpt option.

  grpid|bsdgroups and nogrpid|sysvgroups
 These options define what group ID a newly created file gets. When grpid is set, it takes the group ID of the directory in which it is created; otherwise (the default) it takes the fsgid of the current process, unless the directory has the setgid bit set, in which case it takes the gid from the parent directory, and also gets the setgid bit set if it is a directory itself.

  ihashsize=value
 Sets the number of hash buckets available for hashing the inmemory inodes of the specified mount point. If a value of zero is used, the value selected by the default algorithm will be displayed in /proc/mounts.

  ikeep|noikeep
 When inode clusters are emptied of inodes, keep them around on the disk (ikeep) - this is the traditional XFS behaviour and is still the default for now. Using the noikeep option, inode clusters are returned to the free space pool.

  inode64
 Indicates that XFS is allowed to create inodes at any location in the filesystem, including those which will result in inode numbers occupying more than 32 bits of significance. This is provided for backwards compatibility, but causes problems for backup applications that cannot handle large inode numbers.

  largeio|nolargeio
 If nolargeio is specified, the optimal I/O reported in st_blksize by stat(2) will be as small as possible to allow user applications to avoid inefficient read/modify/write I/O. If largeio is specified, a filesystem that has a swidth specified will return the swidth value (in bytes) in st_blksize. If the filesystem does not have a swidth specified but does specify an allocsize then allocsize (in bytes) will be returned instead. If neither of these two options are specified, then filesystem will behave as if nolargeio was specified.

  logbufs=value
 Set the number of in-memory log buffers. Valid numbers range from 2-8 inclusive. The default value is 8 buffers for any recent kernel.

  logbsize=value
 Set the size of each in-memory log buffer. Size may be specified in bytes, or in kilobytes with a "k" suffix. Valid sizes for version 1 and version 2 logs are 16384 (16k) and 32768 (32k). Valid sizes for version 2 logs also include 65536 (64k), 131072 (128k) and 262144 (256k). The default value for any recent kernel is 32768.

  logdev=device and rtdev=device
 Use an external log (metadata journal) and/or real-time device. An XFS filesystem has up to three parts: a data section, a log section, and a real-time section. The real-time section is optional, and the log section can be separate from the data section or contained within it. Refer to xfs(5).

  mtpt=mountpoint
 Use with the dmapi option. The value specified here will be included in the DMAPI mount event, and should be the path of the actual mountpoint that is used.

  noalign
 Data allocations will not be aligned at stripe unit boundaries.

  noatime
 Access timestamps are not updated when a file is read.

  norecovery
 The filesystem will be mounted without running log recovery. If the filesystem was not cleanly unmounted, it is likely to be inconsistent when mounted in norecovery mode. Some files or directories may not be accessible because of this. Filesystems mounted norecovery must be mounted read-only or the mount will fail.

  nouuid Don't check for double mounted filesystems using the filesystem uuid. This is useful to mount LVM snapshot volumes.

  osyncisosync
 Make O_SYNC writes implement true O_SYNC. WITHOUT this option, Linux XFS behaves as if an osyncisdsync option is used, which will make writes to files opened with the O_SYNC flag set behave as if the O_DSYNC flag had been used instead. This can result in better performance without compromising data safety. However if this option is not in effect, timestamp updates from O_SYNC writes can be lost if the system crashes. If timestamp updates are critical, use the osyncisosync option.

  uquota|usrquota|uqnoenforce|quota
 User disk quota accounting enabled, and limits (optionally) enforced. Refer to xfs_quota(8) for further details.

  gquota|grpquota|gqnoenforce
 Group disk quota accounting enabled and limits (optionally) enforced. Refer to xfs_quota(8) for further details.

  pquota|prjquota|pqnoenforce
 Project disk quota accounting enabled and limits (optionally) enforced. Refer to xfs_quota(8) for further details.

  sunit=value and swidth=value
 Used to specify the stripe unit and width for a RAID device or a stripe volume. value must be specified in 512-byte block units. If this option is not specified and the filesystem was made on a stripe volume or the stripe width or unit were specified for the RAID device at mkfs time, then the mount system call will restore the value from the superblock. For filesystems that are made directly on RAID devices, these options can be used to override the information in the superblock if the underlying disk layout changes after the filesystem has been created. The swidth option is required if the sunit option has been specified, and must be a multiple of the sunit value.

  swalloc
 Data allocations will be rounded up to stripe width boundaries when the current end of file is being extended and the file size is larger than the stripe width size.

  Mount options for xiafs

  None. Although nothing is wrong with xiafs, it is not used much, and is not maintained. Probably one shouldn't use it. Since Linux version 2.1.21 xiafs is no longer part of the kernel source.

  the Loop Device

  One further possible type is a mount via the loop device. For example, the command

  mount /tmp/disk.img /mnt -t vfat -o loop=/dev/loop

  will set up the loop device /dev/loop3 to correspond to the file /tmp/disk.img, and then mount this device on /mnt.

  If no explicit loop device is mentioned (but just an option '-o loop' is given), then mount will try to find some unused loop device and use that, for example

  mount /tmp/disk.img /mnt -o loop

  The mount command automatically creates a loop device from a regular file if a filesystem type is not specified or the filesystem is known for libblkid, for example:

  mount /tmp/disk.img /mnt

  mount -t ext3 /tmp/disk.img /mnt

  This type of mount knows about four options, namely loop, offset, sizelimit and encryption, that are really options to losetup(8). If the mount requires a passphrase, you will be prompted for one unless you specify a file descriptor to read from instead with the --pass-fd option. (These options can be used in addition to those specific to the filesystem type.)

  Since Linux 2.6.25 is supported auto-destruction of loop devices and then any loop device allocated by mount will be freed by umount independently on /etc/mtab.

  You can also free a loop device by hand, using 'losetup -d' or 'umount -d'.

  Return Codes

  mount has the following return codes (the bits can be ORed):

  
   	0

   	success

   	1

   	incorrect invocation or permissions

   	2

   	system error (out of memory, cannot fork, no more loop devices)

   	4

   	internal mount bug

   	8

   	user interrupt

   	16

   	problems writing or locking /etc/mtab

   	32

   	mount failure

   	64

   	some mount succeeded
 

  Notes

  The syntax of external mount helpers is:

  /sbin/mount.<suffix> spec dir [-sfnv] [-o options] [-t type.subtype]

  where the <type> is filesystem type and -sfnvo options have same meaning like standard mount options. The -t option is used for filesystems with subtypes support (for example /sbin/mount.fuse -t fuse.sshfs).

  Files

  
   	/etc/fstab

   	filesystem table

   	/etc/mtab

   	table of mounted filesystems

   	/etc/mtab~

   	lock file

   	/etc/mtab.tmp

   	temporary file
 

  /etc/filesystems a list of filesystem types to try

  See Also

  mount(2), umount(2), fstab(5), umount(8), swapon(8), nfs(5), xfs(5), e2label(8), xfs_admin(8), mountd(8), nfsd(8), mke2fs(8), tune2fs(8), losetup(8)

  Bugs

  It is possible for a corrupted filesystem to cause a crash.

  Some Linux filesystems don't support -o sync and -o dirsync (the ext2, ext3, fat and vfat filesystems do support synchronous updates (a la BSD) when mounted with the sync option).

  The -o remount may not be able to change mount parameters (all ext2fsspecific parameters, except sb, are changeable with a remount, for example, but you can't change gid or umask for the fatfs).

  Mount by label or uuid will work only if your devices have the names listed in /proc/partitions. In particular, it may well fail if the kernel was compiled with devfs but devfs is not mounted.

  It is possible that files /etc/mtab and /proc/mounts don't match. The first file is based only on the mount command options, but the content of the second file also depends on the kernel and others settings (e.g. remote NFS server. In particular case the mount command may reports unreliable information about a NFS mount point and the /proc/mounts file usually contains more reliable information.)

  Checking files on NFS filesystem referenced by file descriptors (i.e. the fcntl and ioctl families of functions) may lead to inconsistent result due to the lack of consistency check in kernel even if noac is used.

  History

  A mount command existed in Version 5 AT&T UNIX.

  Availability

  The mount command is part of the util-linux package and is available from ftp://ftp.kernel.org/pub/linux/utils/util-linux/.
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  Name

  fuse - format and options for the fuse file systems

  Description

  FUSE (Filesystem in Userspace) is a simple interface for userspace programs to export a virtual filesystem to the Linux kernel. FUSE also aims to provide a secure method for non privileged users to create and mount their own filesystem implementations.

  Configuration

  Some options regarding mount policy can be set in the file /etc/fuse.conf. Currently these options are:

  mount_max = NNN
 Set the maximum number of FUSE mounts allowed to non-root users. The default is 1000.

  user_allow_other
 Allow non-root users to specify the allow_other or allow_root mount options (see below).

  Options

  Most of the generic mount options described in mount are supported (ro, rw, suid, nosuid, dev, nodev, exec, noexec, atime, noatime, sync, async, dirsync). Filesystems are mounted with nodev,nosuid by default, which can only be overridden by a privileged user.

  General mount options:
 These are FUSE specific mount options that can be specified for all filesystems:

  default_permissions
 By default FUSE doesn't check file access permissions, the filesystem is free to implement it's access policy or leave it to the underlying file access mechanism (e.g. in case of network filesystems). This option enables permission checking, restricting access based on file mode. This is option is usually useful together with the allow_other mount option.

  allow_other
 This option overrides the security measure restricting file access to the user mounting the filesystem. So all users (including root) can access the files. This option is by default only allowed to root, but this restriction can be removed with a configuration option described in the previous section.

  allow_root
 This option is similar to allow_other but file access is limited to the user mounting the filesystem and root. This option and allow_other are mutually exclusive.

  kernel_cache
 This option disables flushing the cache of the file contents on every open(2). This should only be enabled on filesystems, where the file data is never changed externally (not through the mounted FUSE filesystem). Thus it is not suitable for network filesystems and other intermediate filesystems.

  NOTE: if this option is not specified (and neither direct_io) data is still cached after the open(2), so a read(2) system call will not always initiate a read operation.

  auto_cache
 This option enables automatic flushing of the data cache on open(2). The cache will only be flushed if the modification time or the size of the file has changed.

  large_read
 Issue large read requests. This can improve performance for some filesystems, but can also degrade performance. This option is only useful on 2.4.X kernels, as on 2.6 kernels requests size is automatically determined for optimum performance.

  direct_io
 This option disables the use of page cache (file content cache) in the kernel for this filesystem. This has several affects:

  1. Each read(2) or write(2) system call will initiate one or more read or write operations, data will not be cached in the kernel.

  2. The return value of the read() and write() system calls will correspond to the return values of the read and write operations. This is useful for example if the file size is not known in advance (before reading it).

  max_read=N
 With this option the maximum size of read operations can be set. The default is infinite. Note that the size of read requests is limited anyway to 32 pages (which is 128kbyte on i386).

  max_readahead=N
 Set the maximum number of bytes to read-ahead. The default is determined by the kernel. On linux-2.6.22 or earlier it's 131072 (128kbytes)

  max_write=N
 Set the maximum number of bytes in a single write operation. The default is 128kbytes. Note, that due to various limitations, the size of write requests can be much smaller (4kbytes). This limitation will be removed in the future.

  async_read
 Perform reads asynchronously. This is the default

  sync_read
 Perform all reads (even read-ahead) synchronously.

  hard_remove
 The default behavior is that if an open file is deleted, the file is renamed to a hidden file (.fuse_hiddenXXX), and only removed when the file is finally released. This relieves the filesystem implementation of having to deal with this problem. This option disables the hiding behavior, and files are removed immediately in an unlink operation (or in a rename operation which overwrites an existing file).

  It is recommended that you not use the hard_remove option. When hard_remove is set, the following libc functions fail on unlinked files (returning errno of ENOENT): read(2), write(2), fsync(2), close(2), f*xattr(2), ftruncate(2), fstat(2), fchmod(2), fchown(2)

  debug Turns on debug information printing by the library.

  fsname=NAME
 Sets the filesystem source (first field in /etc/mtab). The default is the mount program name.

  subtype=TYPE
 Sets the filesystem type (third field in /etc/mtab). The default is the mount program name. If the kernel suppports it, /etc/mtab and /proc/mounts will show the filesystem type as fuse.TYPE

  If the kernel doesn't support subtypes, the source filed will be TYPE#NAME, or if fsname option is not specified, just TYPE.

  use_ino
 Honor the st_ino field in kernel functions getattr() and fill_dir(). This value is used to fill in the st_ino field in the stat(2), lstat(2), fstat(2) functions and the d_ino field in the readdir(2) function. The filesystem does not have to guarantee uniqueness, however some applications rely on this value being unique for the whole filesystem.

  readdir_ino
 If use_ino option is not given, still try to fill in the d_ino field in readdir(2). If the name was previously looked up, and is still in the cache, the inode number found there will be used. Otherwise it will be set to -1. If use_ino option is given, this option is ignored.

  nonempty
 Allows mounts over a non-empty file or directory. By default these mounts are rejected to prevent accidental covering up of data, which could for example prevent automatic backup.

  umask=M
 Override the permission bits in st_mode set by the filesystem. The resulting permission bits are the ones missing from the given umask value. The value is given in octal representation.

  uid=N Override the st_uid field set by the filesystem (N is numeric).

  gid=N Override the st_gid field set by the filesystem (N is numeric).

  blkdev Mount a filesystem backed by a block device. This is a privileged option. The device must be specified with the fsname=NAME option.

  entry_timeout=T
 The timeout in seconds for which name lookups will be cached. The default is 1.0 second. For all the timeout options, it is possible to give fractions of a second as well (e.g. entry_timeout=2.8)

  negative_timeout=T
 The timeout in seconds for which a negative lookup will be cached. This means, that if file did not exist (lookup retuned ENOENT), the lookup will only be redone after the timeout, and the file/directory will be assumed to not exist until then. The default is 0.0 second, meaning that caching negative lookups are disabled.

  attr_timeout=T
 The timeout in seconds for which file/directory attributes are cached. The default is 1.0 second.

  ac_attr_timeout=T
 The timeout in seconds for which file attributes are cached for the purpose of checking if auto_cache should flush the file data on open. The default is the value of attr_timeout

  intr Allow requests to be interrupted. Turning on this option may result in unexpected behavior, if the filesystem does not support request interruption.

  intr_signal=NUM
 Specify which signal number to send to the filesystem when a request is interrupted. The default is hardcoded to USR1.

  modules=M1[:M2...]
 Add modules to the filesystem stack. Modules are pushed in the order they are specified, with the original filesystem being on the bottom of the stack.

  Fuse Modules (stacking)

  Modules are filesystem stacking support to high level API. Filesystem modules can be built into libfuse or loaded from shared object

  iconv
 Perform file name character set conversion. Options are:

  from_code=CHARSET
 Character set to convert from (see iconv -l for a list of possible values). Default is UTF-8.

  to_code=CHARSET
 Character set to convert to. Default is determined by the current locale.

  subdir
 Prepend a given directory to each path. Options are:

  subdir=DIR
 Directory to prepend to all paths. This option is mandatory.

  rellinks
 Transform absolute symlinks into relative

  norellinks
 Do not transform absolute symlinks into relative. This is the default.

  Security

  The fusermount program is installed set-user-gid to fuse. This is done to allow users from fuse group to mount their own filesystem implementations. There must however be some limitations, in order to prevent Bad User from doing nasty things. Currently those limitations are:

  1. The user can only mount on a mountpoint, for which it has write permission

  2. The mountpoint is not a sticky directory which isn't owned by the user (like /tmp usually is)

  3. No other user (including root) can access the contents of the mounted filesystem.

  Note

  FUSE filesystems are unmounted using the fusermount(1) command (fusermount -u mountpoint).

  Authors

  The main author of FUSE is Miklos Szeredi <mszeredi@inf.bme.hu>.

  This man page was written by Bastien Roucaries <roucaries.bastien+debian@gmail.com> for the Debian GNU/Linux distribution (but it may be used by others) from README file.

  See Also

  fusermount(1) mount(8)
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  Name

  pivot_root - change the root filesystem

  Synopsis

  pivot_root new_root put_old

  Description

  pivot_root moves the root file system of the current process to the directory put_old and makes new_root the new root file system. Since pivot_root(8) simply calls pivot_root(2), we refer to the man page of the latter for further details.

  Note that, depending on the implementation of pivot_root, root and cwd of the caller may or may not change. The following is a sequence for invoking pivot_root that works in either case, assuming that pivot_root and chroot are in the current PATH:

  cd new_root
 pivot_root . put_old
 exec chroot . command

  Note that chroot must be available under the old root and under the new root, because pivot_root may or may not have implicitly changed the root directory of the shell.

  Note that exec chroot changes the running executable, which is necessary if the old root directory should be unmounted afterwards. Also note that standard input, output, and error may still point to a device on the old root file system, keeping it busy. They can easily be changed when invoking chroot (see below; note the absence of leading slashes to make it work whether pivot_root has changed the shell's root or not).

  Examples

  Change the root file system to /dev/hda1 from an interactive shell:

  mount /dev/hda1 /new-root
 cd /new-root
 pivot_root . old-root
 exec chroot . sh <dev/console >dev/console 2>&1 umount /old-root

  Mount the new root file system over NFS from 10.0.0.1:/my_root and run init:

  
   	ifconfig lo 127.0.0.1 up

   	# for portmap # configure Ethernet or such

   	portmap

   	# for lockd (implicitly started by mount) mount -o ro 10.0.0.1:/my_root /mnt

   	killall portmap

   	# portmap keeps old root busy cd /mnt pivot_root . old_root exec chroot . sh -c 'umount /old_root; exec /sbin/init' \ <dev/console >dev/console 2>&1
 

  See Also

  chroot(1), mount(8), pivot_root(2), umount(8)

  Availability

  The pivot_root command is part of the util-linux package and is available from ftp://ftp.kernel.org/pub/linux/utils/util-linux/.
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  Name

  reboot, halt, poweroff - reboot or stop the system

  Synopsis

  reboot [OPTION]...

  halt [OPTION]...

  poweroff [OPTION]...

  Description

  These programs allow a system administrator to reboot, halt or poweroff the system.

  When called with --force or when in runlevel 0 or 6, this tool invokes the reboot(2) system call itself and directly reboots the system. Otherwise this simply invokes the shutdown(8) tool with the appropriate arguments.

  Before invoking reboot(2), a shutdown time record is first written to /var/log/wtmp

  Options

  -f, --force
 Does not invoke shutdown(8) and instead performs the actual action you would expect from the name.

  
   	-p, --poweroff

   	Instructs the halt command to instead behave as poweroff.

   	-w, --wtmp-only

   	Does not call shutdown(8) or the reboot(2) system call and instead only writes the shutdown record to /var/log/wtmp

   	--verbose

   	Outputs slightly more verbose messages when rebooting, useful for debugging problems with shutdown.
 

  Environment

  RUNLEVEL
 reboot will read the current runlevel from this environment variable if set in preference to reading from /var/run/utmp

  Files

  /var/run/utmp
 Where the current runlevel will be read from; this file will also be updated with the runlevel record being replaced by a shutdown time record.

  /var/log/wtmp
 A new runlevel record for the shutdown time will be appended to this file.

  Author

  Written by Scott James Remnant <scott@netsplit.com>

  Reporting Bugs

  Report bugs at <https://launchpad.net/upstart/+bugs>

  Copyright

  Copyright  2009 Canonical Ltd.
 This is free software; see the source for copying conditions. There is NO warranty; not even for MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.

  See Also

  shutdown(8) telinit(8) runlevel(8)
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  Name

  reboot, halt, poweroff - reboot or stop the system

  Synopsis

  reboot [OPTION]...

  halt [OPTION]...

  poweroff [OPTION]...

  Description

  These programs allow a system administrator to reboot, halt or poweroff the system.

  When called with --force or when in runlevel 0 or 6, this tool invokes the reboot(2) system call itself and directly reboots the system. Otherwise this simply invokes the shutdown(8) tool with the appropriate arguments.

  Before invoking reboot(2), a shutdown time record is first written to /var/log/wtmp

  Options

  -f, --force
 Does not invoke shutdown(8) and instead performs the actual action you would expect from the name.

  
   	-p, --poweroff

   	Instructs the halt command to instead behave as poweroff.

   	-w, --wtmp-only

   	Does not call shutdown(8) or the reboot(2) system call and instead only writes the shutdown record to /var/log/wtmp

   	--verbose

   	Outputs slightly more verbose messages when rebooting, useful for debugging problems with shutdown.
 

  Environment

  RUNLEVEL
 reboot will read the current runlevel from this environment variable if set in preference to reading from /var/run/utmp

  Files

  /var/run/utmp
 Where the current runlevel will be read from; this file will also be updated with the runlevel record being replaced by a shutdown time record.

  /var/log/wtmp
 A new runlevel record for the shutdown time will be appended to this file.

  Author

  Written by Scott James Remnant <scott@netsplit.com>

  Reporting Bugs

  Report bugs at <https://launchpad.net/upstart/+bugs>

  Copyright

  Copyright  2009 Canonical Ltd.
 This is free software; see the source for copying conditions. There is NO warranty; not even for MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.

  See Also

  shutdown(8) telinit(8) runlevel(8)
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  Name

  rmmod - simple program to remove a module from the Linux Kernel

  Synopsis

  rmmod [-f] [-w] [-s] [-v] [modulename]

  Description

  rmmod is a trivial program to remove a module (when module unloading support is provided) from the kernel. Most users will want to use modprobe(8) with the -r option instead.

  Options

  -v --verbose
 Print messages about what the program is doing. Usually rmmod prints messages only if something goes wrong.

  
   	-f --force

   	This option can be extremely dangerous: it has no effect unless CONFIG_MODULE_FORCE_UNLOAD was set when the kernel was compiled. With this option, you can remove modules which are being used, or which are not designed to be removed, or have been marked as unsafe (see lsmod(8)).

   	-w --wait Normally, rmmod will refuse to unload modules

   	which are in use. With this option, rmmod will isolate the module, and wait until the module is no longer used. Nothing new will be able to use the module, but it's up to you to make sure the current users eventually finish with it. See lsmod(8)) for information on usage counts.

   	-s --syslog

   	Send errors to syslog instead of standard error.

   	-V --version

   	Show version of program and exit.
 

  Copyright

  This manual page originally Copyright 2002, Rusty Russell, IBM Corporation. Maintained by Jon Masters and others.

  See Also

  
   	modprobe(8), insmod(8), lsmod(8)

   	modinfo(8)
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  Name

  setfont - load EGA/VGA console screen font

  Synopsis

  setfont [-O font+umap.orig] [-o font.orig] [-om cmap.orig] [-ou umap.orig] [-N] [font.new ...] [-m cmap] [-u umap] [-C console] [-hH] [-v] [-V]

  Description

  The setfont command reads a font from the file font.new and loads it into the EGA/VGA character generator, and optionally outputs the previous font. It can also load various mapping tables and output the previous versions.

  If no args are given (or only the option -N for some number N), then a default (8xN) font is loaded (see below). One may give several small fonts, all containing a Unicode table, and setfont will combine them and load the union. Typical use:

  setfont
 Load a default font.

  setfont drdos8x16
 Load a given font (here the 448-glyph drdos font).

  setfont cybercafe -u cybercafe
 Load a given font that does not have a Unicode map and provide one explicitly.

  setfont LatArCyrHeb-19 -m 8859-2
 Load a given font (here a 512-glyph font combining several character sets) and indicate that one's local character set is ISO 8859-2.

  Note: if a font has more than 256 glyphs, only 8 out of 16 colors can be used simultaneously. It can make console perception worse (loss of intensity and even some colors).

  Font Formats

  The standard Linux font format is the PSF font. It has a header describing font properties like character size, followed by the glyph bitmaps, optionally followed by a Unicode mapping table giving the Unicode value for each glyph. Several other (obsolete) font formats are recognized. If the input file has code page format (probably with suffix .cp), containing three fonts with sizes e.g. 8x8, 8x14 and 8x16, then one of the options -8 or -14 or -16 must be used to select one. Raw font files are binary files of size 256*N bytes, containing bit images for each of 256 characters, one byte per scan line, and N bytes per character (0 < N <= 32). Most fonts have a width of 8 bits, but with the framebuffer device (fb) other widths can be used.

  Font Height

  The program setfont has no built-in knowledge of VGA video modes, but just asks the kernel to load the character ROM of the video card with certain bitmaps. However, since Linux 1.3.1 the kernel knows enough about EGA/VGA video modes to select a different line distance. The default character height will be the number N inferred from the font or specified by option. However, the user can specify a different character height H using the -h option.

  Console Maps

  Several mappings are involved in the path from user program output to console display. If the console is in utf8 mode (see unicode_start(1)) then the kernel expects that user program output is coded as UTF-8 (see utf-8(7)), and converts that to Unicode (ucs2). Otherwise, a translation table is used from the 8-bit program output to 16-bit Unicode values. Such a translation table is called a Unicode console map. There are four of them: three built into the kernel, the fourth settable using the -m option of setfont. An escape sequence chooses between these four tables; after loading a cmap, setfont will output the escape sequence Esc ( K that makes it the active translation.

  Suitable arguments for the -m option are for example 8859-1, 8859-2, ..., 8859-15, cp437, ..., cp1250.

  Given the Unicode value of the symbol to be displayed, the kernel finds the right glyph in the font using the Unicode mapping info of the font and displays it.

  Old fonts do not have Unicode mapping info, and in order to handle them there are direct-to-font maps (also loaded using -m) that give a correspondence between user bytes and font positions. The most common correspondence is the one given in the file trivial (where user byte values are used directly as font positions). Other correspondences are sometimes preferable since the PC video hardware expects line drawing characters in certain font positions.

  Giving a -m none argument inhibits the loading and activation of a mapping table. The previous console map can be saved to a file using the -om file option. These options of setfont render mapscrn(8) obsolete. (However, it may be useful to read that man page.)

  Unicode Font Maps

  The correspondence between the glyphs in the font and Unicode values is described by a Unicode mapping table. Many fonts have a Unicode mapping table included in the font file, and an explicit table can be indicated using the -u option. The program setfont will load such a Unicode mapping table, unless a -u none argument is given. The previous Unicode mapping table will be saved as part of the saved font file when the -O option is used. It can be saved to a separate file using the -ou file option. These options of setfont render loadunimap(8) obsolete.

  The Unicode mapping table should assign some glyph to the 'missing character' value U+fffd, otherwise missing characters are not translated, giving a usually very confusing result.

  Usually no mapping table is needed, and a Unicode mapping table is already contained in the font (sometimes this is indicated by the .psfu extension), so that most users need not worry about the precise meaning and functioning of these mapping tables.

  One may add a Unicode mapping table to a psf font using psfaddtable(1).

  Options

  
   	-h H

   	Override font height.

   	-m file

   	Load console map or Unicode console map from file.

   	-o file

   	Save previous font in file.

   	-O file

   	Save previous font and Unicode map in file.

   	-om file

   	Store console map in file.

   	-ou file

   	Save previous Unicode map in file.

   	-u file

   	Load Unicode table describing the font from file.

   	-C console

   	Set the font for the indicated console. (May require root permissions.)

   	-v

   	Be verbose.

   	-V

   	Print version and exit.
 

  Note

  PC video hardware allows one to use the "intensity" bit either to indicate brightness, or to address 512 (instead of 256) glyphs in the font. So, if the font has more than 256 glyphs, the console will be reduced to 8 (instead of 16) colors.

  Files

  /usr/share/consolefonts is the default font directory. /usr/share/unimaps is the default directory for Unicode maps. /usr/share/consoletrans is the default directory for screen mappings. The default font is a file default (or default8xN if the -N option was given for some number N) perhaps with suitable extension (like .psf).

  See Also

  psfaddtable(1), unicode_start(1), loadunimap(8), utf-8(7), mapscrn(8)
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  Name

  dash - command interpreter (shell)

  Synopsis

  dash [-aCefnuvxIimqVEb] [+aCefnuvxIimqVEb] [-o option_name] [+o option_name] [command_file [argument ...]] dash -c [-aCefnuvxIimqVEb] [+aCefnuvxIimqVEb] [-o option_name] [+o option_name] command_string [command_name [argument ...]] dash -s [-aCefnuvxIimqVEb] [+aCefnuvxIimqVEb] [-o option_name] [+o option_name] [argument ...]

  Description

  dash is the standard command interpreter for the system. The current version of dash is in the process of being changed to conform with the POSIX 1003.2 and 1003.2a specifications for the shell. This version has many features which make it appear similar in some respects to the Korn shell, but it is not a Korn shell clone (see ksh(1)). Only features designated by POSIX, plus a few Berkeley extensions, are being incorporated into this shell. This man page is not intended to be a tutorial or a complete specification of the shell.

  Overview
 The shell is a command that reads lines from either a file or the terminal, interprets them, and generally executes other commands. It is the program that is running when a user logs into the system (although a user can select a different shell with the chsh(1) command). The shell implements a language that has flow control constructs, a macro facility that provides a variety of features in addition to data storage, along with built in history and line editing capabilities. It incorporates many features to aid interactive use and has the advantage that the interpretative language is common to both interactive and non-interactive use (shell scripts). That is, commands can be typed directly to the running shell or can be put into a file and the file can be executed directly by the shell.

  Invocation
 If no args are present and if the standard input of the shell is connected to a terminal (or if the -i flag is set), and the -c option is not present, the shell is considered an interactive shell. An interactive shell generally prompts before each command and handles programming and command errors differently (as described below). When first starting, the shell inspects argument 0, and if it begins with a dash '-', the shell is also considered a login shell. This is normally done automatically by the system when the user first logs in. A login shell first reads commands from the files /etc/profile and .profile if they exist. If the environment variable ENV is set on entry to an interactive shell, or is set in the .profile of a login shell, the shell next reads commands from the file named in ENV. Therefore, a user should place commands that are to be executed only at login time in the .profile file, and commands that are executed for every interactive shell inside the ENV file. To set the ENV variable to some file, place the following line in your .profile of your home directory

  ENV=$HOME/.shinit; export ENV

  substituting for ".shinit" any filename you wish.

  If command line arguments besides the options have been specified, then the shell treats the first argument as the name of a file from which to read commands (a shell script), and the remaining arguments are set as the positional parameters of the shell ($1, $2, etc). Otherwise, the shell reads commands from its standard input.

  Argument List Processing
 All of the single letter options that have a corresponding name can be used as an argument to the -o option. The set -o name is provided next to the single letter option in the description below. Specifying a dash "-" turns the option on, while using a plus "+" disables the option. The following options can be set from the command line or with the set builtin (described later).

  
   	-a allexport

   	Export all variables assigned to.

   	-c

   	Read commands from the command_string operand instead of from the standard input. Special parameter 0 will be set from the command_name operand and the positional parameters ($1, $2, etc.) set from the remaining argument operands.

   	-C noclobber

   	Don't overwrite existing files with ">".

   	-e errexit

   	If not interactive, exit immediately if any untested command fails. The exit status of a command is considered to be explicitly tested if the command is used to control an if, elif, while, or until; or if the command is the left hand operand of an "&&" or "||" operator.

   	-f noglob

   	Disable pathname expansion.

   	-n noexec

   	If not interactive, read commands but do not execute them. This is useful for checking the syntax of shell scripts.

   	-u nounset

   	Write a message to standard error when attempting to expand a variable that is not set, and if the shell is not interactive, exit immediately.

   	-v verbose

   	The shell writes its input to standard error as it is read. Useful for debugging.

   	-x xtrace

   	Write each command to standard error (preceded by a '+ ') before it is executed. Useful for debugging.

   	-I ignoreeof

   	Ignore EOF's from input when interactive.

   	-i interactive

   	Force the shell to behave interactively.

   	-l

   	Make dash act as if it had been invoked as a login shell.

   	-m monitor

   	Turn on job control (set automatically when interactive).

   	-s stdin

   	Read commands from standard input (set automatically if no file arguments are present). This option has no effect when set after the shell has already started running (i.e. with set).

   	-V vi

   	Enable the built-in vi(1) command line editor (disables -E if it has been set).

   	-E emacs

   	Enable the built-in emacs(1) command line editor (disables -V if it has been set).

   	-b notify

   	Enable asynchronous notification of background job completion. (UNIMPLEMENTED for 4.4alpha)
 

  Lexical Structure
 The shell reads input in terms of lines from a file and breaks it up into words at whitespace (blanks and tabs), and at certain sequences of characters that are special to the shell called "operators". There are two types of operators: control operators and redirection operators (their meaning is discussed later). Following is a list of operators:

  Control operators:
 & && ( ) ; ;; | || <newline>

  Redirection operators:
 < > >| << >> <& >& <<- <>

  Quoting
 Quoting is used to remove the special meaning of certain characters or words to the shell, such as operators, whitespace, or keywords. There are three types of quoting: matched single quotes, matched double quotes, and backslash.

  Backslash
 A backslash preserves the literal meaning of the following character, with the exception of <newline>. A backslash preceding a <newline> is treated as a line continuation.

  Single Quotes
 Enclosing characters in single quotes preserves the literal meaning of all the characters (except single quotes, making it impossible to put single-quotes in a single-quoted string).

  Double Quotes
 Enclosing characters within double quotes preserves the literal meaning of all characters except dollarsign ($), backquote ('), and backslash (\). The backslash inside double quotes is historically weird, and serves to quote only the following characters: $ ' " \ <newline>.
 Otherwise it remains literal.

  Reserved Words
 Reserved words are words that have special meaning to the shell and are recognized at the beginning of a line and after a control operator. The following are reserved words:

  
   	!

   	elif fi while case else for then { } do done until if esac
 

  Their meaning is discussed later.

  Aliases
 An alias is a name and corresponding value set using the alias(1) builtin command. Whenever a reserved word may occur (see above), and after checking for reserved words, the shell checks the word to see if it matches an alias. If it does, it replaces it in the input stream with its value. For example, if there is an alias called "lf" with the value "ls -F", then the input:

  lf foobar <return>

  would become

  ls -F foobar <return>

  Aliases provide a convenient way for naive users to create shorthands for commands without having to learn how to create functions with arguments. They can also be used to create lexically obscure code. This use is discouraged.

  Commands
 The shell interprets the words it reads according to a language, the specification of which is outside the scope of this man page (refer to the BNF in the POSIX 1003.2 document). Essentially though, a line is read and if the first word of the line (or after a control operator) is not a reserved word, then the shell has recognized a simple command. Otherwise, a complex command or some other special construct may have been recognized.

  Simple Commands
 If a simple command has been recognized, the shell performs the following actions:

  1. Leading words of the form "name=value" are stripped off and assigned to the environment of the simple command. Redirection operators and their arguments (as described below) are stripped off and saved for processing.

  2. The remaining words are expanded as described in the section called "Expansions", and the first remaining word is considered the command name and the command is located. The remaining words are considered the arguments of the command. If no command name resulted, then the "name=value" variable assignments recognized in item 1 affect the current shell.

  3. Redirections are performed as described in the next section.

  Redirections
 Redirections are used to change where a command reads its input or sends its output. In general, redirections open, close, or duplicate an existing reference to a file. The overall format used for redirection is:

  [n] redir-op file

  where redir-op is one of the redirection operators mentioned previously. Following is a list of the possible redirections. The [n] is an optional number, as in '3' (not '[3]'), that refers to a file descriptor.

  
   	[n]> file

   	Redirect standard output (or n) to file.
 

  [n]>| file Same, but override the -C option.

  [n]>> file Append standard output (or n) to file.

  
   	[n]< file

   	Redirect standard input (or n) from file.

   	[n1]<&n2

   	Duplicate standard input (or n1) from file descriptor n2.

   	[n]<&-

   	Close standard input (or n).

   	[n1]>&n2

   	Duplicate standard output (or n1) to n2.

   	[n]>&-

   	Close standard output (or n).
 

  [n]<> file Open file for reading and writing on standard input (or n).

  The following redirection is often called a "here-document".

  [n]<< delimiter
 here-doc-text ...
 delimiter

  All the text on successive lines up to the delimiter is saved away and made available to the command on standard input, or file descriptor n if it is specified. If the delimiter as specified on the initial line is quoted, then the here-doc-text is treated literally, otherwise the text is subjected to parameter expansion, command substitution, and arithmetic expansion (as described in the section on "Expansions"). If the operator is "<<-" instead of "<<", then leading tabs in the here-doc-text are stripped.

  Search and Execution
 There are three types of commands: shell functions, builtin commands, and normal programs -- and the command is searched for (by name) in that order. They each are executed in a different way.

  When a shell function is executed, all of the shell positional parameters (except $0, which remains unchanged) are set to the arguments of the shell function. The variables which are explicitly placed in the environment of the command (by placing assignments to them before the function name) are made local to the function and are set to the values given. Then the command given in the function definition is executed. The positional parameters are restored to their original values when the command completes. This all occurs within the current shell.

  Shell builtins are executed internally to the shell, without spawning a new process.

  Otherwise, if the command name doesn't match a function or builtin, the command is searched for as a normal program in the file system (as described in the next section). When a normal program is executed, the shell runs the program, passing the arguments and the environment to the program. If the program is not a normal executable file (i.e., if it does not begin with the "magic number" whose ASCII representation is "#!", so execve(2) returns ENOEXEC then) the shell will interpret the program in a subshell. The child shell will reinitialize itself in this case, so that the effect will be as if a new shell had been invoked to handle the ad-hoc shell script, except that the location of hashed commands located in the parent shell will be remembered by the child.

  Note that previous versions of this document and the source code itself misleadingly and sporadically refer to a shell script without a magic number as a "shell procedure".

  Path Search
 When locating a command, the shell first looks to see if it has a shell function by that name. Then it looks for a builtin command by that name. If a builtin command is not found, one of two things happen:

  1. Command names containing a slash are simply executed without performing any searches.

  2. The shell searches each entry in PATH in turn for the command. The value of the PATH variable should be a series of entries separated by colons. Each entry consists of a directory name. The current directory may be indicated implicitly by an empty directory name, or explicitly by a single period.

  Command Exit Status
 Each command has an exit status that can influence the behaviour of other shell commands. The paradigm is that a command exits with zero for normal or success, and non-zero for failure, error, or a false indication. The man page for each command should indicate the various exit codes and what they mean. Additionally, the builtin commands return exit codes, as does an executed shell function.

  If a command consists entirely of variable assignments then the exit status of the command is that of the last command substitution if any, otherwise 0.

  Complex Commands
 Complex commands are combinations of simple commands with control operators or reserved words, together creating a larger complex command. More generally, a command is one of the following:

  
   	*

   	simple command
 

  * pipeline

  
   	*

   	list or compound-list

   	*

   	compound command

   	*

   	function definition
 

  Unless otherwise stated, the exit status of a command is that of the last simple command executed by the command.

  Pipelines
 A pipeline is a sequence of one or more commands separated by the control operator |. The standard output of all but the last command is connected to the standard input of the next command. The standard output of the last command is inherited from the shell, as usual.

  The format for a pipeline is:

  [!] command1 [| command2 ...]

  The standard output of command1 is connected to the standard input of command2. The standard input, standard output, or both of a command is considered to be assigned by the pipeline before any redirection specified by redirection operators that are part of the command.

  If the pipeline is not in the background (discussed later), the shell waits for all commands to complete.

  If the reserved word ! does not precede the pipeline, the exit status is the exit status of the last command specified in the pipeline. Otherwise, the exit status is the logical NOT of the exit status of the last command. That is, if the last command returns zero, the exit status is 1; if the last command returns greater than zero, the exit status is zero.

  Because pipeline assignment of standard input or standard output or both takes place before redirection, it can be modified by redirection. For example:

  $ command1 2>&1 | command2

  sends both the standard output and standard error of command1 to the standard input of command2.

  A ; or <newline> terminator causes the preceding AND-OR-list (described next) to be executed sequentially; a & causes asynchronous execution of the preceding AND-OR-list.

  Note that unlike some other shells, each process in the pipeline is a child of the invoking shell (unless it is a shell builtin, in which case it executes in the current shell -- but any effect it has on the environment is wiped).

  Background Commands -- &
 If a command is terminated by the control operator ampersand (&), the shell executes the command asynchronously -- that is, the shell does not wait for the command to finish before executing the next command.

  The format for running a command in background is:

  command1 & [command2 & ...]

  If the shell is not interactive, the standard input of an asynchronous command is set to /dev/null.

  Lists -- Generally Speaking
 A list is a sequence of zero or more commands separated by newlines, semicolons, or ampersands, and optionally terminated by one of these three characters. The commands in a list are executed in the order they are written. If command is followed by an ampersand, the shell starts the command and immediately proceed onto the next command; otherwise it waits for the command to terminate before proceeding to the next one.

  Short-Circuit List Operators
 "&&" and "||" are AND-OR list operators. "&&" executes the first command, and then executes the second command iff the exit status of the first command is zero. "||" is similar, but executes the second command iff the exit status of the first command is nonzero. "&&" and "||" both have the same priority.

  Flow-Control Constructs -- if, while, for, case The syntax of the if command is

  if list
 then list
 [ elif list

  

  
   	then

   	list ] ... [ else list ] fi
 

  The syntax of the while command is

  while list
 do list
 done

  The two lists are executed repeatedly while the exit status of the first list is zero. The until command is similar, but has the word until in place of while, which causes it to repeat until the exit status of the first list is zero.

  The syntax of the for command is

  for variable [ in [ word ... ] ] do list
 done

  The words following in are expanded, and then the list is executed repeatedly with the variable set to each word in turn. Omitting in word ... is equivalent to in "$@".

  The syntax of the break and continue command is

  break [ num ]
 continue [ num ]

  Break terminates the num innermost for or while loops. Continue continues with the next iteration of the innermost loop. These are implemented as builtin commands.

  The syntax of the case command is

  case word in
 [(]pattern) list ;;
 ...
 esac

  The pattern can actually be one or more patterns (see Shell Patterns described later), separated by "|" characters. The "(" character before the pattern is optional.

  Grouping Commands Together
 Commands may be grouped by writing either

  (list)

  or

  { list; }

  The first of these executes the commands in a subshell. Builtin commands grouped into a (list) will not affect the current shell. The second form does not fork another shell so is slightly more efficient. Grouping commands together this way allows you to redirect their output as though they were one program:

  { printf " hello " ; printf " world\n" ; } > greeting

  Note that "}" must follow a control operator (here, ";") so that it is recognized as a reserved word and not as another command argument.

  Functions
 The syntax of a function definition is

  name () command

  A function definition is an executable statement; when executed it installs a function named name and returns an exit status of zero. The command is normally a list enclosed between "{" and "}".

  Variables may be declared to be local to a function by using a local command. This should appear as the first statement of a function, and the syntax is

  local [variable | -] ...

  Local is implemented as a builtin command.

  When a variable is made local, it inherits the initial value and exported and readonly flags from the variable with the same name in the surrounding scope, if there is one. Otherwise, the variable is initially unset. The shell uses dynamic scoping, so that if you make the variable x local to function f, which then calls function g, references to the variable x made inside g will refer to the variable x declared inside f, not to the global variable named x.

  The only special parameter that can be made local is "-". Making "-" local any shell options that are changed via the set command inside the function to be restored to their original values when the function returns.

  The syntax of the return command is

  return [exitstatus]

  It terminates the currently executing function. Return is implemented as a builtin command.

  Variables and Parameters
 The shell maintains a set of parameters. A parameter denoted by a name is called a variable. When starting up, the shell turns all the environment variables into shell variables. New variables can be set using the form

  name=value

  Variables set by the user must have a name consisting solely of alphabetics, numerics, and underscores - the first of which must not be numeric. A parameter can also be denoted by a number or a special character as explained below.

  Positional Parameters
 A positional parameter is a parameter denoted by a number (n > 0). The shell sets these initially to the values of its command line arguments that follow the name of the shell script. The set builtin can also be used to set or reset them.

  Special Parameters
 A special parameter is a parameter denoted by one of the following special characters. The value of the parameter is listed next to its character.

  
   	*

   	Expands to the positional parameters, starting from one. When the expansion occurs within a double-quoted string it expands to a single field with the value of each parameter separated by the first character of the IFS variable, or by a <space> if IFS is unset.

   	@

   	Expands to the positional parameters, starting from one. When the expansion occurs within double-quotes, each positional parameter expands as a separate argument. If there are no positional parameters, the expansion of @ generates zero arguments, even when @ is double-quoted. What this basically means, for example, is if $1 is "abc" and $2 is "def ghi", then "$@" expands to the two arguments:
 

  "abc" "def ghi"

  
   	#

   	Expands to the number of positional parameters.

   	?

   	Expands to the exit status of the most recent pipeline.

   	- (Hyphen.)

   	Expands to the current option flags (the single-letter option names concatenated into a string) as specified on invocation, by the set builtin command, or implicitly by the shell.

   	$

   	Expands to the process ID of the invoked shell. A subshell retains the same value of $ as its parent.

   	!

   	Expands to the process ID of the most recent background command executed from the current shell. For a pipeline, the process ID is that of the last command in the pipeline.

   	0 (Zero.)

   	Expands to the name of the shell or shell script.
 

  Word Expansions
 This clause describes the various expansions that are performed on words. Not all expansions are performed on every word, as explained later.

  Tilde expansions, parameter expansions, command substitutions, arithmetic expansions, and quote removals that occur within a single word expand to a single field. It is only field splitting or pathname expansion that can create multiple fields from a single word. The single exception to this rule is the expansion of the special parameter @ within doublequotes, as was described above.

  The order of word expansion is:

  1. Tilde Expansion, Parameter Expansion, Command Substitution, Arithmetic Expansion (these all occur at the same time).

  2. Field Splitting is performed on fields generated by step (1) unless the IFS variable is null.

  3. Pathname Expansion (unless set -f is in effect).

  4. Quote Removal.

  The $ character is used to introduce parameter expansion, command substitution, or arithmetic evaluation.

  Tilde Expansion (substituting a user's home directory) A word beginning with an unquoted tilde character (~) is subjected to tilde expansion. All the characters up to a slash (/) or the end of the word are treated as a username and are replaced with the user's home directory. If the username is missing (as in ~/foobar), the tilde is replaced with the value of the HOME variable (the current user's home directory).

  Parameter Expansion
 The format for parameter expansion is as follows:

  ${expression}

  where expression consists of all characters until the matching "}". Any "}" escaped by a backslash or within a quoted string, and characters in embedded arithmetic expansions, command substitutions, and variable expansions, are not examined in determining the matching "}".

  The simplest form for parameter expansion is:

  ${parameter}

  The value, if any, of parameter is substituted.

  The parameter name or symbol can be enclosed in braces, which are optional except for positional parameters with more than one digit or when parameter is followed by a character that could be interpreted as part of the name. If a parameter expansion occurs inside double-quotes:

  1. Pathname expansion is not performed on the results of the expansion.

  2. Field splitting is not performed on the results of the expansion, with the exception of @.

  In addition, a parameter expansion can be modified by using one of the following formats.

  
   	${parameter:-word}

   	Use Default Values. If parameter is unset or null, the expansion of word is substituted; otherwise, the value of parameter is substituted.

   	${parameter:=word}

   	Assign Default Values. If parameter is unset or null, the expansion of word is assigned to parameter. In all cases, the final value of parameter is substituted. Only variables, not positional parameters or special parameters, can be assigned in this way.
 

  ${parameter:?[word]} Indicate Error if Null or Unset. If parameter is unset or null, the expansion of word (or a message indicating it is unset if word is omitted) is written to standard error and the shell exits with a nonzero exit status. Otherwise, the value of parameter is substituted. An interactive shell need not exit.

  
   	${parameter:+word}

   	Use Alternative Value. If parameter is unset or null, null is substituted; otherwise, the expansion of word is substituted.
 

  In the parameter expansions shown previously, use of the colon in the format results in a test for a parameter that is unset or null; omission of the colon results in a test for a parameter that is only unset.

  
   	${#parameter}

   	String Length. The length in characters of the value of parameter.
 

  The following four varieties of parameter expansion provide for substring processing. In each case, pattern matching notation (see Shell Patterns), rather than regular expression notation, is used to evaluate the patterns. If parameter is * or @, the result of the expansion is unspecified. Enclosing the full parameter expansion string in doublequotes does not cause the following four varieties of pattern characters to be quoted, whereas quoting characters within the braces has this effect.

  
   	${parameter%word}

   	Remove Smallest Suffix Pattern. The word is expanded to produce a pattern. The parameter expansion then results in parameter, with the smallest portion of the suffix matched by the pattern deleted.

   	${parameter%%word}

   	Remove Largest Suffix Pattern. The word is expanded to produce a pattern. The parameter expansion then results in parameter, with the largest portion of the suffix matched by the pattern deleted.

   	${parameter#word}

   	Remove Smallest Prefix Pattern. The word is expanded to produce a pattern. The parameter expansion then results in parameter, with the smallest portion of the prefix matched by the pattern deleted.

   	${parameter##word}

   	Remove Largest Prefix Pattern. The word is expanded to produce a pattern. The parameter expansion then results in parameter, with the largest portion of the prefix matched by the pattern deleted.
 

  Command Substitution
 Command substitution allows the output of a command to be substituted in place of the command name itself. Command substitution occurs when the command is enclosed as follows:

  $(command)

  or ("backquoted" version):

  'command'

  The shell expands the command substitution by executing command in a subshell environment and replacing the command substitution with the standard output of the command, removing sequences of one or more <newline>s at the end of the substitution. (Embedded <newline>s before the end of the output are not removed; however, during field splitting, they may be translated into <space>s, depending on the value of IFS and quoting that is in effect.)

  Arithmetic Expansion
 Arithmetic expansion provides a mechanism for evaluating an arithmetic expression and substituting its value. The format for arithmetic expansion is as follows:

  $((expression))

  The expression is treated as if it were in double-quotes, except that a double-quote inside the expression is not treated specially. The shell expands all tokens in the expression for parameter expansion, command substitution, and quote removal.

  Next, the shell treats this as an arithmetic expression and substitutes the value of the expression.

  White Space Splitting (Field Splitting)
 After parameter expansion, command substitution, and arithmetic expansion the shell scans the results of expansions and substitutions that did not occur in double-quotes for field splitting and multiple fields can result.

  The shell treats each character of the IFS as a delimiter and uses the delimiters to split the results of parameter expansion and command substitution into fields.

  Pathname Expansion (File Name Generation)
 Unless the -f flag is set, file name generation is performed after word splitting is complete. Each word is viewed as a series of patterns, separated by slashes. The process of expansion replaces the word with the names of all existing files whose names can be formed by replacing each pattern with a string that matches the specified pattern. There are two restrictions on this: first, a pattern cannot match a string containing a slash, and second, a pattern cannot match a string starting with a period unless the first character of the pattern is a period. The next section describes the patterns used for both Pathname Expansion and the case command.

  Shell Patterns
 A pattern consists of normal characters, which match themselves, and meta-characters. The meta-characters are "!", "*", "?", and "[". These characters lose their special meanings if they are quoted. When command or variable substitution is performed and the dollar sign or back quotes are not double quoted, the value of the variable or the output of the command is scanned for these characters and they are turned into metacharacters.

  An asterisk ("*") matches any string of characters. A question mark matches any single character. A left bracket ("[") introduces a character class. The end of the character class is indicated by a ("]"); if the "]" is missing then the "[" matches a "[" rather than introducing a character class. A character class matches any of the characters between the square brackets. A range of characters may be specified using a minus sign. The character class may be complemented by making an exclamation point the first character of the character class.

  To include a "]" in a character class, make it the first character listed (after the "!", if any). To include a minus sign, make it the first or last character listed.

  Builtins
 This section lists the builtin commands which are builtin because they need to perform some operation that can't be performed by a separate process. In addition to these, there are several other commands that may be builtin for efficiency (e.g. printf(1), echo(1), test(1), etc).

  
   	:

   	true

   	A null command that returns a 0 (true) exit value.

   	. file

   	The commands in the specified file are read and executed by the shell.
 

  alias [name[=string ...]]
 If name=string is specified, the shell defines the alias name with value string. If just name is specified, the value of the alias name is printed. With no arguments, the alias builtin prints the names and values of all defined aliases (see unalias).

  bg [job] ...
 Continue the specified jobs (or the current job if no jobs are given) in the background.

  command [-p] [-v] [-V] command [arg ...] Execute the specified command but ignore shell functions when searching for it. (This is useful when you have a shell function with the same name as a builtin command.)

  
   	-p

   	search for command using a PATH that guarantees to find all the standard utilities.

   	-V

   	Do not execute the command but search for the command and print the resolution of the command search. This is the same as the type builtin.

   	-v

   	Do not execute the command but search for the command and print the absolute pathname of utilities, the name for builtins or the expansion of aliases.
 

  cd
 cd [-LP] [directory]
 Switch to the specified directory (default HOME). If an entry for CDPATH appears in the environment of the cd command or the shell variable CDPATH is set and the directory name does not begin with a slash, then the directories listed in CDPATH will be searched for the specified directory. The format of CDPATH is the same as that of PATH. If a single dash is specified as the argument, it will be replaced by the value of OLDPWD. The cd command will print out the name of the directory that it actually switched to if this is different from the name that the user gave. These may be different either because the CDPATH mechanism was used or because the argument is a single dash. The -P option causes the physical directory structure to be used, that is, all symbolic links are resolved to their respective values. The -L option turns off the effect of any preceding -P options.

  echo [-n] args...
 Print the arguments on the standard output, separated by spaces. Unless the -n option is present, a newline is output following the arguments.

  If any of the following sequences of characters is encountered during output, the sequence is not output. Instead, the specified action is performed:

  
   	\b

   	A backspace character is output.

   	\c

   	Subsequent output is suppressed. This is normally used at the end of the last argument to suppress the trailing newline that echo would otherwise output.

   	\f

   	Output a form feed.

   	\n

   	Output a newline character.

   	\r

   	Output a carriage return.

   	\t

   	Output a (horizontal) tab character.

   	\v

   	Output a vertical tab.
 

  \0digits
 Output the character whose value is given by zero to three octal digits. If there are zero digits, a nul character is output.

  
   	\\

   	Output a backslash.
 

  All other backslash sequences elicit undefined behaviour.

  eval string ...
 Concatenate all the arguments with spaces. Then re-parse and execute the command.

  exec [command arg ...]
 Unless command is omitted, the shell process is replaced with the specified program (which must be a real program, not a shell builtin or function). Any redirections on the exec command are marked as permanent, so that they are not undone when the exec command finishes.

  exit [exitstatus]
 Terminate the shell process. If exitstatus is given it is used as the exit status of the shell; otherwise the exit status of the preceding command is used.

  export name ...

  export -p
 The specified names are exported so that they will appear in the environment of subsequent commands. The only way to un-export a variable is to unset it. The shell allows the value of a variable to be set at the same time it is exported by writing

  export name=value

  With no arguments the export command lists the names of all exported variables. With the -p option specified the output will be formatted suitably for non-interactive use.

  fc [-e editor] [first [last]]

  fc -l [-nr] [first [last]]

  fc -s [old=new] [first]
 The fc builtin lists, or edits and re-executes, commands previously entered to an interactive shell.

  
   	-e editor

   	Use the editor named by editor to edit the commands. The editor string is a command name, subject to search via the PATH variable. The value in the FCEDIT variable is used as a default when -e is not specified. If FCEDIT is null or unset, the value of the EDITOR variable is used. If EDITOR is null or unset, ed(1) is used as the editor.

   	-l (ell)

   	List the commands rather than invoking an editor on them. The commands are written in the sequence indicated by the first and last operands, as affected by -r, with each command preceded by the command number.

   	-n

   	Suppress command numbers when listing with -l.

   	-r

   	Reverse the order of the commands listed (with -l) or edited (with neither -l nor -s).

   	-s

   	Re-execute the command without invoking an editor.
 

  first

  last Select the commands to list or edit. The number of previous commands that can be accessed are determined by the value of the HISTSIZE variable. The value of first or last or both are one of the following:

  [+]number
 A positive number representing a command number; command numbers can be displayed with the -l option.

  
   	-number

   	A negative decimal number representing the command that was executed number of commands previously. For example, -1 is the immediately previous command.
 

  string
 A string indicating the most recently entered command that begins with that string. If the old=new operand is not also specified with -s, the string form of the first operand cannot contain an embedded equal sign.

  The following environment variables affect the execution of fc:

  
   	FCEDIT

   	Name of the editor to use.
 

  HISTSIZE The number of previous commands that are accessible.

  fg [job]
 Move the specified job or the current job to the foreground.

  getopts optstring var
 The POSIX getopts command, not to be confused with the Bell Labs -derived getopt(1).

  The first argument should be a series of letters, each of which may be optionally followed by a colon to indicate that the option requires an argument. The variable specified is set to the parsed option.

  The getopts command deprecates the older getopt(1) utility due to its handling of arguments containing whitespace.

  The getopts builtin may be used to obtain options and their arguments from a list of parameters. When invoked, getopts places the value of the next option from the option string in the list in the shell variable specified by var and its index in the shell variable OPTIND. When the shell is invoked, OPTIND is initialized to 1. For each option that requires an argument, the getopts builtin will place it in the shell variable OPTARG. If an option is not allowed for in the optstring, then OPTARG will be unset.

  optstring is a string of recognized option letters (see getopt(3)). If a letter is followed by a colon, the option is expected to have an argument which may or may not be separated from it by white space. If an option character is not found where expected, getopts will set the variable var to a "?"; getopts will then unset OPTARG and write output to standard error. By specifying a colon as the first character of optstring all errors will be ignored.

  A nonzero value is returned when the last option is reached. If there are no remaining arguments, getopts will set var to the special option, "--", otherwise, it will set var to "?".

  The following code fragment shows how one might process the arguments for a command that can take the options [a] and [b], and the option [c], which requires an argument.

  while getopts abc: f
 do
 case $f in
 a | b) flag=$f;;

  

  
   	c)

   	carg=$OPTARG;;

   	\?)

   	echo $USAGE; exit 1;; esac done shift 'expr $OPTIND - 1'
 

  This code will accept any of the following as equivalent:

  cmd -acarg file file
 cmd -a -c arg file file
 cmd -carg -a file file
 cmd -a -carg -- file file

  hash -rv command ...
 The shell maintains a hash table which remembers the locations of commands. With no arguments whatsoever, the hash command prints out the contents of this table. Entries which have not been looked at since the last cd command are marked with an asterisk; it is possible for these entries to be invalid.

  With arguments, the hash command removes the specified commands from the hash table (unless they are functions) and then locates them. With the -v option, hash prints the locations of the commands as it finds them. The -r option causes the hash command to delete all the entries in the hash table except for functions.

  pwd [-LP]
 builtin command remembers what the current directory is rather than recomputing it each time. This makes it faster. However, if the current directory is renamed, the builtin version of pwd will continue to print the old name for the directory. The -P option causes the physical value of the current working directory to be shown, that is, all symbolic links are resolved to their respective values. The -L option turns off the effect of any preceding -P options.

  read [-p prompt] [-r] variable [...]
 The prompt is printed if the -p option is specified and the standard input is a terminal. Then a line is read from the standard input. The trailing newline is deleted from the line and the line is split as described in the section on word splitting above, and the pieces are assigned to the variables in order. At least one variable must be specified. If there are more pieces than variables, the remaining pieces (along with the characters in IFS that separated them) are assigned to the last variable. If there are more variables than pieces, the remaining variables are assigned the null string. The read builtin will indicate success unless EOF is encountered on input, in which case failure is returned.

  By default, unless the -r option is specified, the backslash "\" acts as an escape character, causing the following character to be treated literally. If a backslash is followed by a newline, the backslash and the newline will be deleted.

  readonly name ...

  readonly -p
 The specified names are marked as read only, so that they cannot be subsequently modified or unset. The shell allows the value of a variable to be set at the same time it is marked read only by writing

  readonly name=value

  With no arguments the readonly command lists the names of all read only variables. With the -p option specified the output will be formatted suitably for non-interactive use.

  printf format [arguments ...]
 printf formats and prints its arguments, after the first, under control of the format. The format is a character string which contains three types of objects: plain characters, which are simply copied to standard output, character escape sequences which are converted and copied to the standard output, and format specifications, each of which causes printing of the next successive argument.

  The arguments after the first are treated as strings if the corresponding format is either b, c or s; otherwise it is evaluated as a C constant, with the following extensions:

  
   	*

   	A leading plus or minus sign is allowed.

   	*

   	If the leading character is a single or double quote, the value is the ASCII code of the next character.
 

  The format string is reused as often as necessary to satisfy the arguments. Any extra format specifications are evaluated with zero or the null string.

  Character escape sequences are in backslash notation as defined in ANSI X3.159-1989 ("ANSI C89"). The characters and their meanings are as follows:

  
   	\a

   	Write a <bell> character.

   	\b

   	Write a <backspace> character.

   	\f

   	Write a <form-feed> character.

   	\n

   	Write a <new-line> character.

   	\r

   	Write a <carriage return> character.

   	\t

   	Write a <tab> character.

   	\v

   	Write a <vertical tab> character.

   	\\

   	Write a backslash character.

   	\num

   	Write an 8-bit character whose ASCII value is the 1-, 2-, or 3-digit octal number num.
 

  Each format specification is introduced by the percent character (''%''). The remainder of the format specification includes, in the following order:

  Zero or more of the following flags:

  
   	#

   	A '#' character specifying that the value should be printed in an ''alternative form''. For b, c, d, and s formats, this option has no effect. For the o format the precision of the number is increased to force the first character of the output string to a zero. For the x (X) format, a non-zero result has the string 0x (0X) prepended to it. For e, E, f, g, and G formats, the result will always contain a decimal point, even if no digits follow the point (normally, a decimal point only appears in the results of those formats if a digit follows the decimal point). For g and G formats, trailing zeros are not removed from the result as they would otherwise be.

   	-

   	A minus sign '-' which specifies left adjustment of the output in the indicated field;

   	+

   	A '+' character specifying that there should always be a sign placed before the number when using signed formats.

   	' '

   	A space specifying that a blank should be left before a positive number for a signed format. A '+' overrides a space if both are used;

   	0

   	A zero '0' character indicating that zero-padding should be used rather than blank-padding. A '-' overrides a '0' if both are used;
 

  Field Width:
 An optional digit string specifying a field width; if the output string has fewer characters than the field width it will be blank-padded on the left (or right, if the leftadjustment indicator has been given) to make up the field width (note that a leading zero is a flag, but an embedded zero is part of a field width);

  Precision:
 An optional period, '.', followed by an optional digit string giving a precision which specifies the number of digits to appear after the decimal point, for e and f formats, or the maximum number of characters to be printed from a string (b and s formats); if the digit string is missing, the precision is treated as zero;

  Format:
 A character which indicates the type of format to use (one of diouxXfwEgGbcs).

  A field width or precision may be '*' instead of a digit string. In this case an argument supplies the field width or precision.

  The format characters and their meanings are:

  
   	diouXx

   	The argument is printed as a signed decimal (d or i), unsigned octal, unsigned decimal, or unsigned hexadecimal (X or x), respectively.

   	f

   	The argument is printed in the style [-]ddd.ddd where the number of d's after the decimal point is equal to the precision specification for the argument. If the precision is missing, 6 digits are given; if the precision is explicitly 0, no digits and no decimal point are printed.

   	eE

   	The argument is printed in the style [-]d.dddedd where there is one digit before the decimal point and the number after is equal to the precision specification for the argument; when the precision is missing, 6 digits are produced. An upper-case E is used for an 'E' format.

   	gG

   	The argument is printed in style f or in style e (E) whichever gives full precision in minimum space.

   	b

   	Characters from the string argument are printed with backslash-escape sequences expanded. The following additional backslash-escape sequences are supported:

   	\c

   	Causes dash to ignore any remaining characters in the string operand containing it, any remaining string operands, and any additional characters in the format operand.

   	\0num

   	Write an 8-bit character whose ASCII value is the 1-, 2-, or 3-digit octal number num.

   	c

   	The first character of argument is printed.

   	s

   	Characters from the string argument are printed until the end is reached or until the number of characters indicated by the precision specification is reached; if the precision is omitted, all characters in the string are printed.

   	%

   	Print a '%'; no argument is used.
 

  In no case does a non-existent or small field width cause truncation of a field; padding takes place only if the specified field width exceeds the actual width.

  set [{ -options | +options | -- }] arg ... The set command performs three different functions.

  With no arguments, it lists the values of all shell variables.

  If options are given, it sets the specified option flags, or clears them as described in the section called Argument List Processing. As a special case, if the option is -o or +o and no argument is supplied, the shell prints the settings of all its options. If the option is -o, the settings are printed in a human-readable format; if the option is +o, the settings are printed in a format suitable for reinput to the shell to affect the same option settings.

  The third use of the set command is to set the values of the shell's positional parameters to the specified args. To change the positional parameters without changing any options, use "--" as the first argument to set. If no args are present, the set command will clear all the positional parameters (equivalent to executing "shift $#".)

  shift [n]
 Shift the positional parameters n times. A shift sets the value of $1 to the value of $2, the value of $2 to the value of $3, and so on, decreasing the value of $# by one. If n is greater than the number of positional parameters, shift will issue an error message, and exit with return status 2.

  test expression

  [ expression ]
 The test utility evaluates the expression and, if it evaluates to true, returns a zero (true) exit status; otherwise it returns 1 (false). If there is no expression, test also returns 1 (false).

  All operators and flags are separate arguments to the test utility.

  The following primaries are used to construct expression:

  
   	-b file

   	True if file exists and is a block special file.

   	-c file

   	True if file exists and is a character special file.

   	-d file

   	True if file exists and is a directory.

   	-e file

   	True if file exists (regardless of type).

   	-f file

   	True if file exists and is a regular file.

   	-g file

   	True if file exists and its set group ID flag is set.

   	-h file

   	True if file exists and is a symbolic link.

   	-k file

   	True if file exists and its sticky bit is set.

   	-n string

   	True if the length of string is nonzero.

   	-p file

   	True if file is a named pipe (FIFO).

   	-r file

   	True if file exists and is readable.

   	-s file

   	True if file exists and has a size greater than zero.

   	-t file_descriptor

   	True if the file whose file descriptor number is file_descriptor is open and is associated with a terminal.

   	-u file

   	True if file exists and its set user ID flag is set.

   	-w file

   	True if file exists and is writable. True indicates only that the write flag is on. The file is not writable on a read-only file system even if this test indicates true.

   	-x file

   	True if file exists and is executable. True indicates only that the execute flag is on. If file is a directory, true indicates that file can be searched.

   	-z string

   	True if the length of string is zero.

   	-L file

   	True if file exists and is a symbolic link. This operator is retained for compatibility with previous versions of this program. Do not rely on its existence; use -h instead.

   	-O file

   	True if file exists and its owner matches the effective user id of this process.

   	-G file

   	True if file exists and its group matches the effective group id of this process.

   	-S file

   	True if file exists and is a socket.
 

  file1 -nt file2
 True if file1 and file2 exist and file1 is newer than file2.

  file1 -ot file2
 True if file1 and file2 exist and file1 is older than file2.

  file1 -ef file2
 True if file1 and file2 exist and refer to the same file.

  
   	string

   	True if string is not the null string.

   	s1 = s2

   	True if the strings s1 and s2 are identical.

   	s1 != s2

   	True if the strings s1 and s2 are not identical.

   	s1 < s2

   	True if string s1 comes before s2 based on the ASCII value of their characters.

   	s1 > s2

   	True if string s1 comes after s2 based on the ASCII value of their characters.

   	n1 -eq n2

   	True if the integers n1 and n2 are algebraically equal.

   	n1 -ne n2

   	True if the integers n1 and n2 are not algebraically equal.

   	n1 -gt n2

   	True if the integer n1 is algebraically greater than the integer n2.

   	n1 -ge n2

   	True if the integer n1 is algebraically greater than or equal to the integer n2.

   	n1 -lt n2

   	True if the integer n1 is algebraically less than the integer n2.

   	n1 -le n2

   	True if the integer n1 is algebraically less than or equal to the integer n2.
 

  These primaries can be combined with the following operators:

  ! expression True if expression is false.

  expression1 -a expression2
 True if both expression1 and expression2 are true.

  expression1 -o expression2
 True if either expression1 or expression2 are true.

  (expression) True if expression is true.

  The -a operator has higher precedence than the -o operator.

  times Print the accumulated user and system times for the shell and for processes run from the shell. The return status is 0.

  trap [action signal ...]
 Cause the shell to parse and execute action when any of the specified signals are received. The signals are specified by signal number or as the name of the signal. If signal is 0, the action is executed when the shell exits. action may be null, which cause the specified signals to be ignored. With action omitted or set to '-' the specified signals are set to their default action. When the shell forks off a subshell, it resets trapped (but not ignored) signals to the default action. The trap command has no effect on signals that were ignored on entry to the shell. trap without any arguments cause it to write a list of signals and their associated action to the standard output in a format that is suitable as an input to the shell that achieves the same trapping results.

  Examples:

  trap

  List trapped signals and their corresponding action

  trap '' INT QUIT tstp 30

  Ignore signals INT QUIT TSTP USR1

  trap date INT

  Print date upon receiving signal INT

  type [name ...]
 Interpret each name as a command and print the resolution of the command search. Possible resolutions are: shell keyword, alias, shell builtin, command, tracked alias and not found. For aliases the alias expansion is printed; for commands and tracked aliases the complete pathname of the command is printed.

  ulimit [-H | -S] [-a | -tfdscmlpn [value]] Inquire about or set the hard or soft limits on processes or set new limits. The choice between hard limit (which no process is allowed to violate, and which may not be raised once it has been lowered) and soft limit (which causes processes to be signaled but not necessarily killed, and which may be raised) is made with these flags:

  
   	-H

   	set or inquire about hard limits

   	-S

   	set or inquire about soft limits. If neither -H nor -S is specified, the soft limit is displayed or both limits are set. If both are specified, the last one wins.
 

  The limit to be interrogated or set, then, is chosen by specifying any one of these flags:

  
   	-a

   	show all the current limits

   	-t

   	show or set the limit on CPU time (in seconds)

   	-f

   	show or set the limit on the largest file that can be created (in 512-byte blocks)

   	-d

   	show or set the limit on the data segment size of a process (in kilobytes)

   	-s

   	show or set the limit on the stack size of a process (in kilobytes)

   	-c

   	show or set the limit on the largest core dump size that can be produced (in 512-byte blocks)

   	-m

   	show or set the limit on the total physical memory that can be in use by a process (in kilobytes)

   	-l

   	show or set the limit on how much memory a process can lock with mlock(2) (in kilobytes)

   	-p

   	show or set the limit on the number of processes this user can have at one time

   	-n

   	show or set the limit on the number files a process can have open at once
 

  If none of these is specified, it is the limit on file size that is shown or set. If value is specified, the limit is set to that number; otherwise the current limit is displayed.

  Limits of an arbitrary process can be displayed or set using the sysctl(8) utility.

  umask [mask]
 Set the value of umask (see umask(2)) to the specified octal value. If the argument is omitted, the umask value is printed.

  unalias [-a] [name]
 If name is specified, the shell removes that alias. If -a is specified, all aliases are removed.

  unset [-fv] name ...
 The specified variables and functions are unset and unexported. If -f or -v is specified, the corresponding function or variable is unset, respectively. If a given name corresponds to both a variable and a function, and no options are given, only the variable is unset.

  wait [job]
 Wait for the specified job to complete and return the exit status of the last process in the job. If the argument is omitted, wait for all jobs to complete and the return an exit status of zero.

  Command Line Editing
 When dash is being used interactively from a terminal, the current command and the command history (see fc in Builtins) can be edited using vimode command-line editing. This mode uses commands, described below, similar to a subset of those described in the vi man page. The command 'set -o vi' enables vi-mode editing and place sh into vi insert mode. With vi-mode enabled, sh can be switched between insert mode and command mode. The editor is not described in full here, but will be in a later document. It's similar to vi: typing <ESC> will throw you into command VI command mode. Hitting <return> while in command mode will pass the line to the shell.

  Exit Status

  Errors that are detected by the shell, such as a syntax error, will cause the shell to exit with a non-zero exit status. If the shell is not an interactive shell, the execution of the shell file will be aborted. Otherwise the shell will return the exit status of the last command executed, or if the exit builtin is used with a numeric argument, it will return the argument.

  Environment

  
   	HOME

   	Set automatically by login(1) from the user's login directory in the password file (passwd(4)). This environment variable also functions as the default argument for the cd builtin.

   	PATH

   	The default search path for executables. See the above section Path Search.

   	CDPATH

   	The search path used with the cd builtin.

   	MAIL

   	The name of a mail file, that will be checked for the arrival of new mail. Overridden by MAILPATH.
 

  MAILCHECK The frequency in seconds that the shell checks for the arrival of mail in the files specified by the MAILPATH or the MAIL file. If set to 0, the check will occur at each prompt.

  
   	MAILPATH

   	A colon ":" separated list of file names, for the shell to check for incoming mail. This environment setting overrides the MAIL setting. There is a maximum of 10 mailboxes that can be monitored at once.

   	PS1

   	The primary prompt string, which defaults to "$ ", unless you are the superuser, in which case it defaults to "# ".

   	PS2

   	The secondary prompt string, which defaults to "> ".

   	PS4

   	Output before each line when execution trace (set -x) is enabled, defaults to "+ ".

   	IFS

   	Input Field Separators. This is normally set to <space>, <tab>, and <newline>. See the White Space Splitting section for more details.

   	TERM

   	The default terminal setting for the shell. This is inherited by children of the shell, and is used in the history editing modes.

   	HISTSIZE

   	The number of lines in the history buffer for the shell.

   	PWD

   	The logical value of the current working directory. This is set by the cd command.

   	OLDPWD

   	The previous logical value of the current working directory. This is set by the cd command.

   	PPID

   	The process ID of the parent process of the shell.
 

  Files

  $HOME/.profile

  /etc/profile

  See Also

  csh(1), echo(1), getopt(1), ksh(1), login(1), printf(1), test(1), getopt(3), passwd(5), environ(7), sysctl(8)

  History

  dash is a POSIX-compliant implementation of /bin/sh that aims to be as small as possible. dash is a direct descendant of the NetBSD version of ash (the Almquist SHell), ported to Linux in early 1997. It was renamed to dash in 2002.

  Bugs

  Setuid shell scripts should be avoided at all costs, as they are a significant security risk.

  PS1, PS2, and PS4 should be subject to parameter expansion before being displayed.
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  Name

  sleep - delay for a specified amount of time

  Synopsis

  sleep NUMBER[SUFFIX]...
 sleep OPTION

  Description

  Pause for NUMBER seconds. SUFFIX may be 's' for seconds (the default), 'm' for minutes, 'h' for hours or 'd' for days. Unlike most implementations that require NUMBER be an integer, here NUMBER may be an arbitrary floating point number. Given two or more arguments, pause for the amount of time specified by the sum of their values.

  
   	--help display this help and exit

   	--version

   	output version information and exit
 

  Author

  Written by Jim Meyering and Paul Eggert.

  Reporting Bugs

  Report sleep bugs to bug-coreutils@gnu.org GNU coreutils home page: <http://www.gnu.org/software/coreutils/> General help using GNU software: <http://www.gnu.org/gethelp/> Report sleep translation bugs to <http://translationproject.org/team/>

  Copyright

  Copyright  2011 Free Software Foundation, Inc. License GPLv3+: GNU GPL version 3 or later <http://gnu.org/licenses/gpl.html>. This is free software: you are free to change and redistribute it. There is NO WARRANTY, to the extent permitted by law.

  See Also

  sleep(3)

  The full documentation for sleep is maintained as a Texinfo manual. If the info and sleep programs are properly installed at your site, the command

  info coreutils 'sleep invocation'

  should give you access to the complete manual.
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  Name

  udevadm - udev management tool

  Synopsis

  udevadm [--debug] [--version] [--help]

  udevadm info options

  udevadm trigger [options]

  udevadm settle [options]

  udevadm control command

  udevadm monitor [options]

  udevadm test [options] devpath

  udevadm test-builtin [options] command devpath

  Description

  udevadm expects a command and command specific options. It controls the runtime behavior of udev, requests kernel events, manages the event queue, and provides simple debugging mechanisms.

  Options

  --debug
 Print debug messages to stderr.

  
   	--version

   	Print version number.

   	--help

   	Print help text.
 

  udevadm info options
 Queries the udev database for device information stored in the udev database. It can also query the properties of a device from its sysfs representation to help creating udev rules that match this device.

  
   	--query=type

   	Query the database for specified type of device data. It needs the --path or --name to identify the specified device. Valid queries are: name, symlink, path, property, all.

   	--path=devpath

   	The devpath of the device to query.

   	--name=file

   	The name of the device node or a symlink to query

   	--root

   	The udev root directory: /dev. If used in conjunction with a name or symlink query, the query returns the absolute path including the root directory.

   	--run

   	The udev runtime directory: /run/udev.

   	--attribute-walk

   	Print all sysfs properties of the specified device that can be used in udev rules to match the specified device. It prints all devices along the chain, up to the root of sysfs that can be used in udev rules.

   	--export

   	Print output as key/value pairs. Values are enclosed in single quotes.

   	--export-prefix=name

   	Add a prefix to the key name of exported values.

   	--device-id-of-file=file

   	Print major/minor numbers of the underlying device, where the file lives on.

   	--export-db

   	Export the content of the udev database.

   	--cleanup-db

   	Cleanup the udev database.

   	--version

   	Print version.

   	--help

   	Print help text.
 

  udevadm trigger [options]
 Request device events from the kernel. Primarily used to replay events at system coldplug time.

  
   	--verbose

   	Print the list of devices which will be triggered.

   	--dry-run

   	Do not actually trigger the event.

   	--type=type

   	Trigger a specific type of devices. Valid types are: devices, subsystems. The default value is devices.

   	--action=action

   	Type of event to be triggered. The default value is change.

   	--subsystem-match=subsystem

   	Trigger events for devices which belong to a matching subsystem. This option can be specified multiple times and supports shell style pattern matching.

   	--subsystem-nomatch=subsystem

   	Do not trigger events for devices which belong to a matching subsystem. This option can be specified multiple times and supports shell style pattern matching.

   	--attr-match=attribute=value

   	Trigger events for devices with a matching sysfs attribute. If a value is specified along with the attribute name, the content of the attribute is matched against the given value using shell style pattern matching. If no value is specified, the existence of the sysfs attribute is checked. This option can be specified multiple times.

   	--attr-nomatch=attribute=value

   	Do not trigger events for devices with a matching sysfs attribute. If a value is specified along with the attribute name, the content of the attribute is matched against the given value using shell style pattern matching. If no value is specified, the existence of the sysfs attribute is checked. This option can be specified multiple times.

   	--property-match=property=value

   	Trigger events for devices with a matching property value. This option can be specified multiple times and supports shell style pattern matching.

   	--tag-match=property

   	Trigger events for devices with a matching tag. This option can be specified multiple times.

   	--sysname-match=name

   	Trigger events for devices with a matching sys device name. This option can be specified multiple times and supports shell style pattern matching.

   	--parent-match=syspath

   	Trigger events for all children of a given device.
 

  udevadm settle [options]
 Watches the udev event queue, and exits if all current events are handled.

  
   	--timeout=seconds

   	Maximum number of seconds to wait for the event queue to become empty. The default value is 120 seconds. A value of 0 will check if the queue is empty and always return immediately.

   	--seq-start=seqnum

   	Wait only for events after the given sequence number.

   	--seq-end=seqnum

   	Wait only for events before the given sequence number.

   	--exit-if-exists=file

   	Stop waiting if file exists.

   	--quiet

   	Do not print any output, like the remaining queue entries when reaching the timeout.

   	--help

   	Print help text.
 

  udevadm control command
 Modify the internal state of the running udev daemon.

  
   	--exit

   	Signal and wait for udevd to exit.

   	--log-priority=value

   	Set the internal log level of udevd. Valid values are the numerical syslog priorities or their textual representations: err, info and debug.

   	--stop-exec-queue

   	Signal udevd to stop executing new events. Incoming events will be queued.

   	--start-exec-queue

   	Signal udevd to enable the execution of events.

   	--reload-rules

   	Signal udevd to reload the rules files. The udev daemon detects changes automatically, this option is usually not needed. Reloading rules does not apply any changes to already existing devices.

   	--property=KEY=value

   	Set a global property for all events.

   	--children-max=value

   	Set the maximum number of events, udevd will handle at the same time.

   	--timeout=seconds

   	The maximum number seonds to wait for a reply from udevd.

   	--help

   	Print help text.
 

  udevadm monitor [options]
 Listens to the kernel uevents and events sent out by a udev rule and prints the devpath of the event to the console. It can be used to analyze the event timing, by comparing the timestamps of the kernel uevent and the udev event.

  
   	--kernel

   	Print the kernel uevents.

   	--udev

   	Print the udev event after the rule processing.

   	--property

   	Also print the properties of the event.

   	--subsystem-match=string[/string]

   	Filter events by subsystem[/devtype]. Only udev events with a matching subsystem value will pass.

   	--tag-match=string

   	Filter events by property. Only udev events with a given tag attached will pass.

   	--help

   	Print help text.
 

  udevadm test [options] devpath
 Simulate a udev event run for the given device, and print debug output.

  
   	--action=string

   	The action string.

   	--subsystem=string

   	The subsystem string.

   	--help

   	Print help text.
 

  udevadm test-builtin [options] command devpath Run a built-in command for the given device, and print debug output.

  
   	--help

   	Print help text.
 

  Author

  Written by Kay Sievers kay.sievers@vrfy.org.

  See Also

  udev(7) udevd(8)
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  Name

  udevd - event managing daemon

  Synopsis

  udevd [--daemon] [--debug] [--children-max=] [--exec-delay=] [--resolve-names=early|late|never] [--version] [--help]

  Description

  udevd listens to kernel uevents. For every event, udevd executes matching instructions specified in udev rules. See udev(7).

  On startup the content of the directory /lib/udev/devices is copied to /dev. If kernel modules specify static device nodes, these nodes are created even without a corresponding kernel device, to allow on-demand loading of kernel modules. Matching permissions specified in udev rules are applied to these static device nodes.

  The behavior of the running daemon can be changed with udevadm control.

  Options

  --daemon
 Detach and run in the background.

  
   	--debug

   	Print debug messages to stderr.

   	--children-max=

   	Limit the number of parallel executed events.

   	--exec-delay=

   	Number of seconds to delay the execution of RUN instructions. This might be useful when debugging system crashes during coldplug cause by loading non-working kernel modules.

   	--resolve-names=

   	Specify when udevd should resolve names of users and groups. When set to early (the default) names will be resolved when the rules are parsed. When set to late names will be resolved for every event. When set to never names will never be resolved and all devices will be owned by root.

   	--version

   	Print version number.

   	--help

   	Print help text.
 

  Environment

  UDEV_LOG=
 Set the logging priority.

  Kernel Command Line

  udev.log-priority=
 Set the logging priority.

  udev.children-max=
 Limit the number of parallel executed events.

  udev.exec-delay=
 Number of seconds to delay the execution of RUN instructions. This might be useful when debugging system crashes during coldplug cause by loading non-working kernel modules.

  Author

  Written by Kay Sievers kay.sievers@vrfy.org.

  See Also

  udev(7), udevadm(8)
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  Name

  vgchange - change attributes of a volume group

  Synopsis

  vgchange [--addtag Tag] [--alloc AllocationPolicy] [-A|--autobackup {y|n}] [-a|--available [e|l] {y|n}] [--monitor {y|n}] [--poll {y|n}] [-c|--clustered {y|n}] [-u|--uuid] [-d|--debug] [--deltag Tag] [-h|--help] [--ignorelockingfailure] [--ignoremonitoring] [--sysinit] [--noudevsync] [-l|--logicalvolume MaxLogicalVolumes] [-p|--maxphysicalvolumes MaxPhysicalVolumes] [-P|--partial] [-s|--physicalextentsize PhysicalExtentSize[bBsSkKmMgGtTpPeE]] [--refresh] [-t|--test] [-v|--verbose] [--version] [-x|--resizeable {y|n}] [VolumeGroupName...]

  Description

  vgchange allows you to change the attributes of one or more volume groups. Its main purpose is to activate and deactivate VolumeGroupName, or all volume groups if none is specified. Only active volume groups are subject to changes and allow access to their logical volumes. [Not yet implemented: During volume group activation, if vgchange recognizes snapshot logical volumes which were dropped because they ran out of space, it displays a message informing the administrator that such snapshots should be removed (see lvremove(8)). ]

  Options

  See lvm for common options.

  
   	-A, --autobackup {y|n}

   	Controls automatic backup of metadata after the change. See vgcfgbackup (8). Default is yes.

   	-a, --available [e|l]{y|n}

   	Controls the availability of the logical volumes in the volume group for input/output. In other words, makes the logical volumes known/unknown to the kernel.
 

  If clustered locking is enabled, add 'e' to activate/deactivate exclusively on one node or 'l' to activate/deactivate only on the local node. Logical volumes with single-host snapshots are always activated exclusively because they can only be used on one node at once.

  
   	-c, --clustered {y|n}

   	If clustered locking is enabled, this indicates whether this Volume Group is shared with other nodes in the cluster or whether it contains only local disks that are not visible on the other nodes. If the cluster infrastructure is unavailable on a particular node at a particular time, you may still be able to use Volume Groups that are not marked as clustered.

   	-u, --uuid

   	Generate new random UUID for specified Volume Groups.

   	--monitor {y|n}

   	Start or stop monitoring a mirrored or snapshot logical volume with dmeventd, if it is installed. If a device used by a monitored mirror reports an I/O error, the failure is handled according to mirror_image_fault_policy and mirror_log_fault_policy set in lvm.conf(5).

   	--poll {y|n}

   	Without polling a logical volume's backgrounded transformation process will never complete. If there is an incomplete pvmove or lvconvert (for example, on rebooting after a crash), use --poll y to restart the process from its last checkpoint. However, it may not be appropriate to immediately poll a logical volume when it is activated, use --poll n to defer and then --poll y to restart the process.

   	--sysinit

   	Indicates that vgchange(8) is being invoked from early system initialisation scripts (e.g. rc.sysinit or an initrd), before writeable filesystems are available. As such, some functionality needs to be disabled and this option acts as a shortcut which selects an appropriate set of options. Currently this is equivalent to using --ignorelockingfailure, --ignoremonitoring, --poll n and setting LVM_SUPPRESS_LOCKING_FAILURE_MESSAGES environment variable.

   	--noudevsync

   	Disable udev synchronisation. The process will not wait for notification from udev. It will continue irrespective of any possible udev processing in the background. You should only use this if udev is not running or has rules that ignore the devices LVM2 creates.

   	--ignoremonitoring

   	Make no attempt to interact with dmeventd unless --monitor is specified. Do not use this if dmeventd is already monitoring a device.

   	-l, --logicalvolume MaxLogicalVolumes

   	Changes the maximum logical volume number of an existing inactive volume group.

   	-p, --maxphysicalvolumes MaxPhysicalVolumes

   	Changes the maximum number of physical volumes that can belong to this volume group. For volume groups with metadata in lvm1 format, the limit is 255. If the metadata uses lvm2 format, the value 0 removes this restriction: there is then no limit. If you have a large number of physical volumes in a volume group with metadata in lvm2 format, for tool performance reasons, you should consider some use of --pvmetadatacopies 0 as described in pvcreate(8).

   	-s, --physicalextentsize PhysicalExtentSize[bBsSkKmMgGtTpPeE]

   	Changes the physical extent size on physical volumes of this volume group. A size suffix (k for kilobytes up to t for terabytes) is optional, megabytes is the default if no suffix is present. The default is 4 MB and it must be at least 1 KB and a power of 2.
 

  Before increasing the physical extent size, you might need to use lvresize, pvresize and/or pvmove so that everything fits. For example, every contiguous range of extents used in a logical volume must start and end on an extent boundary.

  If the volume group metadata uses lvm1 format, extents can vary in size from 8KB to 16GB and there is a limit of 65534 extents in each logical volume. The default of 4 MB leads to a maximum logical volume size of around 256GB.

  If the volume group metadata uses lvm2 format those restrictions do not apply, but having a large number of extents will slow down the tools but have no impact on I/O performance to the logical volume. The smallest PE is 1KB.

  The 2.4 kernel has a limitation of 2TB per block device.

  
   	--refresh

   	If any logical volume in the volume group is active, reload its metadata. This is not necessary in normal operation, but may be useful if something has gone wrong or if you're doing clustering manually without a clustered lock manager.

   	-x, --resizeable {y|n}

   	Enables or disables the extension/reduction of this volume group with/by physical volumes.
 

  Examples

  To activate all known volume groups in the system:

  vgchange -a y

  To change the maximum number of logical volumes of inactive volume group vg00 to 128.

  vgchange -l 128 /dev/vg00

  See Also

  lvchange(8), lvm(8), vgcreate(8)
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